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Preface
The organizing committee warmly welcomed 76 attendees to the “2019 Symposium
on Information Theory and Signal Processing in the Benelux” (SITB2019). The long
range of annual symposia coordinated under the auspices of the “Werkgemeenschap voor
Informatie- en Communicatietheorie (WIC)” started in 1980 and its 40th anniversary edition was held on May 28-29 at the Technology Campus of the KU Leuven in Ghent. Since
2011, the symposia are co-organized with the IEEE Benelux Signal Processing Chapter.
The goal of the conference is to bring together researchers from academia and industry
to share ideas, problems and solutions relating to the multifaceted aspects of signal processing and information theory. Different research fields were addressed, from quantum
cryptography to biomedical signal processing to signal detection and estimation.
41 manuscripts, either full papers or one-page abstracts, published in this proceedings
have been reviewed by the scientific committee. These publications were presented during
the symposium as an oral or as a poster presentation.
Three keynote speakers were selected in the context of the 40th anniversary edition,
sketching a brief history of their research field and the results associated with the WIC
community. Additionally, a special session on “Searching life-critical information, early
computer-aided detection of cancer” was organized and highlighted SITB’s research valorization platform.
To enrich the social cohesion, the participants were guided through the historic city center
of Ghent, entertained with a big band concert, a food truck, and surprised with birthday
cakes at the conference dinner.
We would like to thank the keynote lecturers, the special session speakers, and all authors
for their contributions to the scientific program, all participants for their presence, and
the Gauss Foundation for sponsoring the best student paper award.
Ghent-Leuven, May 2019,
Liesbet Van der Perre, Sofie Pollin, Alexander Bertrand, Gilles Callebaut, Bert Cox,
Kevin Verniers
(Symposium chairs, organizers and proceedings editors.)
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Milan Lopuhaä-Zwakenberg, Boris Škorić, and Ninghui Li . . . . . . . . . . .

77

Towards Long-term Privacy Bounds in Open Data Publishing
Clément Massart, and François-Xavier Standaert . . . . . . . . . . . . . . . .

78

Time-Modulated Hardware Trojans: Clock-Based and Interface-Based Examples
Charles Momin, Olivier Bronchain, and Standaert François-Xavier . . . . . .

84

Blind Calibration of Sparse Arrays for DOA Estimation with Analog and Onebit Measurements
Krishnaprasad Nambur Ramamohan, Sundeep Prabhakar Chepuri, Daniel Fernandez Comesana, and Geert Leus . . . . . . . . . . . . . . . . . . . . . . . .

92

Iterative Closest Point on Finger-vein Contour
P. Normakristagaluh, L.J. Spreeuwers, and R.N.J. Veldhuis . . . . . . . . . .

97

Quantum BCH and Reed-Solomon Entanglement-Assisted Codes
Francisco R. F. Pereira, and Ruud Pellikaan . . . . . . . . . . . . . . . . . . .

102

Online Variational Message Passing in Autoregressive Models
Albert Podusenko, Wouter M. Kouw, and Bert de Vries . . . . . . . . . . . . .

103

Integrated STBC precoder Design for Multi-User Multi-cell Massive MIMO systems
Vishnu Rashuri S.V, Andrea P. Guevara, Sofie Pollin, and Geert Leus . . . .

104

Adversarial Loss for Semantic Segmentation of Aerial Imagery
Clint Sebastian, Raffaele Imbriaco, Egor Bondarev, and Peter H.N. de With .

109

A High Resolution Pressure Sensor for Measurement of Grip Force
Luuk Spreeuwers, and Haitao Wang . . . . . . . . . . . . . . . . . . . . . . . .

114

Atrial Activity Extraction Based on Graph-Time Signal Processing
Miao Sun, Elvin Isufi, Natasja M.S. de Groot, and Richard C. Hendrik . . . .

121

Code Availability for Image Processing Papers: a Status Update
Patrick Vandewalle . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

122

Informative Endoscopic Video Fram Classification Using Convolutional Neural
Networks and Hidden Markov Models
Joost van der Putten, Jeroen de Groof, Fons van der Sommen, Maarten Struyvenberg, Svitlana Zinger, Wouter Curvers, Erik Schoon, Jacques Bergman, and
Peter H.N. de With . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

Point-to-Point Navigation for a Cost-Efficient Agricultural Robot
Axel Willekens, Simon Cool, and Geoffrey Ottoy . . . . . . . . . . . . . . . . .

126

Passive Radar based on 802.11ac Signals for Indoor Object Detection
H.C. Yildirim, L. Storrer, M. Van Eeckhaut, C. Desset, J. Louveaux, and F.
Horlin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

134

Simplified Single Trace Side-Channel Attacks on Elliptic Curve Scalar Multiplication using Fully Convolutional Networks
Yuanyuan Zhou, and François-Xavier Standaert . . . . . . . . . . . . . . . . .

139

Except for the keynotes, papers are ordered after the last name of the first author

Keynote 1
Information theory and memory systems.
Han Vinck
Abstract
As this is a jubileum edition of the SITB symposium, historical notes on the Dutch
founding fathers of the WIC are given as an introduction. The more theoretical
part of this talk discusses the development of coding strategies for modern memory
systems, in which there is an interesting relation between the coding for memories
with defects from the 60s, coding for Write-Once Memories (WOM), and coding
for modern memory systems like flash, phase change and magnetic RAM.

Keynote 2
Flying through WIC Benelux history:
From video coding towards image analysis.

Peter H.N. de With
Abstract
Video source coding and compression were important when the WIC emerged and
during its first decades of existence. Over the years, video analysis has not only
augmented significantly, but also found its widespread use in many application
fields. This presentation will highlight key developments of this period and provide examples of interesting video/image coding architectures and/or concepts
that were presented on past WIC symposia. The lecture will end with examples of recent work from the presenter’s research group in video analysis and the
breakthrough that has happened with Deep Learning. One of the conclusions is
that selective use of signal transformation has appeared to be of high value and
importance for both discussed fields.

Keynote 3
Channel Coding in the Benelux.
Jos Weber
Abstract
Channel coding techniques form essential ingredients in data storage and communication systems, because of their ability to offer protection against errors that
may occur during storage or transmission. In this presentation, a brief history
of channel coding is sketched. In the context of the celebration of the 40th WIC
Symposium on Information Theory in the Benelux, some channel coding results
from the WIC community will be highlighted. Also, two of the presenter’s current
research topics will be introduced: (i) erasure coding for distributed storage and
(ii) detection and decoding techniques for channels suffering from gain and/or
offset mismatch.
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Estimating Tissue Conductivity from Atrial
Electrograms
Bahareh Abdi
CAS group
TU Delft
Delft, The Netherlands
b.abdikivanani@tudelft.nl

Alle-Jan van der Veen
CAS group
TU Delft
Delft, The Netherlands
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Natasja M.S. de Groot
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Delft, The Netherlands
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tissue conductivity based on Eikonal equations. It
approximately models the cells’ activation times, based on
the apparent conductivity while ignoring all the
microscopic details of the process, including per cell
potentials and electrograms. In another study (Gilboa
2012), the tissue conductivity map is directly estimated
from per cell action potentials (APs) recorded by high
resolution micro-electrode arrays, which is not practical for
living human tissue.
To overcome the complexity of electrophysiological
models, we start this study by developing a compact matrix
model (CMM) for electrograms based on electrical
conductivity using some simplifying assumptions.
Subsequently, we exploit the simplicity of the compact
model to solve the ill-posed inverse problem of estimating
tissue conductivity. The algorithm is demonstrated on
simulated data as well as on clinically recorded data. The
results show that the model allows to efficiently estimate
the conductivity map. In addition, based on the estimated
conductivity, realistic electrograms have been regenerated
demonstrating
the
validity
of
the
model.

I. ABSTRACT
Atrial Fibrillation (AF) is the most common cardiac
rhythm disorder that can lead to blood clots, stroke, heart
failure and other heart-relate complications. The
development and progression of AF is rooted in impaired
electrical conduction and structural damage of atrial tissue,
known as electropathology. High resolution atrial
electrograms as a measurement of electrical propagation in
the tissue, can help to localize and quantify the degree of
electropathology and to stage AF (Yaksh 2015). The
electrical propagation in atrial tissue is correlated to the
tissue intracellular electrical conductivity (Plonsey 1991).
It plays an important role in the underlying dynamics and
functional connections in the tissue as a mechanism of
inter-cellular communication. The estimation of this
hidden parameter can be essential in the diagnosis and
staging of the disease. Despite the beneficial effect of
conductivity in analyzing electropathology, the complexity
of the electrophysiological models makes its estimation
challenging and not practical in clinical settings.
To avoid realistic electrophysiological electrogram models,
in some studies a quite different approach is used to extract

Fig. 1. Each row of the figure (M1 and M2) demonstrates a simulated tissue and its estimated parameters. The first and second column
demonstrate the underlying model including the true conductivity map (denoted by Σ) and the true activation map (AM) on the two dimensional
tissue surface, respectively. In both cases the tissue is stimulated from the left bottom corner. The tissue in M1 is isotropic and the tissue in M2
is anisotropic. The electrode locations are indicated by the *. The third to the fifth column demonstrate the estimated parameters including the
conductivity map estimated from the proposed CMM, and two reference methods, namely the conductivity map estimated from the Eikonal
Diffusion (ED) equation, and the conduction velocity (CV) map, respectively.
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Power Inversion of the Massive MIMO Channel
Jens Abraham

Torbjörn Ekman

Circuit and Radio Systems Group, Department of Electronic Systems
Norwegian University of Science and Technology
Trondheim, Norway
{jens.abraham,torbjorn.ekman}@ntnu.no
The latter is mainly of regulatory interest, but confines the
overall power consumption of the BS in addition.
The next section describes the effective massive MIMO
channel with consideration of time reversal precoding, normalisation and relative power measures. The following section
shows the distributions for the relative power measures of
a maximum diversity channel to give a best case bound of
channel hardening. Afterwards, the results are applied to a four
tap channel to demonstrate the ideal theoretical behaviour of
large scale antenna systems with a growing number of transmitters. The last section summarises the findings and discusses
necessary steps to realise time reversal power inversion for
robust large scale antenna system WSNs.

Abstract—Channel hardening characterises the diminishing
influence of small scale fading on large scale antenna systems.
The effective massive MIMO time domain channel is introduced
and applied to a maximum diversity channel with rectangular
power delay profile. This model bounds channel hardening and
allows a proper interpretation from a radio design perspective.
The reduced variability of the effective channel enables power
inversion to obtain a downlink channel that only depends on the
large scale fading properties.
Index Terms—massive MIMO, time reversal, channel hardening, power inversion

I. I NTRODUCTION
Wireless sensor networks (WSN) are of increasing interest
to industry and governments for surveillance of different
environments. Large scale antenna systems (such as massive
MIMO base stations (BS) [1]) could become a leading technology to provide a robust single hop data link for thousands
of sensor nodes. They make it possible to move complexity
from the sensors to the BS to increase the lifetime of each
node. Channel hardening and favourable propagation allow the
simplification of the node transceiver design and a reduction
of their output power. An alternative approach are mesh
networks, but they suffer from uneven power usage for nodes
close to the data gateway.
Even though a single radio channel can experience small
and large scale fading (here pathloss and shadowing), it is
highly unlikely that all antenna elements experience a fading
dip at the same time. Thus, large scale antenna systems can
exploit spatial diversity to compensate for small scale fading.
Furthermore, the array gain can overcome some large scale
fading.
This paper formulates an effective massive MIMO channel
in the time domain, to describe the small scale fading in the
downlink with a relative power measure. A similar approach in
the frequency domain was chosen by the authors to investigate
the behaviour of rms delay spread under channel hardening
[2]. The effective channel can directly be used to bound the
fading margin and adheres to the philosophy that a receiver
requires first and foremost a signal level above or at a minimal
threshold. Both centralised and distributed normalisations of
time reversal precoding and their influence on the remaining
small scale fading are studied. In addition, focus is placed
on the relative antenna element and BS power. The former is
defining the required dynamic range of the BS transmitters.

II. T HE E FFECTIVE M ASSIVE MIMO C HANNEL
The complex valued input-output relation at time index n
for downlink signal xl [n] intended for user l and signal yk [n]
received by user k in a K user system with M antennas at
the BS is described by
!
K
M
X
p X
yk [n] = βk
hmk [n] ? wml [n] ?xl [n] + ek [n]
l=1

=

|

m=1

{z

}

hkl [n]

K
p X
p
βk hkk [n] ? xk [n] + βk
hkl [n] ? xl [n] + ek [n]
| {z }
{z
}
|
signal

|

l=1
l6=k

{z

multi-user interference

}

noise

(1)

where βk , ek are large scale fading coefficient and noise,
hmk [n] and wml [n] are small scale fading channel impulse
response for user k and precoding filter for user l transmitted
from antenna m. The ? denotes the convolution between two
signals. Here βk normalises the channel impulse response as
(N
)
X
2
E
|hmk [n]|
=1
(2)
n=1

with E{(.)} denoting the expectation. Intrinsically, βk is a
global variable for all SISO channels from a user to the M
BS antennas.
The effective channels hkl [n] are formed by the superposition of all signals from the BS at the user k. The intended
effective channel is hkk [n], whereas all other effective channels
contribute to multi-user interference.
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A. Time Reversal

squared weights of a specific user to see the impact on the
whole BS:
M X
N
X
2
PkBS,R =
|wmk [n]| .
(6)

Maximum ratio transmission (MRT), zero forcing (ZF) and
linear minimum mean square error (MMSE) [3], [4] are the
commonly used frequency domain linear precoding schemes in
large scale antenna systems. MRT optimises the signal to noise
ratio of a single user, ignoring multi-user interference (MUI).
ZF optimises the signal to interference ratio by supressing
MUI, ignoring the SNR of the intended user and the linear
MMSE precoder has a control parameter to achieve a trade
off between MRT and ZF.
Both ZF and MMSE require a matrix inversion operation
of the multi user channel to calculate the precoding weights.
The matrix inversion introduces the requirement of centralised
weight calculations and is a computational heavy operation.
It is our understanding that favourable propagation and user
scheduling can alleviate the MUI in a heavily loaded large
scale antenna system for WSN. Therefore, MRT will be
the inspiration for the considered precoding scheme in the
remainder of this paper.
MRT is usually applied to each sub-carrier of an orthogonal
frequency-division multiplexing (OFDM) system and closely
related to time reversal (TR) [5]. Following the TR idea, the
precoder weights can be calculated from the uplink channel
with generic single user normalisation cl
wml [n] =

h∗ml [−n]
cl

m=1 n=1

At the user, the relative effective received power captures
the array gain normalised power fluctuation for a single tap
receiver
1
2
|hkk [0]| .
(7)
PkRX,R =
M
These fluctuations describe the remaining small scale fading
and hereby how much spatial diversity is exploited by the
precoding.
C. Normalisations
The three relative powers of interest are influenced by
the choice of cl in Eqn. (3). To implement a normalisation
reminiscent to MRT, the normalisation constant has to be
calculated by
v
u M N
uX X
TR
|hml [n]|2 .
(8)
cl = t
m=1 n=1

This scales each realisation of the precoding weights with the
current state of the channel and ensures unit gain per user over
the whole BS. Unfortunately, it requires a centralised weight
calculation. However, the double sum can be replaced by its
expectation, leading to a decentralised strategy. The inner sum
follows Eqn. (2) with expectation one and the outer sum is selfaveraging over values fluctuating around one. Eventually, a
distributed time reversal (DTR) normalisation can be obtained
as:
v (
)
u
N
M X
u
X
√
DTR
t
2
c
= E
|h [n]|
= M.
(9)

(3)

where ∗ denotes the complex conjugate. This approach reverses the channel impulse response to focus energy at the
user in both space and time [6], partly reducing interference
at other places. The importance of the effective zero delay
tap hkk [0] becomes apparent by investigation of the sum over
convolutions in Eqn. (1). It is the main contributor to the
effective channel due to the coherent addition of the underlying
SISO channel taps. Solving the convolutions for zero delay
results in
M
N
1 XX
hkk [0] =
|hmk [n]|2 .
(4)
ck m=1 n=1

ml

l

m=1 n=1

A third normalisation can be chosen to apply more power
to a weaker channel realisation. This power inversion (PI) approach is centralised and has similarity with channel inversion
[7], but avoids a matrix inversion operation:

This result describes the radio propagation between the BS and
the user in a compressed form and captures the usable signal
power for a single tap receiver. The remaining variability of
hkk [0] is due to the uncompensated small scale fading.

M
N
1 XX
√
cPI
=
|hml [n]|2 .
l
M m=1 n=1

B. Powers
At the BS, both the relative antenna element transmit power
Ant,R
Pmk
and the relative BS transmit power PkBS,R are random
variables of interest. The former is describing how much the
output power of each antenna is influenced by the precoding
weights:
N
X
2
Ant,R
Pmk
=M
|wmk [n]| .
(5)

(10)

PI is prohibitive for single antenna systems, because it could
lead to an extreme peak to average power (PAP) on the antenna
element. Nevertheless, it will be shown that finite large scale
antenna systems can provide enough diversity to reduce the
PAP to a viable amount.
The coefficients are following cPI
≥ cTR
≥ cDTR
,
l
l
l
if
the
channel
realisation
is
weaker
than
the
expectation
√
PM PN
2
M . Hence, PI is inverting the
m=1
n=1 |hml [n]| <
behaviour of TR and DTR where less power is transmitted if
the channel realisation is weak.

n=1

Ant,R
Pmk

The distribution of
characterises how much each transmitter at the BS has to cope with fluctuations of the antenna
element output power. Furthermore, PkBS,R sums over all
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III. M AXIMUM D IVERSITY C HANNEL

An ensemble of one million realisations with N = 4 is
used for demonstration purposes and the results for M = 4
and M = 16 are presented in Fig. 1. The CCDFs of the
first row show the distribution of relative antenna element
output power due to the realisations of the channel coefficients.
As expected, TR and PI require less and more excess power
(with respect to a reference at 0 dB) then DTR, respectively.
The differences to DTR are vanishing for
√ growing M , since
PI
DT R
M due to the selfcTR
and
c
are
converging
to
c
=
l
l
l
averaging properties of the large scale antenna system.
The CCDF of PkAnt,R can for moderately sized finite large
scale antenna systems be predicted from the distribution of the
channel coefficients. For M = 16 do the requirements for PI
and MRT vary less then 0.5 dB with respect to DTR.
The next row in Fig. 1 shows the CCDFs for the relative BS
transmit power. Both, DTR and PI require more excess sum
power then TR, but the difference is reduced for larger M . It
is important to note that the reduction comes from averaging
over multiple realisations of antenna output powers. Hence,
the unit normalisation of TR is giving no insight into how the
antenna element output powers are behaving. It only ensures
that the sum over all antenna elements becomes one for the
specific user.
The bottom row in Fig. 1 shows the CDFs for the relative
received power at a user. The distributions describe the remaining small scale fading directly. PI compensates it completely
whilst TR and DTR reduce it’s severity. DTR is prone to a
doubling in dB with respect to TR but opens up for distributed
weight calculations. The trade-off between distributed and
centralised weight calculation is directly accessible from the
distribution of PkRX,R . Furthermore, the results show how
much the channel hardening is exploited by the different time
reversal normalisations.
Fig. 2 shows how the empirical CCDFs and CDFs behave
at a probability of 10−4 for growing M and N = 4. Channel
hardening leads to fast convergence of the relative antenna
element power to 6 dB, no matter the chosen normalisation.
In addition, the relative power of the whole BS is converging
towards the TR constant of 0 dB. The penalty of excess power
between PI and DTR is vanishing around 32 antenna elements.
Finally, small scale fading has a diminishing effect for TR and
DTR. In summary, the figure shows the trade-offs for a four tap
maximum diversity channel. If small scale fading is supposed
to be mitigated completely, then PI could be used if a slight
excess in output power from each antenna is acceptable. Each
transmitter for a 32 antenna system would have to supply about
0.2 dB more excess power then TR, leading to an increased
BS output power of 1.5 dB in less then 10−4 cases.
The simulated findings encourage to incorporate realistic
PDPs for comparison to the ideal maximum diversity channel.
Additionally, measurements could provide the realisations for
the empirical CCDFs and CDFs in realistic environments.
Ultimately, fully synchronised uplink and downlink measurements should be conducted to verify that PI can completely
compensate for small scale fading without exceeding a certain
PAP requirement.

A bound for channel hardeningis found using an ideal
maximum diversity channel. The corresponding power delay
profile (PDP) is modelled with a rectangular shape and independent identically distributed Rayleigh taps, since maximum
diversity is achieved for a diffuse scattering environment if
all diversity branches behave the same. The coefficients are
therefore following a zero mean circular symmetric complex
normal (CN) distribution and we set the variance to 1/N for
a N tap channel to adhere to the assumption in Eqn. (2).
Ant,R
For DTR, Pmk
is a scaled sum of squares of hmk [n]
and each squared channel coefficent follows an exponential
distribution. The scaling compensates for cDTR
such that the
l
result is distributed according to a Gamma distribution with
shape N and scale 1/N (Γ(N, 1/N )), since the N addends
are independent identically distributed random variables of
Gamma type (Γ(1, 1/N )) [8], [9].
The distributions for the other two normalisations diverge
from Γ(N, 1/N ) since each
√ realisation of the the normalisation
coefficient varies from M . The variance of TR will be
smaller than 1/N since less power is applied for weaker
channels. The opposite is true for DTR because more power
is applied for weaker channels.
For DTR and M independent realisations of the channel coefficents over N delay taps follows PkBS,R Γ(M N, 1/(M N )).
TR leads to a constant of one and PI has a higher variance of
PI
the relative
√ BS transmit power due to the uncertainty of cl
around M .
The remaining small scale fading for a user is captured
by the variation of PkRX,R . PI enforces a value of one, whilst
TR leads to a distribution by Γ(M N, 1/(M N )). For DTR
the result follows the square of Γ(M N, 1/(M N )) being a
generalised Gamma distribution [10]. A summary of expectations and variances for the different powers is given in Tab. I
showing the scaling properties with respect to the number of
taps N and the number of BS antennas M .
Naturally, the power fluctuations per antenna element are
only dependent on the length of the channel, whereas the
relative BS transmit and the relative received power depend
on the number the BS antennas providing diversity. We want
to point the duality between BS antenna elements and channel
taps in the effective channel out. Even for non-ideal channels,
both can provide diversity to compensate for small scale
fading.
IV. S IMULATION
To validate the derived distributions and to demonstrate the
impact of the different normalisations on the relative powers
simulations were conducted. Realisations of hmk [n] were
drawn from CN(0, 1/N ) to apply post processing according to
Eqns. (5), (6) and (7). This allows the generation of empirical
cumulative density functions (CDFs) and empirical complementary cumulative density functions (CCDFs) to simulate the
behaviour of the maximum diversity channel for different finite
large scale antenna system sizes.
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Ant,R
TABLE I: Summery of expectations (E) and variances (V) for the relative antenna transmit power Pmk
, the relative base
BS,R
RX,R
station transmit power Pk
and the relative effective received power Pk
for a maximum diversity channel with N tap
normalised rectangular power delay profile for a M antenna base station. The values are given for the different time reversal
normalisations.
Ant,R
Pmk

E
V

PkBS,R

PkRX,R

DTR

TR

PI

DTR

TR

PI

1

1
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≥ N

1
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0

≥1
≥ M1N

1
N

≤

1
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1
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1
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10
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M N
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4
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+
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Fig. 1: Empirical complementary cumulative distribution functions (CCDFs) are shown for the single antennas and the base
station to highlight the excessive relative output power probabilities of a maximum diversity channel with a four tap rectangular
power delay profile. The bottom row shows the empirical cumulative distribution functions (CDFs) for the relative effective
received power showing the remaining effects of small scale fading on the effective channel. Different normalisation coefficients
are used for the time reversal weights: time reversal (TR), distributed time reversal (DTR) and power inversion (PI).
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N =4

P {Ant,BS,RX},R [dB]
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Ant,R
Pmk

5

PkBS,R

0
PkRX,R

−5

TR

−10

100

101
M [base station antennas]

DTR

PI

102

Ant,R
Fig. 2: For the same simulation scenario as in Fig. 1 are relative power levels displayed. Pmk
and PkBS,R represent the antenna
element and the whole base station, respectively. The displayed values are exceeded with a probability of 10−4 . Additionally,
relative power levels at the receiver PkRX,R fall short of the shown value with the same probability.

vides 64 degrees of freedom and the penalty for increasing
the robustness of the link is as small as 0.5 dB excess power
per antenna element in 10−4 cases. The overall BS power
has an expectation of around one and exceeds it in less then
10−4 cases by 2.2 dB. The BS excess power is mainly of
regulatory interest because the BS has to provide similar
transmitters for all presented normalisations. Eventually, the
resulting effective downlink channel can compensate for small
scale fading, leaving the system engineer to consider large
scale fading for the design of WSNs.

V. C ONCLUSION
This paper considers the effective massive MIMO channel
in the time domain to analyse the severity of small scale fading
for an ideal maximum diversity channel. This approach bounds
the remaining small scale fading and shows the exploitation
of channel hardening. Time reversal precoding with different
normalisations is described and the impact on relative transmitter power, sum BS power and effective received power for a
single tap receiver is demonstrated. Furthermore, distributions
for the the relative powers with DTR normalisation are given.
They can be used to bound the remaining small scale fading
for system design purposes.
For large scale antenna systems, the actual normalisation coefficient has little impact on the relative excess transmit power
requirement for each BS antenna element, but influences the
excess sum BS power. The latter is merely of regulatory
interest and depends on the averaging time window given by
the authorities, since each single transmitter needs to fulfil it’s
PAP requirements nonetheless.
A time reversal precoder can allow for either distributed
(DTR) or centralised (TR and PI) weight calculations. DTR
relaxes the requirements on inter BS communication, since all
fast weight calculations can be done locally at each antenna
element. However, additional power needs to be spent to
guarantee a specified downlink performance as the remaining
small scale fading is larger then for TR.
If the system design allows for centralised weight calculation, then PI can be chosen over TR to compensate for
the remaining small scale fading. The penalty is a slightly
fluctuating relative BS power to realise a fixed relative received
power at the user, whilst the requirements for the relative
transmitter power increases negligibly.
The present study suggests that PI is realisable for environments with sufficient spatial diversity. An ideal 16 antenna
system observing a maximum diversity four tap channel pro-
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Abstract—This work presents a new view-invariant
action recognition system that is able to classify human
actions taken from a single RGB camera, independently of camera viewpoints, including challenging
ones. Understanding actions from visual information is
a primary trait of most of intelligent creatures. Yet, this
problem is still very challenging for machines due to the
large variations in human motion, appearance, camera
viewpoint and environmental settings. The scenario of
challenging viewpoints is mostly present in situations
where the camera is placed on top of the scene (e.g.
street surveillance cameras). Moreover, using only the
information from 2D perspective of the action can give
different interpretations of the action from different
viewpoints. Thanks to the recent advances in deep
learning, it is possible to reliably estimate the 3D
skeleton (human joints) using only a single RGB camera
[1]. Estimating the 3D skeleton as a human motion
model is an important step due to the fact that it allows
understanding the action in the 3D space. Thus, we
propose to lift the 2D information to 3D by estimating
the 3D skeleton from a video sequence. Then, we utilize
the 3D skeleton for action recognition. Furthermore,
we explore the temporal coherence of the 3D skeleton
over longer time dependency to improve the action
recognition accuracy. To that end, two categories of
deep neural network architectures are investigated; (1)
Recurrent Neural Networks (RNN) and their variations
such as Long Short-Term Memory (LSTM) and Gated
Recurrent Units (GRUs), mostly used for time series
models. (2) Temporal Convolutional Networks (TCN)
[2], which can be scaled to longer sequences using
1D dilation convolution. Experiments were conducted
on the publicly available datasets 3DBodyTex [3] and
IXMAS [4]. Qualitative evaluation on the 3D skeleton
estimation is performed using the 3DBodyTex dataset,
where rich synthetic data of 2D and 3D skeleton
have been generated, including challenging viewpoints.
The action recognition accuracy using the 3D skeleton estimates is evaluated on the IXMAS multi-view

dataset. Our results show that the obtained 3D skeleton
estimates are reliable, even for challenging viewpoints.
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the finger vein structure by assigning labels for pixels as
foreground and background.
de Boer [11] proposed a patch-based approach using a
CNN. The CNN operates on small finger vein regions, and the
individual scores are fused into an image score which forms
the decision score. The patch based approach accomplished
encouraging results showing the feasibility of this approach.
However, the patch-based approach in [11] has some issues
which could prevent the approach from achieving optimal
results. First, the use of patch properties such as patch height,
width, and overlapping were not investigated. It is likely
that an improper patch could degrade the performance by
dividing junctions unintentionally. Second, fusion is performed
under uniformity assumption. However, finger veins may not
be distributed uniformly. Finally, registration using Iterative
Closest Point(ICP) did not take into account horizontal displacements on. This paper proposes solutions to these issues by investigating different patch heights and widths, and
overlapping patches. Moreover, a fusion method considering
the differences among patches, and a registration approach
which take the horizontal displacement into account have been
implemented.

Abstract—A patch-based approach to finger vein verification
helps against brightness variations and increases the number
of labelled data. However, at the same time, it brings its own
challenges for training such as determining the patch properties,
combining the patches, and registration of the image pairs. This
research proposes an optimisation to this approach by addressing
these issues. The patch-based system has achieved 0.3% of equal
error rate and 0.999 area under the curve on UTFVP and 6.6%
of equal error rate and 0.969 area under the curve on SDUMLAHMT after proposed optimisations. The results approximate
state-of-the-art performance, which emphasise the potential of
the approach.
Index Terms—finger vein, verification, optimisation, convolutional neural network

I. I NTRODUCTION
Vascular patterns are unique for each person, and they are
located beneath the skin’s surface. Therefore, they are more
resistant to damage and ageing compared to other biometrics
such as face or finger prints. The uniqueness and permanence
of the finger veins make them promising and attractive biometric trait for human verification.
Several approaches have been proposed to design a finger vein human identification system. Conventional methods
mainly utilise physical features, [1], [2], [3], [28], [29], or
textural features, [4], [5]. They achieve high recognition accuracy; however, since they are based on traditional features,
these approaches might not be suitable.
There is a growing body of literature that uses Machine
learning based approaches in finger vein verification. These
approaches rely on machine learning methods, such as neural
networks, fuzzy logic, for the final decision. [26] and [25]
showed the potential of these approaches by utilising Support
Vector Machines(SVM) and Fuzzy Logic.
As a machine learning approach, Convolutional Neural Networks(CNNs) are proposed in finger vein human identification.
[8], [14], [15], and [16] have achieved encouraging recognition
rates indicating the potential of the CNN based approaches.
[17] proposed to utilise a difference image rather than the
whole image in order to reduce the complexity of the CNN.
Different than the previous ones [35] used a CNN to extract

II. R ELATED W ORK
Various studies have indicated patch-based approaches
could be beneficial in solving several issues. For instance,
a patch-based approach [20] helped reducing the complexity
of a CNN while allowing to select relevant patches at the
same time. [35] exploited the approach to extract finger vein
patterns from the raw images. [33] and [11] utilised a patchbased finger vein verification approach aiming to achieve a
robust system to partial distortions by using Personalised Best
Patches Map and a CNN, respectively. The results obtained
indicate the feasibility of the patch-based approach to finger
vein verification.
While they provide many opportunities, the patch properties
are crucial for the patch-based approaches. [36] and [37]
showed the importance of the size and shape of a patch
on recognition performance. Overlapping patches approach
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Fig. 1: Block diagram of the patch-based system

employed in [36], [22], and [21] achieved promising improvements indicating that overlapping patches could also increase
performance.
In patch-based systems, the patches are scored individually,
then the individual scores are fused into an image score. Each
patch could contribute to the final score differently; however, a
fusion operation considering the differences between patches
is computationally expensive. [10] showed such a fusion is
possible with less computational complexity. The proposed
fusion method determines a threshold for each patch by using
only one parameter, called False Acceptance Rate (FAR) value.
It is assumed that patches having poor scores should not
contribute much to the final score since the FAR value will
set a high threshold for those patches. The promising results
they achieved in face recognition indicate the feasibility of the
proposed approach.
In a patch-based approach, patch pairs are extracted according to their relative locations. Hereby, image registration accuracy has an influence on the overall performance. Registration
is generally done based on the physical properties, e.g. edges,
or reference points, e.g. landmarks. [30] and [13] showed that
a better registration accuracy is possible with a matching score
based approach. This approach selects the aligned image pair
among a set of candidates which maximises or minimises
an objective. The results point out the applicability of this
approach.

should contribute to the final decision. Determination of these
thresholds is computationally expensive. Spreeuwers et al. [10]
proposed to set a False Acceptance Rate(FAR) value for each
system in order to determine the individual thresholds. In
this way, poor patch-classifiers would not be able to cast too
many votes, and the problem could be reduced into a single
parameter FAR value.
C. Matching Score-based Fine Registration
Matching score based registration approach, implemented
by Spreeuwers et al. [13], is based on selecting the registered
image pair among a set of candidates which is maximizing or
minimizing an objective. In this research, this approach has
been implemented in addition to existing ICP-based registration step. The candidates are generated via a shift operation.
The objective has been set to the output of the CNN, aka.
matching score. Figure 2 shows the steps involved in the fine
registration. Two implementations have been investigated.
a) Local Fine Registration: Possible local displacements
are investigated on patch-level. Therefore, a shift operation
is applied on object patch pair. The objective selected is the
patch pair score.
b) Global Fine Registration: Global displacements are
considered on image-level. Candidates are generated by applying a shift to object image pairs. The objective selected is
the mean image score for this approach.
IV. E XPERIMENTS AND R ESULTS

III. M ETHODOLOGY
A. Patch Properties
In [11], 31x31 pixel square patches were used. However,
it was also stated in the same work that the average width
of finger veins are approximately 20 pixels. Hence, a vein
might occupy a large area in a 31 pixels patch such that the
network could not learn much from it. On the other hand, veins
lay horizontally, therefore rectangular patches might capture
finger veins better than square ones. For these reasons, larger
and rectangular shaped patches have been investigated. Patch
pairs were extracted in the same way as described in [11].
Overlapping patches are another aspect of the patch properties. They could help catching some vein structures which
cannot be seen with non-overlapping patches as well as
increasing the number of labelled data by providing more
variations. The overlapping patches were extracted in the same
way as described in [11], except a smaller stride than the patch
height and width was applied.

In this section, four experiments were conducted to demonstrate the performance of the proposed solutions. The first
two experiments were made to find optimal patch properties
namely patch height, width, and overlapping stride. The third
experiment was executed to investigate the feasibility of FixedFAR voting fusion on the patch based finger vein verification.
In the last experiment, the performance of the proposed
fine registration approach was examined. Two finger vein
databases, namely UTFVP and SDUMLA-HMT, were used
in evaluation. All experiments, except the third one, were
conducted by making use of a 10 subject subset of UTFVP
dataset(720 genuine pairs and 1440 imposter pairs) and all
106 subjects of SDUMLA-HMT(19080 genuine pairs, 38160
imposter pairs). In all experiments, the network trained with
a 50 subject subset of UTFVP dataset.
A. Databases
1) UTFVP: UTFVP [9] has been developed by University
of Twente. It consists of 1440 finger vein images from 60
subjects. 6 fingers from 2 hands have been imaged for each
subject. The capturing process has been conducted in two

B. Fixed-Far Voting Fusion
In a non-uniform voting fusion method, each patch-classifier
has an individual threshold to determine whether the patch
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Fig. 2: Steps involved in fine registration

for this dataset. Table II presents the results. Since 69 pixel
height is lower on FRR@FAR=0.1% while EER is not affected
much, the height was selected for the further experiments for
SDUMLA-HMT.

(a) UTFVP

(b) SDUMLA-HMT

Fig. 3: Samples from (a) UTFVP and (b) SDUMLA-HMT
Fig. 4: EER for varying values of patch heights on UTFVP

sessions. The finger vein images were saved in 8-bit gray scale
png files with a resolution of 672x380 pixels. Some samples
are seen in Figure 3a.
2) Shandung Univesity: SDUMLA-HMT [27] was developed by Shandung University. The finger vein database composes 3,816 finger vein images from 106 persons. 6 fingers
have been imaged from 2 hands. The finger vein images were
saved as 8 bit rgb format in bmp files. Resolution of the images
are 320x240 pixels. Images has been converted into 672x380
pixels in the experiments. Figure 3b shows some samples from
this database.

Patch Size
31-pixel
63-pixel
69-pixel

EER %
Decision
Score
12.1
11.6
11.5
12.1
12.2
12.3

FRR@FAR=0.1%
Decison Score
35.3
29.5
30.9
26.8
26.9
25.4

TABLE II: Comparison of the performance of 31, 63, and 69-pixel patches
on SDUMLA-HMT in terms of EER and FRR@FAR=0.1%

B. Experiment 1 - Patch Height and Width
The aim of this experiment was to optimise the height, width
of the patches. The patch heights were selected as 49, 57, 63,
69, 75, 82, and 88 pixels.
Dataset
UTFVP
SDUMLA-HMT

Patch Width (px)
123
164 205
104
139 174

226
209

TABLE I: Patch widths used in the experiments

Figure 4 demonstrates a decrease in EER on UTFVP with
larger patch heights. The best EER performance has been
reached with 82 pixel height, hence the height was selected
for the further experiments for UTFVP. On the other hand,
on SDUMLA-HMT does not have any significant trend. In
order to determine the best performing height for this dataset,
FRR@FAR=0.1% has also been considered along with EER

Fig. 5: EER for varying patch widths on UTFVP

In order to determine the optimal patch width for both
datasets, the experiments were conducted with the width
values presented in Table I. Figure 5 points out that the
verification performance is better if the patch width is larger
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than the patch height on UTFVP. A similar trend was observed
on SDUMLA-HMT. 205 and 174 pixel patch widths reached
the lowest EER on UTFVP and SDUMLA-HMT, respectively.
Figure 6 compares the image pair score distribution of the
default and the found patch settings. It could be easily seen
that the proposed patch setting led a better separation between
genuine and imposter image pairs.

been trained with non-overlapping patches, while overlapping
patches were employed in the second experiment. On the
evaluation stage, the stride values used are presented in Table
IV. In the second experiment, s3 stride was applied to extract
patches.
DatasetSlide(h-w)
UTFVP
SDUMLA-HMT

s0
no-overlap
no-overlap

s1
53 - 172
42 - 143

s2
50 - 103
39 - 85

s3
19 - 24
26 - 22

s4
16 - 13
12 - 10

TABLE IV: Slide values used in overlap experiments for each dataset

Figure 7a and Figure 7b point that training with overlapping
patches led approximately 3-to-4% decrease in EER on UTFVP. This result emphases that overlapping helps the network
learning the vein structures better. When the figures 7a and
7b is compared, the overlapping applied on evaluation stage
improved the performance, and it showed similar behaviour
regardless of the training setting. In both experiments, larger
overlapping area was more successful on UTFVP. A similar
trend was observed on SDUMLA-HMT, however, on this
dataset, smaller overlapping region was more successful.
(a) UTFVP default

(a)
(b) UTFVP best patch

Fig. 6: Image pair score distributions (a) before and (b) after patch height and
width optimisation on UTFVP

A small search around the best performing patches was
carried on both datasets. The selected patch heights and widths
for this experiment are given in Table III. The search space is
too small to make any deduction; nevertheless, 87x210 patches
were found more successful on UTFVP, hereby they were used
in the further experiments. On SDUMLA-HMT, no change has
been done.
Dataset
UTFVP
SDUMLA-HMT

Heights (px)
77, 82, 87
64, 69, 74

Widths (px)
200, 205, 210, 215, 220
169, 174, 179

(b)

Fig. 7: EER of (a) without overlap and (b) with overlap training on UTFVP

TABLE III: Search space around the best performing patch shape

D. Experiment 3 - Fusion
The aim of this experiment is to demonstrate the feasibility
of a non-uniform fusion approach on the patch based system.
This approach consists of two stages, namely training and evaluation. Hence, the datasets were divided into two partitions.

C. Experiment 2 - Overlapping Patches
In this section, the influence of overlapping patches on training and evaluation stages were explored. Two sub-experiments
were conducted. In the first experiment, the network has
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Training part was used to determine individual thresholds
using a set of FAR values. Evaluation set was used to fine
tune the individual thresholds at FAR=0.1%. The number of
image pairs used in training and evaluation are given in Table
V.
UTFVP
SDUMLA-HMT

Train
7776
34560

Evaluation
3044
20925

TABLE V: Number of image pairs involved by train and evaluation sets in
Fixed-FAR voting fusion experiments for UTFVP and SDUMLA-HMT

Fixed FAR values were selected as 0.215 and 0.145 for
UTFVP and SDUMLA-HMT, respectively, since the minimum
FRR was reached.
Table VI compares the performance of the proposed FFVF
and the current uniform vote fusion methods. FFVF provided
an enhancement on UTFVP in terms of FRR@FAR=0.1%,
on the other hand, its performance was worse than the current fusion methods in terms of EER. On SDUMLA-HMT,
for both metrics, uniform voting fusion outperformed FFVF
approach. Moreover, on training stage, it was observed that the
differences between the individual thresholds were negligible.

Fig. 8: EER of Local fine registration applied on UTFVP up to 4-pixel shift.

E. Experiment 4 - Fine Registration
1) Local Fine Registration: Object pairs were shifted up
to 4 pixels in 8 directions, namely up, down, left, right, and
their combinations. Figure 8 shows that local fine registration
provided a little improvement on EER of the system. Figure
9 exposes a remarkable increase in genuine scores. However,
imposter scores were also increased significantly. As a result,
local fine registration did not provide much performance
improvement.
2) Global Fine Registration: Object image pairs were
shifted up to 40 pixels in 8 directions, namely up, down,
left, right, and their combinations, to mimic large finger
displacements. Figure 10 shows a decrease in EER with larger
shift values on UTFVP. EER reached the minimum at around
18 pixel. Comparison between without and with global fine
registration in Figure 11 points to an increase in imposter
scores as seen in local approach. However, in this case, this
increase was able to be controlled by the selected objective,
mean image score.
Even though, a similar trend was observed on SDUMLAHMT, th required shift value reaching the minimum EER was
significantly higher, approximately 35 pixels. Nevertheless, 35pixel shift led a significant distortion on score distributions.
Table VII shows that at 35 pixel shift, even though the EER
is minimum, FRR@FAR=0.1% performance was worse than

FFVF
Uniform
Voting Fusion

EER%
4.53
3.95

UTFVP
FRR@FAR=0.1%
13.6
18.6

(a)

SDUMLA-HMT
EER%
FRR@FAR=0.1%
15.3
44.4
12.1

(b)

35.3

Fig. 9: Image pair score distribution comparison between (a) no shift and (b)
4-pixel local shift on UTFVP

TABLE VI: Performance comparison of FFVT and uniform voting fusion
methods on both UTFVP and SDUMLA-HMT

13

Shift (max.)
no-shift
35-pixel
25-pixel

EER %
Decision Score
10.3
12.1
5.09
5.36
6.6
7.15

FRR@FAR=0.1%
Decision
Score
29.3
28.9
37.46
35.74
14.39
14.58

TABLE VII: Comparison between coarse registration, 35-pixel and 25-pixel
global fine registration performances in terms of EER and FRR@FAR=0.1%

the default registration. Therefore, a moderate shift value
providing a better score distribution, 25-pixel, was chosen for
this dataset.
V. D ISCUSSION AND F UTURE W ORK
The purpose of this research is to provide an optimisation to
the patch-based finger vein verification system. A number of
optimisations have been suggested in order to solve the issues
found with patch properties, fusion, and registration steps.
Table VIII indicates that the patch-based approach achieved
0.3% of EER on UTFVP after proposed optimisations. Although, the performance is still below the conventional methods such as [1](0.15%) and [3](0.25%), the small difference
between the obtained and state-of-the-art results point out the
potential of the proposed patch-based system.
Experiment 1 and 2 demonstrated that optimal patch height,
width and overlapping stride are highly related on the database
characteristics. For instance, UTFVP is a high quality dataset,
and square patches as well as larger stride values provided
more improvement. On the other hand, SDUMLA-HMT is
considered as low quality, and it has many finger images with
extreme translations. Rectangular patches and smaller stride
values were more successful on this dataset. In order to provide
more generalised picture, the network could be trained with
different patch heights and widths.
Proposed FFVF showed a different behaviour than stated in
[10]. Local patches might not have enough common features as
facial regions like nose or mount. As a consequence, high individual thresholds were set, even too less genuine patch pairs
were able to vote. However, rather than individual patches,
some finger regions like finger tips or joints might have more
similar features. Adapting FFVT might accommodate a more
significant performance enhancement.
The proposed fine registration approach is more successful
on global level, still, it brought about an increase in imposter
scores, as mentioned in [13], regardless of the implementation.
Global approach was able to compensate this increase because
mean image score was chosen as the objective. Apparently,
individual patch pair score as an objective is not adequate to
control the aforementioned increase.
Some patches comprehend more veins than others, or
a patch may involve nothing but background. Ergo, some
patches may not be relevant for the final decision as others.
As [20] indicated that filtering out the irrelevant patches could
provide more accurate verification scores.
Proposing a new network structure, for instance Siamese
networks, could also lead a better verification performance.
Siamese structures are popular among the tasks involving

Fig. 10: EER of Global fine registration on UTFVP

(a)

(b)

Fig. 11: Comparison of image pair score distributions (a) without and (b)with
global fine registration on UTFVP. Global fine registration distributions plotted
where the EER is lowest(18-pixel shift)
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UTFVP
Before
After
Decision Score
Decision
Score

SDUMLA-HMT
Before
After
Decision Score
Decision
Score

Patch
Properties

Size

3.95%

4.76%

1.66%

2.22%

12.1%

11.6%

12.2%

12.3%

Fine
Registration

Size+Shape
Size+Shape+Overall

1.66%
1.53%

2.22%
2.08%

1.53%
1.22%

2.08%
1.53%

12.2%
11.3%

12.3%
11.3%

11.3%
10.3%

11.3%
12.1%

Local

3.95%

4.76%

3.33%

3.88%

Patch Properties+
Global

1.2%

1.53%

0.3%

0.4%

10.3%

12.1%

6.6%

7.15%

3.95%

4.76%

0.3%

0.4%

12.1%

11.6%

6.6%

7.15%

Overall

-

-

-

-

TABLE VIII: Overall comparison of the experiments

finding similarities between two comparable things. In this
respect, such a network might provide more enhancement on
the patch-based finger vein verification approach.

[5] B. A. Rosdi, C. W. Shing, S. A. Suandi, Finger Vein Recognition Using
Local Line Binary Pattern, 2011, Sensors, vol. 11, pp. 11357-11371.
[6] X. Meng, X. Xi, G. Yang, Y. Yin, Finger vein recognition based on
deformation information, Science China Information Sciences, May
2018.
[7] H. Qin, L Qin, L. Xue, C. Yu, X. Liang, Finger-Vein Verification Based
on Multi-Features Fusion, Sensors, 2013, vol. 13, pp. 15048-15067.
[8] A. Radzi, M. K. Hani, R. Bakhteri, Finger-vein biometric identification using convolutional neural network, Turkish Journal of Electrical
Engineering and Computer Sciences, 2016, vol. 24, pp. 1863 – 1878.
[9] B. T. Ton and R. N. J. Veldhuis, A high quality finger vascular pattern
dataset collected using a custom designed capturing device, International
Conference on Biometrics (ICB), 2013, pp. 1 - 5.
[10] L. Spreeuwers, and R. N. J. Veldhuis, S. Sultanali,J. Diephuis, Fixed
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of the Biometrics Special Interest Group (BIOSIG), 2014, pp. 1 - 4.
[11] S. de Boer, Patch-based Finger Vein Verification with Convolutional
Neural Network, 2017.
[12] Paul J Besl, Neil D McKay, et al. A method for registration of 3-d
shapes. IEEE Transactions on pattern analysis and machine intelligence,
1992, vol. 14(2), pp. 239 - 256.
[13] L. Spreeuwers, B. Boom, Better than best:Matching score based face
registration, 2007.
[14] G. Meng, P. Fang, B. Znag, Finger Vein Recognition Based on Convolutional Neural Network, MATEC Web Conference, 2017, vol. 128.
[15] W. Liu, W. Li, L. Sun, L. Zhang, P. Cheng, Finger vein recognition
based on deep learning, IEEE Conference on Industrial Electronics and
Applications (ICIEA), 2017.
[16] H. Huang, S. Liu, H. Zeng, L. Ni, Y. Zang, W. Li, DeepVein: Novel
finger vein verification methods based on Deep Convolutional Neural
Networks, 2017, Security and Behavior Analysis (ISBA).
[17] H. G. Hong, M. B. Lee, K. R. Park, Convolutional Neural NetworkBased Finger-Vein Recognition Using NIR Image Sensors, Sensors,
2017.
[18] A. Krizhevsky, N. Vinod, H. Geoffrey Hinton, The CIFAR-10 dataset,
2014, online: http://www.cs.toronto.edu/kriz/cifar
[19] J. Deng, W. Dong, R. Socher, L.J. Li, K. Li, L. Fei-Fei, Imagenet: A
large-scale hierarchical image database, Computer Vision and Pattern
Recognition(CVPR), June 2009, pp. 248-255.
[20] L. Hou, D. Samaras, T. M. Kurc, Y. Gao, Patch Based Convolutional
Neural Network for Whole Slide Tissue Image Clssification, IEEE Computer Society Conference on Computer Vision and Pattern Recognition.
2016, 2424 - 2433.
[21] G. Keren, J. Deng, J. Pohjalinan, B.W. Schuller, Convolutional Neural
Network with Data Augmentation for Classifying Speakers’ Native
Language , Interspeech, 2016.
[22] S. Hoffman, R. Sharma, A. Ross, Convolutional Neural Network for Iris
Presentation Attack Detection: Toward Cross-Dataset and Cross-Sensor
Generalisation, 2018.
[23] B. Huang, Y. Dai, R. Li, D. tang, W. Li, Finger Vein Authentication
based on Wide Line Detector and Pattern Normalisation, International
Conference on Pattern Recognition, 2010.
[24] E.C. Lee, H. Jung, D. Kim, New Finger Vein Biometrics using Near
Infrared Imaging, 2011, Sensors, vol. 11.
[25] JD. Wu, LT. Lui, Finger Vein Identification Using Principal Component
Analysis and the Neural Network Technique, 2011, Expert Systems with
Applications, Vol. 38, pp. 5423 - 5427.

VI. C ONCLUSION
In this research, feasibility of an optimisation of the patchbased finger vein verification system has been examined. The
optimisation has been applied on the patch properties, fusion
strategy, and registration approach.
The proposed solutions accomplished encouraging results
with 0.3% of EER and 0.999 AUC on UTFVP, and 6.6% of
EER anf 0.969 AUC on SDUMLA-HMT.
Optimal patch properties helped discriminating the genuine
and imposter pairs. Yet, the optimal patch settings are highly
dependent on the dataset itself.
The difference between individual thresholds were come
out negligible, herby, differences between individual patches
could be ignored. Moreover, it was observed that local patches
were not necessarily have similar features. Therefore, setting
and fine tuning a single threshold for all patches led more
performance improvement.
The matching score based fine registration approach accomplished to a better registration accuracy on global level.
Local level approach did not perform as expected due to the
uncontrolled increase in imposter pair scores.
Overall, the proposed optimisations achieved auspicious
results and reinforced the potential of the patch-based finger
vein verification approach. Even though the results obtained
are less satisfied than the state-of-the-art, any improvements
made on the optimisations proposed in this research may
achieve more satisfied results.
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ize these procedures in an optimal and automated manner. As
mentioned before, these procedures should be able to discard
most of the available information in the data base, e.g.,

Abstract— We explain the Information Bottleneck Method,
an interesting information-theoretic approach for extracting or
compressing information, as proposed by Tishby et al. [1].
Classical rate distortion theory gives bounds R(D) on the
compressed data rate R for a given distortion D, but the relation
between D and the loss of information due to compression is
unclear. By defining a Kullback-Leibler (KL) distortion measure,
Tishby et al. essentially create a distortion measure, where the
distortion due to quantization is related to the loss of information.
We clarify the concept by using simple examples from communication theory that show how detailed information can be
compressed (quantized) without losing much of the relevant information.

•
•
•
•

non-relevant information,
too much detail,
noise,
errors,

in such a manner, that the relevant information is presented in
a concise and useful model. As we explain in the remainder,
such discarding while retaining the relevant information, can
be seen as a form of quantization of the data base.
In a seminal article, Tishby et al. propose the Information
Bottleneck Method [1]. In this paper, the authors present an
information-theoretic way of quantifying the concept ”retaining relevant information” in a useful manner. Their way of
thinking can be seen as an extension of rate distortion theory. Classical rate distortion theory sets information-theoretic
bounds on what can be achieved by (vector) quantizers in
terms of a trade-off between distortion of a source signal and
the bit rate for representing a quantized source [2], [3]. Also
in the Information Bottleneck method, retaining of relevant
information is approached by assuming that such can be
achieved by a proper quantization of the data base, which we
call ”Tishby Quantization” (TQ).
We explain the notion and the results of Tishby quantization
by using a simple example of a hypothetical data base. The
results from this example turn out to be familiar (for communication theorists) as the optimal processing on the output of
an AWGN channel having a binary input variable. Actually,
the concept of Tishby quantization also finds its use in the
quantization of soft-decision information of the log likelihood
ratios for the decoding of, e.g., LDPC codes [4]. Also for
efficient quantization of (multi) sensor information before
transmission and subsequent processing, Tishby quantization
is an interesting candidate.
In the next section, we explain the main idea of Tishby c.s.,
while in Section III we explain the Modified Lloyd algorithm
that we use for finding the optimal quantization intervals. In
Section IV, we discuss scalar TQ for a simple 1-dimensional
Gaussian random variable, while in Section V, we extend this
simple example to a 2-dimensional Gaussian random variable,
leading to a simple vector TQ. In Section VI, we discuss
effects of having to estimate the relevant probabilities from the
available data, while in Section VII, we discuss the results.

I. I NTRODUCTION
In data science, one wants to extract relevant information
from a possibly large data base. It turns out that we may obtain
useful results using information-theoretic methods, if we are
able to define an operational means of what is relevant.
An example could be a data base of a machine M , which
contains the ”class” y of M as a function of time t, where in
the remainder the class y ∈ {0, 1} is assumed to be binary,
and it corresponds to M being ”up” or ”down”. Furthermore,
the data base contains the recordings of many sensors x̄ of
M (often called ”features” in data science), also as a function
of time t. For notational convenience, we henceforth use the
notation x for the random variables corresponding to the
recordings of the features, both for the scalar and the vector
case, and we suppress a possible dependence on time t.
The relevant information to be extracted from the data base
can now, for example, be defined as finding a possibly simple
model that is able to predict reliably the class y of machine M
at some point in the future, given the recorded realizations of
all sensors x and classes y in the past. If we assume that the
joint process (x, y) generated by M is statistically stationary,
we can learn such a predictive model from the past recordings
of (x, y) to be found in the data base. Mathematically, one
is looking in this case for a possibly simple p(y|x), which
represents a stochastic function of how y depends on the
features x.
It turns out that very often, most of the information in the
data base is of little or no importance in establishing such a
model. A major part of the time of a data analist is devoted
to establishing which components of x might be relevant
for predicting y, and how to quantize and combine these
components in a useful, relatively simple model. Informationtheoretic methods, as explained hereafter, may actually formal-

17

II. T ISHBY Q UANTIZATION

x may provide about the class y in the form of a conditional
probability p(y|x):
X
X
p(y|x)
,
(2)
I(X; Y ) =
p(x)
p(y|x) log
p(y)
x
y

In classical rate distortion theory, a rate distortion function
R(D) is introduced, which provides a bound on the performance of (vector) quantizers for a given source, in terms of
a minimal average distortion D that is attainable for a certain
average bit rate R [2], [3]. Let’s assume that a vector quantizer
Q maps the signal x onto a quantized version x0 , Q : x 7→ x0 .
In rate distortion theory, known distortion measures are e.g.:
0
0 2
• Euclidean distance: dE (x, x ) = ||x − x || ,
0
0
• Hamming distance: dH (x, x ) = wt(x − x ), where wt(z)
corresponds to the number on non-zero components of z.
In contrast to Tishby quantization, in classical rate distortion
theory, everything revolves around the variables x, its quantized version x0 , and a distortion D that only depends on x
and x0 . Unfortunately, the relation between such a distortion
D and the relevance of the quantized x0 for the prediction of
y as mentioned in the introduction, is not clear. Usually, one
hopes that by clever engineering and picking a smart distortion
measure, less distortion also results in more relevance of x0
for the reconstruction or prediction of y.
In the setting of predicting y using a set of quantized
features x0 , i.e., generating a ”good” p(y|x0 ), the idea put
forward by Tishby et al., is to define a Kullback-Leibler (KL)
distortion measure on (x, x0 ), where now the random variable
y also is included. We define
X
p(y|x)
(y)
,
(1)
dKL (x, x0 ) =
p(y|x) log
0)
p(y|x
y

where x may be a very long and redundant description of all
features in the data base. If we quantize features x into x0 , we
(y)
incur a KL-distortion dKL (x, x0 ) as given by (1).
The Kullback-Leibler distortion (1) or information divergence [3], [5] between the conditional distributions p(y|x) and
p(y|x0 ) is a measure for the amount of information that is lost,
if one uses x0 to predict y in stead of x. One can show easily
that
h
i
(y)
Ex,x0 dKL (x, x0 )
X
X
1
1
−
p(x, x0 , y) log
=
p(x, x0 , y) log
0
p(y|x )
p(y|x)
x,x0 ,y
x,x0 ,y
X
X
1
1
p(x0 , y) log
=
−
p(x, y) log
0)
p(y|x
p(y|x)
0
x,y
x ,y

= H(Y |X 0 ) − H(Y |X)
= I(X; Y ) − I(X 0 ; Y ),

(3)

i.e., the average KL(y) -distortion between x and x0 equals
the loss in average mutual information about Y due to the
quantization of x into x0 , where Y is the relevant quantity of
the data base.
According to rate distortion theory [3], there exist quantizers
Q : x 7→ x0 that on average only need a rate R(D) bits per
transmission for representing the signal x with an average KLdistortion at most D, where

(y)

where the distortion dKL (x, x0 ) reflects the loss of relevant
information concerning y when (quantized) features x0 are
used for predicting y in stead of using features x.
In Fig. 1, we depict an example of the idea of Tishby
quantization in a block diagram. In the example, the subject of

R(D) =
p(x0 |x):

P

x,x0

min

(y)

I(X; X 0 ). (4)

p(x)p(x0 |x)·dKL (x,x0 )≤D

If the quantizer is deterministic, we have in addition
H(X 0 |X) = 0

⇒

I(X; X 0 ) = H(X 0 ).

(5)

As a result from Tishby quantization, we finally have an efficient description x0 of new features that can be extracted from
the data base, costing on average H(X 0 ) bits per realization for
transmission (or storage), with the corresponding p(y|x0 ) for
predicting the class y using x0 , which still provides the largest
possible amount of information I(X 0 ; Y ) concerning the class
y of machine M (given that we started with features x).

Fig. 1: Example of Tishby Quantization
interest is a machine M that is characterized by a class y (e.g.
M being ”up” or ”down”) as a function of time. Furthermore,
M outputs a set of features x as a function of time. We have
not indicated the time t explicitly, as we may be interested in
the information that past realizations of x may provide about
the current y. Moreover, different components of the vector x
may refer to the same physical sensor taken at different times
in the past. The features x are fed into a quantizer Q, which
outputs the quantized features x0 , which have a possibly short
average description length H(X 0 ). After (Tishby) construction
of Q, we also have a simple model p(y|x0 ) which gives a
prediction of y for each x0 .
The mutual information I(X; Y ) corresponds to the average
amount of relevant information that realizations of the features

III. M ODIFIED L LOYD A LGORITHM
For the actual design of a quantizer, the Lloyd algorithm, in
the context of machine learning also called the k-means algorithm, is well known [6], [7]. The classical Lloyd algorithm is
an iterative algorithm that starts with, say, K randomly placed
representatives in the space of x. Next, using an appropriate
distance measure, the following iterations are done:
1) given the representatives, find an optimal partition of the
x-space (Voronoi regions),
2) given a partition, find the best representatives (e.g. the
conditional mean of each region in case of Euclidean
distortion),
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until no further changes in the representatives are found.
It is known that this algorithm finds a local optimum, but
global optimization is not guaranteed. It is recommended to
start the algorithm with several random initial choices for the
representatives. Also the number K of representatives has to
be determined by experiment.
For finding (an approximation to) a Tishby quantizer of
a realization of an unknown data source, one may consider
a modification of the well-known extended Lloyd algorithm
[6], as is also discussed by [8], [9]. The modified Lloyd
algorithm is an iterative algorithm, containing three steps in
each iteration:
1) given a partitioning of x, find the best representative x0
in each part:
h
i
(y)
x0 = argminx00 Ex∈part dKL (x, x00 )
(6)

Fig. 2: High-Resolution p(x|y), y ∈ {−1, +1} for a single 1D
Gaussian feature, σ 2 = 0.5.

2) given a partitioning of x and the resulting p(x0 ) on
the representatives of the partitioned x, find the length
distribution l of an optimal variable length code:
l(x0 ) = − log p(x0 )

(7)

3) given the representatives x0 , find the best partitioning by
assigning each data point x to the representative x0 that
minimizes:
(y)
dKL (x, x0 ) + λ · l(x0 )
(8)

where λ is a Lagrange parameter balancing the costs of
distortion and transmission.
By picking λ, we can choose between a course quantization
leading to a short description x0 of the features, that has a
relatively high loss of information concerning y (λ large),
or a longer description resulting from a finer quantization
that contains much more detail concerning y (λ small). Of
course, the information-theoretic interesting aspect is to find
the largest possible I(X 0 ; Y ) for a given average description
length H(X 0 ).
Typically, the modified Lloyd algorithm starts off in a
space x of high-resolution quantized features, where in each
bin of the space the relevant probabilities p(x|y), p(x) and
p(y|x) can be defined, estimated or computed. The algorithm
subsequently performs an optimal partitioning of this space
into K regions x0 by a clustering of the high-resolution bins x.
Again, it seems that in general both the number K and a
good initial location of x0 must be found experimentally as a
function of λ.

Fig. 3: High-Resolution p(x), for a single 1D Gaussian feature,
σ 2 = 0.5.
where nk ∈ N (0, σ 2 ). We assume that yk and nk are
independent, and also that noise samples for different k are
independent. For ease of notation, we suppress the time index
k in the remainder.
In Fig. 2, we show the 1D high-resolution conditional
distributions of p(x|y), where we have 81 high-resolution bins
for −4 ≤ x ≤ 4. In Fig. 3, we show the average probability
p(x) = p(y = 1) · p(x|y = 1) + p(y = −1) · p(x|y = −1),
while in Fig. 4, we show p(y = 1|x), the high-resolution
predictive model based on a single feature, that later will be
Tishby-quantized.
In Fig. 5, we show the individual mutual information
I(Y ; X = x) for each of the high-resolution bins x. For x = 0
no information is given about Y since both before and after
the observation of x = 0, we still have the same probability
p(y = 1) = p(y = 1|x = 0) = 0.5. At both extremes, x ≈ −4
and x ≈ +4, we are very certain that y = −1 and y = +1,
respectively. Hence in these cases we resolved the uncertainty
concerning y by observing x, which corresponds to 1 bit of

IV. T ISHBY Q UANTIZATION OF A S INGLE G AUSSIAN
FEATURE

As an introduction, we consider numerical results of Tishby
quantization if we assume that the data base is a recording of
a sequence of inputs yk and corresponding real-valued outputs
xk , k ∈ {1, 2, . . .}, of a Gaussian (AWGN) channel. Assume
that yk is i.i.d., yk ∈ {−1, +1}, and that p(yk = +1) =
p(yk = −1) = 0.5. Furthermore, for each realization of yk ,
we have a (scalar) feature xk , that is a Gaussian disturbed
value of the corresponding realization of yk , i.e.,
xk = yk + nk ,

(9)
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Fig. 4: High-Resolution p(y = 1|x), for a single 1D Gaussian
feature.

Fig. 6: p(x) · I(Y ; X = x), for a single 1D Gaussian feature.

Fig. 5: High-Resolution I(Y ; X = x), for a single 1D
Gaussian feature.

Fig. 7: Partitioning of x into low-resolution bins by Tishby
quantization of a single Gaussian feature. σ 2 = 0.5, K = 20
and λ = 0.

information.
In Fig. 6, we show the contribution p(x) · I(Y ; X = x) of
each
P of the bins to the average mutual information I(Y ; X) =
x p(x) · I(Y ; X = x). In the current example, I(Y ; X) ≈
0.72 for the high-resolution case (81 bins). Note that the center
around x = 0 has little contribution to I(Y ; X) because those
x-values provide little information about y, while contributions
for large |x| are small because there is a small probability for
the feature of ending up in those bins.

(which looks similar to Fig. 3), we obtain Fig. 7 for the case
K = 20 low-resolution bins and λ = 0. The resulting lowresolution quantization bins can be recognized by the different
colors. For each of the low-resolution quantization bins, the
corresponding low-resolution bin statistics are computed by
a proper averaging over the high resolution cells that are
contained in the low-resolution bin.
In Fig. 8, we show the probability distribution of the
resulting low-resolution quantization bins of Fig. 7. In Fig. 9,
we show how many of the high-resolution cells fall in each of
the low-resolution bins after Tishby quantization. We find that
for the Tishby-quantized bins, I(Y ; X 0 ) = 0.7200, while for
the high-resolution case I(Y ; X) = 0.7214, i.e., hardly any
loss of information in going back from 801 to 20 bins, if it is
done in a ”Tishby-optimal” manner.
In order to get some insight into the inner workings of the
Lloyd quantization, we show in Fig. 10 how the mutual information I(Y ; X 0 ) behaves as a function of the Lloyd iteration
number. Note that the number of low-resolution bins K is

A. Case λ = 0
The case λ = 0 for the modified Lloyd algorithm corre(y)
sponds to minimizing the expected distortion E[dKL (x, x0 )],
0
i.e., maximizing I(Y ; X ) without taking ”transmission costs”
H(X 0 ) into consideration. For obtaining more accurate results,
we have increased the number of uniform high-resolution
bins for x in the interval [−4, +4] to 801, which results in
I(Y ; X) = 0.7214 (used to be ≈ 0.72 for 81 bins). Applying
Tishby quantization on the high-resolution feature distribution

20

constant during the algorithm, and that the Lloyd algorithm
changes the representatives and assignments of high-resolution
cells to low-resolution bins, such that it minimizes the average
distortion, i.e., it maximizes I(Y ; X 0 ). The Lloyd algorithm
halts if no further changes are made w.r.t. the subdivision of the
high-resolution cells into low-resolution bins. In Fig. 11, we
see that H(X 0 ) tends to increase because of the optimization
of I(Y ; X 0 ). Since λ = 0, changes in H(X 0 ) do not influence
the Lloyd optimization in this case.
Next, we consider Tishby quantization of the high-resolution
p(x) of Fig. 7 for the case of K = 8 low-resolution bins and
λ = 0 (Fig. 12). This situation is typical for the optimal design
of a 3 bit quantizer (8 output levels) for the output of a binary
input AWGN channel, which in turn serves as input for, e.g.,
an LDPC decoder. Also in this case, the mutual information
between the continuous (or high-resolution) channel output
and the 8-level quantizer output needs to be optimized. Note
that, except for the two large outer bins, all other six bins
have a comparable width and are concentrated around zero, a

Fig. 10: I(Y ; X 0 ) as a function of Lloyd iteration number,
σ 2 = 0.5. K = 20 and λ = 0.

Fig. 11: H(X 0 ) as a function of Lloyd iteration number, σ 2 =
0.5. K = 20 and λ = 0.

Fig. 8: Probability distribution of bins, σ = 0.5. K = 20 and
λ = 0.
2

Fig. 12: Partitioning of x into low-resolution bins by Tishby
quantization of a single Gaussian feature, σ 2 = 0.5. K = 8
and λ = 0.

Fig. 9: Number of high-resolution cells per bin, σ 2 = 0.5.
K = 20 and λ = 0.
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Fig. 13: R(D) of a single 1D Gaussian feature. σ 2 = 0.5. λ ∈
{0, 0.01, 0.02, 0.03, 0.05, 0.07, 0.10, 0.15, 0.20}.

Fig. 14: I(Y ; X 0 ) as a function of Lloyd iteration number,
σ 2 = 0.5. Kinit = 20 and λ = 0.2. Red Curve: I(Y ; X) =
0.7214

result which is quite familiar to communication theorists and
engineers in radio communication.
B. Case λ > 0
Next, we turn up the heat by letting λ > 0. We run the
scalar modified Lloyd algorithm on p(x) of Fig. 7 for each
λ from the set {0, 0.01, 0.02, 0.03, 0.05, 0.07, 0.10, 0.15,
0.20}. For each run with a new λ the initial K is set to
20, and the initial K bins are spread over the 801 highresolution bins as uniformly as possible. For each λ, the
modified Lloyd algorithm results in a I(Y ; X 0 ) (hence, in an
average distortion D = I(Y ; X) − I(Y ; X 0 )) and a H(X 0 ),
which can be interpreted as points of an operational ratedistortion curve R(D) as shown in Fig 13. Note the convexity
of the operational R(D), which is consistent with such a
property well-known from rate-distortion theory.
We implemented the modified Lloyd algorithm such that
itself may decrease the actual K, if it is confronted with empty
bins. This may happen in case of λ > 0, because the total
(y)
”distance” costs in dKL (x, x0 ) + λ · l(x0 ), (equation (8) of the
modified Lloyd algorithm), includes a penalty for bins having a
small probability, i.e., a large l(x0 ). It may happen that for very
low probability bins even the cost of mapping a representative
(y)
point x0 to itself, dKL (x0 , x0 )+λ·l(x0 ) = λ·l(x0 ), is larger than
the cost of mapping this point x0 to some other representative
point. If it turns out that no point x is closer to x0 than to any
other representative point, the bin with representative point
x0 is removed from the set of low-resolution bins, thereby
decreasing K.
In Figs. 14,15 and 16, we show the detailed behavior of
I(Y ; X 0 ), H(X 0 ) and K as a function of the iteration number
for λ = 0.2, resulting in a scalar Tishby quantization ending
up in only two bins. Note that quantizing p(x) into K =
2 equal bins leads to H(X 0 ) = 1 bit at the tenth iteration
(Fig 15). Quantizing the 1D feature x down to an optimal x0
that requires 1 bit per transmission, incurs a loss D of 0.12
bit, i.e., I(Y ; X 0 ) ≈ 0.6 bit per transmission (Fig 14).

Fig. 15: H(X 0 ) as a function of Lloyd iteration number, σ 2 =
0.5. Kinit = 20 and λ = 0.2.
V. T ISHBY Q UANTIZATION OF TWO G AUSSIAN FEATURES
In this section, we expand the model of the previous section
by assuming that we have now two features x1 and x2
that each are independently disturbed realizations of a binary
random variable y. The data base consists of a recording of
triples (yk , x1k , x2k ), k ∈ {1, 2, 3, . . .}. Again, for ease of
notation, we suppress the time index k in the remainder. We
are asked to give an efficient predictor p(y|x1 , x2 ). The main
reason for looking into this 2D case is, that we can show
that Tishby quantization can be done in a higher-dimensional
space, which may lead to a vector quantizer, whereas in the
previous case, we only found a scalar quantizer. Moreover,
we can show how much more powerful a quantized decision
using diversity (in a communication-theoretic sense) can be.
Finally, it forms a potential building block by which we can
combine many features in an efficient manner in future work.
Assume that y is i.i.d., y ∈ {−1, +1}, and that p(y =
+1) = p(y = −1) = 0.5. Furthermore, for each realization of
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If we have a binary-valued y, all the information of the
conditional probability distribution p(y|x1 , x2 ) is contained in
the scalar value p(y = 1|x1 , x2 ), as is shown in Fig. 18 for the
current case. Note that from Fig. 18, we can see that p(y =
1|x1 , x2 ) is constant if x1 + x2 is constant, which is consistent
with x1 +x2 forming a sufficient statistic for deciding on y, as
is well-known for such Gaussian R.V.’s from detection theory
[10].
If we have a binary-valued y ∈ {−1, +1}, we can impose
a total order on a finite discrete set of high-resolution ndimensional quantization bins using p(y = 1|x̄) as the ordering quantity, where x̄ is an n-vector. Note that after sorting
the high-resolution quantization bins using p(y = 1|x̄), we
obtain a totally ordered 1-dimensional array TO of, say, non(y)
decreasing values of p(y = 1|x̄), in which dKL (x̄1 , x̄2 ) is
small if x̄1 and x̄2 are close (in terms of absolute index
difference) in TO. Applying a total order on the 6400 bins
of the 2D example of Fig. 18, we obtain results as shown in
Fig. 19. A scalar quantization of this 1D array TO corresponds
to a 2D tessellation of the (x1 , x2 )-space for our numerical

Fig. 16: K as a function of Lloyd iteration number, σ 2 = 0.5,
Kinit = 20 and λ = 0.2.

Fig. 17: p(x1 , x2 |y), y ∈ {−1, +1} in high resolution feature
space. σ 2 = 0.5.
y, we have a pair of features (x1 , x2 ), which are i.i.d. Gaussian
disturbed values of the corresponding realization of y, i.e.,
xi = y + ni ,

i = 1, 2

Fig. 18: p(y = 1|x1 , x2 ) in high resolution feature space.

(10)

where ni ∈ N (0, σ 2 ), σ 2 = 0.5, and E[n1 n2 ] = 0. We assume
that yk and nk are independent.
Suppose that the data base contains a high-resolution discrete representation of p(x1 , x2 |y), y ∈ {−1, +1}, having an
80-by-80 grid of bins for the variables (x1 , x2 ) with a grid
spacing of 0.1, i.e., the range of the bins in each dimension
spans (−4, +4) as is shown in Fig. 17. Since the conditional
pdf’s for xi in each bin and the priors on y are assumed to be
known here, we can compute exactly the high-resolution bin
probabilities p(x1 , x2 |y), p(x1 , x2 ) and p(y|x1 , x2 ) for each
of the 6400 bins. Estimating information-theoretic quantities
like mutual information and entropy from the high-resolution
bin probabilities, we obtain I(X; Y ) = 0.9128 [bits], and
H(X) = 10.65 [bits] on average for the high-resolution classification of a realization of a (y, x1 , x2 )-triple, respectively.

Fig. 19: 1D Total Order of high resolution bins of p(y =
1|x1 , x2 ).
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Fig. 20: Probability distribution p(x0 ) generated by modified
Lloyd algorithm. K = 21 quantization intervals; λ = 0,
H(X 0 ) = 4.26.

Fig. 22: I(X 0 ; Y ) as a function of λ

Fig. 23: The number of Tishby quantization intervals K(λ)
Fig. 21: 2D quantization intervals generated by modified Lloyd
algorithm. K = 21 quantization intervals; λ = 0, H(X 0 ) =
4.26.

one would call the differences between different solutions of
(x1 , x2 ) for which x1 + x2 = constant, ”irrelevant noise”
[11].
In Fig. 22, we show I(X 0 ; Y ) resulting from the modified
Lloyd algorithm applied to TO as a function of λ. The red
dotted line corresponds to I(X; Y ) ≈ 0.9128 of the highresolution (80 by 80) 2D feature space. Note that for λ = 0, we
find that the optimal assignment of K = 21 2D quantization
bins, found by the modified Lloyd algorithm (Fig. 20), results
in I(X 0 ; Y ) = 0.9115, almost the same value as obtained
for the 6400 high-resolution bins that are used to compute
I(X; Y ) = 0.9128, i.e., we may reduce the average amount
of information for describing the high-resolution pair x̄ (where
H(X) = 10.65) by a Tishby quantization to x̄0 , as shown in
Fig. 21 for which H(X 0 ) = 4.26, while having to incur hardly
any loss of predictive value for y as measured by the mutual
information.
In Fig. 23, we show how the modified Lloyd algorithm
decreases K, the number of low-resolution bins, as a function
of λ. For λ = 0 the algorithm does not decrease K and it finds
the optimal stratification having the highest I(X 0 ; Y ) given the

example.
In Fig. 20, we show the final probability distribution p(x0 )
of the quantization intervals resulting from the modified Lloyd
algorithm applied to the 1D linear sorted array TO of p(y =
1|x1, x2), for the case λ = 0 (minimum distortion) and using
K = 21 bins.
In Fig. 21, we show the 21 quantization intervals of Fig. 20
projected back on the original high-resolution 2D feature
space. We indeed find stratification strips (= 2D quantization
intervals) of approximately equal x1 + x2 as is to be expected
for the Gaussian case, since x1 + x2 is a sufficient statistic
for deciding y, given the system model [10]. Note that we
actually have created a 2D vector quantizer that divides the
(x1 , x2 )-plane into 21 different quantization intervals (strips)
of approximately equal p(y = 1|x1 , x2 ). For predicting
p(y = 1|x1 , x2 ), it is not important in which part of a strip
the vector (x1 , x2 ) ends up. In terms of communication theory,
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Fig. 24: Probability distribution p(x0 ) generated by modified
Lloyd algorithm. K = 2 quantization intervals; λ = 0.3,
H(X 0 ) ≈ 1).

Fig. 26: Operational R(D) resulting from the modified Lloyd
algorithm
loss of D = 0.07 bit relative to I(X; Y ) ≈ 0.9128. Note that
the operational R(D) that we find is a convex curve, which
is consistent with the convexity property of Rate Distortion
curves [2], [3].
We believe at this point that, for the case that y is binary
and the distortion measure is dyKL (., .), we can always write
the relevant n-dimensional clustering (stratification) for obtaining the operational R(D) for Tishby vector quantization
by imposing a total order on the high-resolution bins using
p(y = 1|x̄), followed by a scalar clustering of the 1D total
order results. By remembering where each n-dimensional bin
came from before the ordering and clustering, we can identify
the n-dimensional quantized (clustered) bins after the modified
Lloyd algorithm as shown e.g. in Fig. 21 for the 2D example.

Fig. 25: 2D quantization intervals generated by modified Lloyd
algorithm. K = 2 quantization intervals; H(X 0 ) ≈ 1, λ = 0.3.

VI. T ISHBY Q UANTIZATION USING R ANDOM DATA
In the data science reality, we usually do not know the
underlying statistics. It has to be estimated from the data. In
this subsection, we study some numerical consequences if we
generate random data according to a model that we know,
but that is unknown to the algorithm. Basically, we have to
extend the previous algorithm with a suitable estimation of
the probability distributions using the random data. In general,
there are several methods for distribution or density estimation,
such as histogram-based, Kernel-based, or k nearest neighborbased methods. As our modified Lloyd algorithm starts off
using a finite number of high-resolution probability bins, we
assume that we are facing the problem of estimation of a
multinomial distribution. For that we use a histogram-based
probability estimation method, extended by additive smoothing
or Lidstone’s estimation, not unlike the one used in the CTW
algorithm [12].
For simplicity of comparison, we use the same model as the
one used in the previous subsection for generating the random
data.

initial number of bins, as shown in Fig. 20. For λ = 0.3 the
algorithm ends up in 2 quantization bins, resulting in a p(x0 )
as shown in Fig. 24 (with H(X 0 ) ≈ 1), and a corresponding
2D stratification as shown in Fig. 25.
By changing the parameter λ, we compute the operational
R(D) (Rate Distortion) curve for this 2D Gaussian feature
case, i.e., the operational rate H(X 0 ) in terms of bits per
realization for an (x1 , x2 )-pair that the quantizer, resulting
from the modified Lloyd algorithm, needs for obtaining an
average loss of D = I(X; Y ) − I(X 0 ; Y ) (see Fig. 26).
Note that the lowest rate corresponds to 1 bit per 2 features,
which corresponds to a binary division in the linear array
TO, corresponding to the two differently colored triangles of
Fig. 25. Also note that the R(D) curve exhibits a ”knee”, i.e.,
a reduction of the rate H(X 0 ) below 2 bit seems more costly in
terms of loss in I(X 0 ; Y ) for this situation. At a rate R of 4.26
bit per feature pair (K = 21), we have a loss of D = 0.0013,
while at a rate of 1.0 bit per feature pair (K = 2), we have a
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Fig. 27: p(x1 , x1 |y) for randomly generated data (n = 106 )

Fig. 29: p(y = 0|x1 , x1 ) for randomly generated data (n =
106 )

Fig. 30: results of modified Lloyd on random data: λ = 0.005;
7 bins; I(X 0 ; Y ) = 0.9054
to arrive at an estimate of all cell probabilities, we add socalled ”pre-counts” to each cell, which is also called ”additive
smoothing” [13]. We would like these pre-counts to have the
effect, that cells that receive no counts at all from the random
realizations, obtain a p(y|x) that is equal to the prior p(y).
Hence, it is the observations or measurements that can move
p(y|x) away from p(y). For a uniformly distributed binary y
(p(y = 1) = p(y = −1) = 0.5), we add a pre-count of 0.5
to all bin counts before we normalize to probabilities, i.e.,
we apply Krichevski-Trofimov (KT) estimation for obtaining
probabilities from the binned counts [12]. As shown in Fig. 28
and Fig. 29, we find that the bin probabilities p(y|x) computed
using Bayes’ rule from p(x|y), is reproduced in an accurate
manner in the regions of the (x1 , x2 )-plane where we have
many observations per bin, while p(y|x) fades into the prior
probability p(y) at the edges of the plane.

Fig. 28: p(y = 1|x1 , x1 ) for randomly generated data (n =
106 )
A. On Random Realizations of Distributions
Consider the case where we use n = 106 random realizations of triples (x1 , x2 , y) according to the model as
explained in Section V, half of them having y = −1, the
other half with y = +1. The triples are used for estimating
p(y), p(x̄|y = 1) and p(x̄|y = −1), respectively. We would
like to have an algorithm that estimates the important statistics
of this process from this random realization without knowledge of the underlying distribution. The drawings of triples
(x̄|y) = (x1 , x2 |y) can be binned as counts in a 2D grid
(one grid for y = +1 and one for y = −1) leading to 2D
histograms of realizations (Fig. 27). These histograms can be
seen as approximations to p(x̄|y = 1) and p(x̄|y = −1) of
Fig. 17. For the mutual information estimated from Fig. 27,
we obtain I(X; Y ) = 0.9080.

C. On a Tishby quantizer for random data
Having estimated all relevant bin probabilities, we can now
apply the modified Lloyd algorithm for obtaining a 2D Tishby
quantizer of the high-resolution representation. Similar like
in Section V, we apply the modified Lloyd algorithm on the
data as represented in Fig. 28. The first result is obtained by
starting the modified Lloyd algorithm using K = 7 bins and
setting λ = 0.005 (Fig. 30, left). We obtain that I(X 0 ; Y )
equals 0.9054 (compared to I(X; Y ) = 0.9080), i.e., almost
no loss of mutual information by going back from ≈ 1000

B. On Additive Smoothing
A finite 2D high-resolution grid of x implies a finite number
of cells into which the elements of x are quantized. In order
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information without suffering too much losses in the mutual
information between the compressed results and the noncompressed data.
It turns out that the modified Lloyd algorithm (or the
modified K-means algorithm) is at the core of the design of
a Tishby quantizer. The modification is related to including
transmission costs l(x0 ) = − log p(x0 ) in the iterations (Section III), thereby allowing for a trade-off between costs of
distortion (= loss of information) and costs of transmission (=
Rate). This algorithm is known from the past, mostly using
Euclidean or Hamming distances, but it also works using a
Kullback-Leibler distance. A disadvantage of the algorithm
is that finding the optimal solution is NP-hard, and that a
practical implementation might get stuck in a local minimum.
In general, we have to start it up using different values for
K and/or different initial choices of representatives x0 . For
our examples, where y is binary valued, we can impose a
total order on p(y = 1|x), which seems mitigate the aforementioned problem.

Fig. 31: results of modified Lloyd on random data: λ = 0.05;
5 bins; I(X 0 ; Y ) = 0.8972

Fig. 32: results of modified Lloyd on random data: λ = 0.35;
3 bins; I(X 0 ; Y ) = 0.8599
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bins to 7 bins. In Fig. 30, right-hand-side, we show the 2D
projections of the 7 resulting stratifications on the ≈ 1000
high-resolution bins. Note that in the area where the bin
probabilities are relatively well-known, we find a reproduction
of strips corresponding to x1 + x2 = const, similar to those
in Fig. 21. For the bins at the edges, where we have no or
almost no measurements, we end up in the sea of priors where
p(y|x) ≈ 0.5.
The second result is obtained by starting the modified Lloyd
algorithm using K = 5 bins and setting λ = 0.05 (Fig. 31).
We still find an impressive high mutual information using only
K = 5 bins, provided the bins are carefully chosen as resulting
from the modified Lloyd algorithm.
The final result is obtained by starting the modified Lloyd
algorithm using only K = 3 bins and setting λ = 0.35
(Fig. 32). This time we incur a somewhat larger loss in mutual
information of ≈ 0.05 bits per realization per two dimensions.
Since we now have only three bins, we have only three
different colors in Fig. 32, right. Note the ”green” bins which
correspond to an ”erasure zone”, i.e., bins where p(y|x) ≈ 0.5.
VII. D ISCUSSION
For explaining Tishby quantization, we used examples from
communication theory, as most of us are familiar with quantizing noisy AWGN channel outputs into K levels, before
using them as inputs for a demodulator or channel decoder.
For a classical Viterbi decoder, it is known that we must
maximize the cut-off rate of the channel that corresponds to
the concatenation of the AWGN channel and the quantizer
[14]. For Turbo codes and LDPC codes operating close to
channel capacity, it is known that we must maximize the
channel capacity of the concatenation of the AWGN channel
and the quantizer [4], [15]. It turns out that Tishby quantization
does exactly the latter in the examples. The impressive result
from the examples is how much we can compress detailed
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Abstract—Local governments strive to make city centers an
enjoyable place to live, for example, by organizing events and
providing numerous facilities for cultural, recreational and sports
activities. Both citizens and city officials wish to keep youth
centers, cultural venues, playgrounds, and parks near the city
center as it makes them easily accessible to the general public.
This often creates new challenges, especially in terms of noise
nuisance. Noise monitoring systems can provide up-to-date insights into sound pollution. However, current designs are often
too expensive to scale up or require a large battery or mains
power to enable a long device autonomy. In this paper, we propose
a smart sensing platform, consisting of ultra-low-power, low-cost
and easily deployable wireless acoustic sensor nodes. Based on
power measurements and calculations, we show that the sensor
can operate for around 470 days on a standard CR2032 Lithium
coin cell (225 mAh) when the number of wake-ups is limited to
20 times a day.
Index Terms—urban sound monitoring, noise nuisance, low
power

Fig. 1: The proposed urban noise monitoring network, consisting of several
sensor nodes and a central gateway. Noisy environments are represented by
a red area, while quiescent environments are indicated by green.

I. I NTRODUCTION
time noise pollution is proposed by Bello et al. [7]. However,
the system has some limitations in terms of deployability, since
its power consumption requires a wired set-up.
In this paper, we propose an ultra-low-power smart sensing
platform for urban noise monitoring. The network consists
of ultra-low-power, low-cost and easily deployable sensor
nodes and a central gateway as depicted in Fig. 1. The nodes
evaluate the presence of noise nuisance based on three signal
characteristics: the sound intensity (SPL), the repetitiveness,
and the frequency spectrum. The proposed implementation
differs from previous solutions through discontinuous audio
sampling implemented by a wake-on-sound MEMS microphone. By limiting wake-up events and implementing local
processing before data transmission, the power requirements
of the nodes are kept to a minimum. This allows for battery
powered operation, facilitating easy deployability in the field.
Another advantage of the local processing is the additional
layer of security, since the recorded audio is never stored
and only features are transmitted, the privacy of the people is
maintained. Later on, data from several nodes can be combined
at the server side to estimate the location of the noise source.
The paper is organized as follows: Section II describes the
hardware design and overall operation of the noise nuisance
monitoring platform. In Section III, the power consumption is
evaluated to estimate the autonomy of the device. Finally, a
conclusion in presented in Section IV.

Sound pollution has been recognized as a common problem
in urban environments [1]. Moreover, it has been shown to
affect public health and the overall quality of life [2]. Current
insights into environmental sounds are limited and mainly
based on simulated noise maps obtained from large-scale
modelling [3]. As updates of these noise maps can take up
to six or more years, these maps are fairly static and provide
only an indication of the long-term average noise level.
Real-time acoustic monitoring systems can provide up-todate insights into sound pollution and instantaneously detect
acoustic events. In such case, the responsible authorities can be
notified automatically. Therefore, the monitoring system can
act as an unbiased source of information in addition to human
complaints.
Several approaches to map noise pollution in urban areas
can be distinguished. A first group relies on volunteers that
use their mobile phones for real-time Sound Pressure Level
(SPL) measurements [4]–[6]. Although the general public can
help in the acquisition of environmental noise information, the
quality and reliability of these measurements is questionable
as no proper calibration process is in place.
Next to participatory sensing systems, low-cost and ultralow-power Wireless Acoustic Sensor Networks (WASNs) have
shown high potential as they can offer large-scale coverage
while producing calibrated acoustic measurements. For example, a low-cost sensing platform to continuously monitor real
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II. N OISE N UISANCE M ONITORING P LATFORM
The network consists of multiple sensor nodes distributed
over an area of interest. The nodes could be powered from
the electricity grid. However, this would significantly restrict
the amount of mounting locations. Moreover, large installations costs would be introduced if temporary placements are
required at short events. As a consequence, this research aims
to design a wireless battery-powered sensor node that allows
for easy deployment.
To be a valuable alternative in respect to fixed sensor
networks, a long device autonomy and low sensor cost are
of utmost importance. Battery replacements every few weeks
or months would entail high maintenance costs. Consequently,
a smart design and a power management system are needed
to enable operation for several years. Furthermore, the cost of
the sensor node must be kept low to allow for an inexpensive
and dense noise monitoring network.
The sensor nodes’ architecture can be subdivided into
three main components: an acoustic analog front-end, a lowpower main MicroController Unit (MCU) and a wireless
communication unit. In the acoustic front-end, a microphone
signal is conditioned through several amplifier and filter stages.
The frequency range monitored for acoustic events is limited
to 20 Hz-16 kHz because of two reasons. First, the human
hearing range is generally stated as 20 Hz-20 kHz. However,
the absolute threshold for pure tones have reported to increase
significantly at a frequency of 15 kHz [8]. Second, if one
wishes to keep the order of the anti-aliasing filter small (to
the benefit of a lower power consumption), better sampling
conditions are achieved when the cut-off frequency is lowered
(due to a smaller roll-off). In addition, ambient sounds with
SPL values ranging from 67 dB to 105 dB are targeted to keep
the implementation of the acoustic analog front-end, and thus
power consumption, to an absolute minimum.
Next, the analog signals are digitized by means of the
main MCU, whereupon a digital signal processing algorithm
will ultimately calculate several parameters correlated to noise
pollution. This study will, however, solely focus on the
hardware design and its power consumption. Upon detection
of noise nuisance, the extracted audio features needs to be
transferred to a central entity. In this way, data of multiple
sensor nodes can be combined to identify the sound source
and its location. The Long Range Wireless Area Network
(LoRaWAN) communication technology was chosen to take
on this role. An in-depth examination of the sensor nodes’
hardware, the overall operation and the corresponding design
choices is provided in the following subsections.

MEMS
Microphone

High pass
filter

Pearl
Gecko

Amplifier
stages

LoRaWAN

Anti-aliasing
filters

Fig. 2: Block diagram of the sensor node’s hardware design

an average current between 85 µA and 110 µA at a supply
voltage of 3.6 V. The microphone features a wake-on-sound
mode in which it wakes up when a preset sound pressure level
is exceeded. In this way, power consumption can be further
reduced to less than 18 µW in sleep. As the setup will reside in
an outdoor environment for several years, environmental factors could gradually decrease the microphones’ performance.
The Vesper VM1010 has an International Protection (IP) rating
of 57 which offers protection against dust and condensation.
Although a casing is needed to shield the microphone from
rainfall, the Vesper VM1010 should be able to withstand the
harsh weather conditions.
To filter out the low-frequency noise inaudible to the human
hearing, the microphone is conditioned through a first order
passive high-pass filter. The 3 dB cut-off frequency is set to a
frequency of 28 Hz, close to the 20 Hz hearing limit.
Since the microphones’ analog output signal falls in a
voltage range of only a few millivolts, amplification is required
to create optimum sampling conditions in the digitization
process. In order to reduce the effect of the quantization noise,
the gain of the amplifier could be adjusted depending on the
sound intensity. A variable gain amplifier could allow for
dynamic control, but its power consumption is generally in
the mA-range compared to fixed gain amplifiers in the µArange [11]. Therefore, the high-pass filtered microphone signal
is routed to three parallel amplifier stages, each characterized
by a different gain. After recording, the most optimal audio
signal can be selected for further processing. One amplifier
stage consists of a basic non-inverting operational amplifier
circuit using the TLV341 from Texas Instruments. This lowpower operational amplifier consumes less than 1 mW when
active and can be put into shutdown, lowering the power
consumption to a maximum of 7.5 µW.
The gain factors of the amplifier stages are set to 17.7 dB,
28.2 dB and 38.6 dB and were determined based on two
conditions. First, to extract meaningful features from the audio
signals, the minimum required peak-to-peak voltage is set to
0.2 V. Second, as the ADC input range of the Pearl Gecko
MCU is fixed to 1.25 V and the incoming audio signals are
biased on a DC-voltage of 0.625 V, the amplitude of the signal

A. Ultra-Low-Power Sensor Node
A general block diagram of the sensor node is depicted in
Fig. 2. A MEMS microphone followed by an amplifier-filter
circuit is connected to an EFM32 Pearl Gecko MCU board of
Silicon Labs [9]. Communication with a LoRaWAN gateway
is established through a RN2483 LoRa transceiver [10].
For the microphone, the Vesper VM1010 was selected. It
has an extremely low power consumption as it only draws
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is also limited to 0.625 V. Based on the lower bound of the
targeted SPL-range of 67 dB to 105 dB, the highest gain factor
A1 can be calculated as follows:
A1 ≥

0.2 V
2VP, MIC, SPL = 67 dB

,

PIC Controller
I²C
MEMS
Microphone

(1)

wherein VP, MIC, SPL = 67 dB is given by:
VP, MIC, SPL = 67 dB

SMIC, SPL=67 dB
√
20
= 2 · 10
,

VP, MIC, SPL = 67 dB =

SMIC, SPL=94 dB − 27
20
2 · 10

Vout

MEMS wake-up
Pearl Gecko

(2)

Vout
MEMS
Microphone

herein VP, MIC, SPL = 67 dB is the peak voltage of the microphone
signal at a sound pressure level of 67 dB and SMIC, SPL=67 dB
the microphone sensitivity at a sound pressure level of 67 dB.
Since the microphone sensitivity is only specified for a
sound pressure level of 94 dB, its value must be converted.
According to the Vesper VM1010’s specifications, the output
amplitude (in dBV) is linear to the sound pressure level (in
dB) with a slope of +1 dBV/dB SPL . Consequently, Eq. 3 can
be rewritten as:
√

Filtering &
Amplification

Filtering &
Amplification

I²C

PIC Controller
Fig. 3: Extended sensor design comprised of multiple microphone elements.

the other hand, can be shared between the various microphone
elements on the same PCB. As this would make the design
needlessly complex, the PIC MCU will acts as an additional
translation layer. This solution is illustrated in Fig. 3. Every
microphone element is supplemented with one PIC MCU.
It takes control over the microphone’s power supply, operation mode and (de)activation of the amplifier-filter stages.
Communication with the Pearl Gecko MCU is done through
I2 C, hence, reducing the amount of extra connections for each
additional microphone element to only four (supply and I2 C
connections can be shared). When the Pearl Gecko wishes to
address a particular sensing circuit, it sends an I2 C-command
to the appropriate PIC MCU. Upon receipt, it will wake up
and process the control signals accordingly. Finally, the PIC
MCU returns to sleep, consuming only 20 nA.

(3)

The Vesper VM1010 has a typical sensitivity of -38 dBV
at 1 kHz and 94 dBV SPL . According to Eq. 1, A1 must be
larger than 125.8 or 42 dB. However, an additional gain of
2.74 dB will be introduced by the anti-aliasing filter following
the amplifier stage (cf. infra). Consequently, the highest gain
A1 is set to 38.6 dB, close to the theoretically determined
value of 39.3 dB. Since the input voltage of the ADC is limited
to 1.25 V, the amplifier stage will saturate at a sound pressure
level of 85 dB. In this case, the MCU can select the next
amplifier stage with a lower gain. The gain factors of the
second and third amplifier stage were calculated similar to
Eq. 1 and are set to 28.2 dB and 17.7 dB respectively.
As frequencies up to 16 kHz are targeted in this application,
each amplifier stage is followed by an anti-aliasing filter to
meet the Nyquist-Shannon sampling theorem. To this end,
a simple Sallen-Key low-pass filter is used. The OPA379
operational amplifier of Texas Instruments is an appropriate fit
due to its low quiescent current of 5.5 µA. The filter bandwidth
is tuned to 15 kHz and an additional gain of 2.74 dB is
introduced to the pre-amplified microphone signal.
Ultimately, the signals of the three stages are directed to
different analog pins of an EFM32 Pearl Gecko MCU. This
32-bit microcontroller is built around an ARM-cortex M4
processor and features several ultra-low-power active and
energy-saving modes.
To open up the design easily to configurations comprised of
multiple microphone elements (e.g. a linear microphone array),
a PIC12LF1552 MCU is added. Each additional microphone
element would require six extra connections to the Pearl Gecko
MCU: one to notify a wake-on-sound interrupt, one to switch
the microphone’s operating mode (normal/WoS), one to enable
or shutdown the amplifier and filter stages and the three
conditioned microphone signals. The supply connections, on

B. Sensor Node Operation
Although continuous audio sampling would provide a detailed insight into the presence of environmental noise over
time, it is not feasible for battery-powered devices due to
the large power requirements. Power consumption can be
reduced significantly by allowing the node to listen only when
the sound level has increased considerably. This strategy is
implemented through the microphone’s wake-on-sound functionality. When triggered, the Pearl Gecko is pulled out of deep
sleep and immediately contacts the PIC controller to enable all
amplifier and filter stages. As soon as they reach steady state,
the MCU starts sampling the three audio signals at 44.1 kHz.
Currently, the microphone signals are sampled for a period
of 15.5 ms, resulting in only 682 samples for each stage. If
extended sampling periods are required, an additional SD card
could be used to save a larger amount of samples temporarily.
Subsequently, the audio streams will be processed locally
because of two main reasons. First, communication would take
up a large share of the energy budget due to the power-hungry
radio hardware. Second, as the raw audio streams never leave
the sensing node, the privacy of the general public is respected.
Therefore, only essential information will be transferred to the
central gateway.
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TABLE I: General overview of LPWAN technologies: LoRaWAN, Sigfox and NB-IoT [12]

Range
Power consumption
Maximum data rate
Maximum payload length
Maximum messages/day
End-device cost
Subscription cost
1

LoRaWAN

Sigfox

NB-IoT

5 km (urban)
20 km (rural)
low
50 kbps
243 bytes
Unlimited
e 3-5
No (private gateway/TTN)
or
Yes (provider)

10 km (urban)
40 km (rural)
low
100 bps
12 bytes (UL), 8 bytes (DL)
140 (UL), 4 (DL)
<e 2

1 km (urban)
10 km (rural)
higher1
200 kbps
1600 bytes
Unlimited
> e 20

Yes

Yes

In comparison to LoRaWAN and Sigfox.

nodes is large. If no network coverage is offered and the
number of devices remains limited, a sensor node could be
configured to employ only the LoRa PHY layer, avoiding the
cost of an expensive gateway [14]. In terms of device cost,
NB-IoT has a remarkably higher price than LoRaWAN and
Sigfox devices.
In conclusion, LoRaWAN seems to lend itself to this application as it poses a small power consumption and a range
of several kilometers. The preference is not given to Sigfox
as the data rate and payload length are extremely limited.
Furthermore, the large data rates offered by NB-IoT at the
expense of a higher power consumption and a smaller range
are not needed. Moreover, LoRaWAN allows for a flexible
deployment at low costs.

In order to detect the presence of noise nuisance, the
signal processing algorithm will mainly focus on three signal
characteristics: the overall SPL level, repetition of the same
disturbing noise and sound intensity in various frequency
bands. Since this study solely focuses on the hardware design of the low-power sensing node, the signal processing
algorithms are considered out of scope. As a basic Fourier
transform is key to these operations, the power consumption
related to this computation will be calculated.
Finally, the extracted audio features are transmitted to the
central gateway using LoRaWAN.
C. LoRaWAN: Connecting The Sensor Nodes
In the proposed noise monitoring system as pictured in
Fig. 1, multiple sensor nodes are distributed over an area,
wherein the in-between distance can amount to several kilometers. In order to include the extracted audio features of
surrounding sensor nodes in future processing algorithms (e.g.
to estimate the location of the sound source), the data must
be collected at a central location. Since only little amount
of information needs to be transmitted wirelessly and power
consumption must be kept to a minimum, a communication
solution was pursued in the LPWAN landscape. Current dominating technologies in this domain are LoRaWAN, Sigfox
and Narrowband-IoT (NB-IoT). An overview of some aspects
relevant to this application are shown in Table I. A single
LoRaWAN base station offers a large coverage (< 20 km),
while enabling a very low power consumption at the sensor
node. The coverage of Sigfox is even larger (< 40 km), but the
data rate, payload length and number of messages per day are
more limited. NB-IoT, on the other hand, supports higher data
rates (< 200 kbps). However, it uses more energy compared
to Sigfox and LoRaWAN because of, inter alia, synchronous
communication and QoS handling [12] [13].
The Sigfox and NB-IoT network are managed by an operator and a subscription fee must be paid in order to gain
access. LoRaWAN, on the other hand, offers more flexibility.
For example, an open source infrastructure is provided by
The Things Network (TTN). An user can also run its own
network, but this requires the acquisition of a private gateway
(<e 1000) and is only cost-effective when the number of

III. M EASUREMENTS
Two types of measurements were conducted to evaluate the
proposed sensing strategy. The first part deliberates about the
timing measurements of the different hardware entities. In the
second part, energy measurements are performed and together
with the timing measurements the total power consumption of
a single acoustic measurement is calculated.
As described in Section II-A, the acoustic front end of
the mobile node can be divided into four major entities:
the microphone, the amplifiers, the Pearl Gecko and the PIC
MCU with the voltage regulators. The time between the sound
event and the actual acoustic capturing should be as low as
possible for two reasons: valuable data is lost and unnecessary
energy is consumed. This idle time depends on the wake-up
time of the microphone, the start-up time of the Pearl Gecko
and PIC MCU, the communication time, the stabilization
time of the power lines and the three amplifiers. Figure 4
shows the transient analysis of the three output stages in
case of a wake-up signal exceeding a 89 dBSPL sound level.
The wake-up time of the microphone (66 µs) is equal in all
three scenarios, as is the start-up and communication time
of the MCU (10 ms). Stable output signals are generated at
the increasing amplifier stages after respectively 35 ms, 45 ms
and 50 ms. This difference in stabilization time can be used
to efficiently sample the microphone signal at a higher rate
rather than using parallel sampling.
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Fig. 4: Transient analysis of the three amplifier-filter outputs
TABLE II: Energy consumption of the mobile node in sleep mode

Current [µA]
Power [µW]

Mic

Pearl
Gecko

LDO

11
33

3
9.9

1
3.3

LoRaWAN
0
0

297 µJ. The total energy consumption of a single measurement
adds up to 595.83 µJ. Since the signal processing algorithms
are considered out of scope in this study, no audio features
are extracted from the FFT-measurements yet. Consequently,
the amount of data to be transferred through LoRaWAN is unknown. However, to get an insight into the power consumption
of the LoRa transceiver at transmission, an estimation is made
based on the values from the datasheet of the RN2483. To
open up the design to an arbitrary payload size, the maximum
of 222 bytes is chosen at spreading factor 7. The bandwidth
and transmission power are set to 125 kHz and 14 dBm
respectively. The RN2483 has a typical power consumption
of 128.37 mW when transmitting in the 868 MHz frequency
band with a transmission power of 14.1 dBm. For a payload
size of 222 bytes and spreading factor 7, the on-air time is
348 ms. This results in an energy consumption of 44.67 mJ
for transmission. The total power consumption of a single
measurement followed by a LoRaWAN transmission adds up
to 45.27 mJ.
If the number of sensor wake-ups at acoustic events is
limited to 20 times a day, a device autonomy of around
470 days is achieved on a standard CR2032 Lithium coin cell
with a capacity of 225 mAh.

Total
15
49.5

TABLE III: Energy consumption of the mobile node in power-on mode

Current [µA]
Power [µW]

Mic

ADC

FFT

Amp.

87.5
288.75

2400
7920

6000
19800

470.5
1552.7

Power +
Filter
9.6
31.7

RF
38900
128400

Two energy states can be defined. On the one hand, the sleep
state, in which only the microphone, pearl gecko and LDO
consume energy while waiting for a sound trigger event (Table II). The RN2483 LoRa transceiver is turned off completely
by means of a load switch. On the other hand, the poweron state, in which all hardware elements decrease the energy
budget depending on the hardware operation. The current
drawn at the amplifiers depends on the SPL of the sound
signal, ranging from 248.5 µA for quiet sounds to 692.5 µA
at saturation. The value in Table III is the average of this
range. Out of these two tables and the timing measurements in
Figure 4, the total power consumption of a single measurement
can be calculated. The first phase in this measurement is the
wake-up followed by the I2 C-communication of the MCUs.
The power consumption, 2498 µA during 10 ms results in
a energy consumption of 82.43 µJ. The next phase is the
amplification of the microphone signal. After 50 ms of drawing
567.5 µA, the output signal of the third opamp is stable. The
energy consumption (93.64 µJ) is lower because the Pearl
Gecko is in sleep mode. In the third phase, 2048 samples
are taken by the ADC of the Pearl Gecko in a time interval
of 15.5 ms. The energy consumption in this phase equals
122.76 µJ. In the last phase, the acoustic front end is powered
down and only the Pearl Gecko consumes power to calculate
the FFT of the samples. During 15 ms, the current through
the MCU is increased to 6 mA, resulting in a power usage of

IV. C ONCLUSION
In this paper, an ultra-low-power smart sensing platform
for urban noise monitoring is presented. The network is
composed of ultra-low-power, low-cost and easily deployable
sensor nodes and a central gateway. This study has primarily
focused on the hardware design and power consumption of the
sensor node. The proposed implementation differs from other
solutions through discontinuous audio sampling, implemented
by a wake-on-sound MEMS microphone. Measurements and
calculations show that the sensor node can operate for around
470 days on a standard CR2032 Lithium coin cell (225 mAh)
when the number of wake-ups is limited to 20 times a day.
Future work will focus on the implementation of an ultralow-computational signal processing algorithm to extract audio
features related to noise nuisance.
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I. A BSTRACT
Enumerative sphere shaping (ESS) is a technique to index
amplitude sequences that satisfy a maximum energy constraint,
i.e., the ones inside a sphere [1], [2]. ESS assumes that these
sequences can be ordered lexicographically, and defines the
index of a sequence as the number of sequences which are
lexicographically ‘smaller’. To realize this ordering, an energybounded enumerative amplitude trellis is constructed.
In practice, for binary transmission, the number of actually
transmitted sequences is an integer power of two. Therefore
some of the sequences at the end of the lexicographical list,
which are not necessarily located on the surface of the sphere,
are never used. This phenomenon degrades the operational
energy efficiency of ESS, especially for short block lengths.
Furthermore, other sphere shaping algorithms which sort sequences based on their energy, e.g., shell mapping (SM) [3],
do not suffer from this loss and always operate with a set of
sequences having the minimum possible average energy.
In this work, we first evaluate the maximum possible
difference in average energies of lexicographical and energybased ordering approaches. The simulation results show that
this difference is less than a few tenths of a dB for block
lengths more than a hundred. Then we consider a heuristic to
optimize the enumerative trellis such that the same is achieved
for shorter block lengths. By removing connections from the
enumerative trellis, we deliberately take out sequences from
the output set of the shaper. These connections are selected
such that the removed sequences are from the surface of the
sphere, i.e., they have the largest possible energy. In this way,
for a fixed rate, we obtain a set of sequences that approach
the least possible average energy.
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(a) Original enumerative trellis which represents 82 sequences.
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(b) Modified enumerative trellis which represents 64 sequences.

Figure 1: Original (top) and modified (bottom) trellises. Green
nodes have a connection to the surface. By decreasing these
nodes by one, we can remove sequences from the surface. Blue
nodes are the particular ones we decreased in this example.
With this modification, number of sequences is decreased from
82 to 64. All removed sequences have the highest energy.
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One possible method for determining the location of the
ground RF transmitter is by estimating its bearing with respect
to multiple access points [3]. Those multi-antenna arrays
have already proven to be an efficient way for estimating
the Direction-of-Arrival (DoA) of an RF transmitter in [4],
[5], [6]. The main disadvantages of multi-antenna arrays are
the high cost and large form factors associated with such
arrays, making them unsuitable for UAV-based networks.
Compared with our previous research [7], we investigate the
feasibility of DoA estimation with a UAV equipped with a
single, omnidirectional antenna. By considering the successive
received signal packets at different positions along the UAV’s
trajectory, the UAV receiver implicitly creates a virtual multiantenna array, which can be used to estimate the DoA (for
both azimuth and elevation angles) of the RF transmitter, as
shown in Fig. 1. The main difficulty is that the cumulative
phase due to Local Oscillator (LO) frequency offset needs
to be removed for DoA estimation. The significance of our
work lies in proving the feasibility of such a DoA estimation
method with cheap, portable hardware that is already available
in modern smartphones. This method is especially suitable
for UAV-based networks, since it does not increase energy
consumption or requires additional hardware modifications on
the UAV.

Abstract—A method is proposed to estimate the direction of
a ground radio-frequency (RF) transmitter with an Unmanned
Aerial Vehicle (UAV) equipped with a single antenna, which is
critical when considering the form factor and computational
capabilities of a UAV. By considering the received signal at several
locations along its trajectory, the UAV receiver implicitly creates
a virtual multi-antenna array, which can be used to estimate the
Direction-of-arrival (DoA) of the transmitter. The major difficulty
is the Local Oscillator (LO) frequency offset that occurs between
the transmitter and the UAV receiver, which adds a cumulative
phase offset to the received signal at each antenna of the virtual
array. This LO phase offset must be estimated and compensated.
We proposed two methods to solve the problem by estimating the
LO frequency offset jointly with the direction of the transmitter,
and we extend the Multiple Signal Classification (MUSIC) algorithm for multidimensional estimation (including azimuth and
elevation). In this paper, the proposed methods are evaluated
by using Ray-tracing simulations, with various considerations
in terms of propagation scenarios, antenna patterns, and UAV
movement trajectories. The results prove the feasibility of such
a virtual array method.
Index Terms—Direction of arrival, Flying base stations, MUSIC, Ray-tracing, RF localization, UAV, Virtual antenna array

I. I NTRODUCTION
The use of Unmanned Air Vehicles (UAVs) for military
and civilian applications has been steadily increasing in recent
years. One potential application of UAVs is to use them as “flying base stations”, allowing to extend the coverage and capacity of existing wireless networks. Such UAV-based networks
are interesting for extending the range of a network, serving
remote areas, or temporarily replacing cellular infrastructure in
disaster scenarios (e.g. flood, hurricane, etc.) [1]. One critical
aspect of UAV networks is to determine the optimal location
for each UAV, which can be challenging if the location of
the ground users is unknown or if the ground users are noncooperative. The global positioning systems (GPS) has been
applied in many outdoor scenarios to capture the ground user’s
position, and it provides satisfactory performance. However,
GPS requires the user to broadcast it’s location, which might
not always be possible. Additionally, it is also known for its
high cost and vulnerability to jamming, such as in dense urban
environments [2]. Therefore, alternative RF source localization
techniques in UAV-based networks have attracted considerable
focus recently.

Fig. 1. Virtual Direction-of-Arrival (DoA) estimation concept.

Related work: Most works on UAV-based networks have
investigated various design challenges that include network
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characterization, performance improvement, 3D deployment
of UAVs and user-to-UAV association. For instance, the
work in [8] proposed a generic framework for UAV-based
networks, which takes into account the path loss exponent
on the height of the UAV, however, ignore the effects of
multipath fading, which is an essential feature of the air-toground (ATG) channel. Regarding RF source localization with
a UAV, the major challenge has always been the uncertainty
that plagued the localization metrics, mostly due to multipath
fading [9]. A variety of signal parameters can be used for
localizing RF transmitters. In [10], the localization of an RF
transmitter is considered via a group of UAVs equipped with
omnidirectional Received Signal Strength (RSS) sensors. This
RSS-based method suffers heavily from multipath propagation
and shadowing effects. In [11], the researchers have proposed
a time-of-arrival (TOA) indoor localization scheme by using
UAVs. However, it is only possible to use TOA techniques
to localize the target when the target node is cooperative,
or the source waveform signature is known. Time-differenceof-arrival (TDOA) based method is also unsuitable for UAV
applications since it usually requires highly synchronized
transceivers to achieve sufficient accuracy [12]. The angular
method, e.g. DOA estimation, which estimates the bearing of
the transmitter, has proven to be a reliable alternative for noncooperative RF transmitters localization [13].
DoA estimation requires a calibrated antenna array or a
rotating directional antenna. One main disadvantage of these
multi-antenna arrays is that antennas need to be separated by
typically half a wavelength [14], which results in large form
factor making them unsuitable for UAV base stations. As for
the rotating directional antenna, researchers in [15] use the
rotational movement of an antenna, equipped on a UAV, to
estimate the position of the RF source. The results indicate
that the UAV can find the RF source even under the nonline-of-sight (NLoS) scenario. This concept was extended to
the virtual multi-antenna arrays method. In [16], the author
performed an indoor RF localization measurement by creating
virtual antenna arrays with single antenna devices for directional channel estimation. Their method requires to know the
environment map, which may be challenging in real situations.
In [17], [18], the authors both applied virtual multi-antenna
arrays in DoA estimations by using high-quality transceivers
in a high-end channel sounder, so that the LO frequency offset
can be ignored. Our previous work in [7], [19] proposed and
tested a reliable virtual multi-antenna array method to perform
the DoA estimation, even with cheap hardware that typically
contains significant LO frequency offset. In this paper, we
evaluate and improve the robustness of the proposed method
and apply it in UAV-based networks for ground RF transmitter
localization.
Contributions: The contributions of this paper can be
summarized as follows:
• We propose a system to estimate the direction of a
ground RF transmitter using a UAV equipped with a
single omnidirectional antenna. The system proposes
practical, realistic solutions to account for the hardware

•

•

requirements of UAV-based networks.
We propose two new methods to evaluate the LO frequency offset between ground RF transmitters and UAV
receivers, further building on our previous work.
We evaluate the performance of our virtual multi-antenna
array DoA estimation method, by performing extensive
ray-tracing simulations.

II. DOA E STIMATION S YSTEM M ODEL
A. UAV Virtual Multi-antenna Array
DoA estimation algorithms rely on analyzing the phase differences between the multiple antenna elements at the receiver.
Therefore, our system model will include non-idealities that
affect the phase of received signal at each UAV “virtual” antenna elements. Typically two non-idealities will cause phase
distortions: 1) the ground RF transmitter and the UAV receiver
front-end phase offset; and 2) the frequency offset between the
ground RF transmitter and the UAV receiver. We ignore the
effect of LO phase noise and its influence on the proposed
method is also negligible.
We consider a transmitter sending an RF signal in the
form of digital data packets. The preamble of the packets
is defined by the communication standard (e.g. the primary
synchronization sequence in 3G systems or the short/long
preamble in 802.11 systems). Both the transmitter and the
receiver know the preamble of the packets. The packets sent
by the transmitter may or may not be periodic. The receiver
correlates its received baseband samples with the known
preamble in order to determine the boundaries of the received
packets.

Fig. 2. Ray-tracing subcity model, containing 137 buildings with different
heights from 5 m to 70 m, and the dimensions of the modelled terrain are
650 m by 500 m. The trajectory of the UAV receiver is a circle with diameter
1m, denotes a virtual uniform circular multi-antenna array.

⇥ ⇤
Let us denote s m the baseband representation ⇥of the⇤
transmitted packet header (for m = 1, ..., M ) and r n, m
the m-th baseband sample of the n-th received packet, which
can be represented as:
⇥
⇤
⇥
⇤ ⇥ ⇤
⇥
⇤
r n, m = h n, m ⇤ s m · ej( 0 +2⇡f0 (tn +mTs )) + ! n, m
(1)
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⇥
⇤
where h n, m is the wireless channel impulse response (CIR)
and will be detailed below. 0 is the phase of the first received
packet (which contains the phase offset and accumulated
frequency offset at time t0 between the transmitter and receiver
front-ends ). f0 is the frequency offset between the transmitter
and the receiver due to LO frequency offset, tn is the elapsed
time between the initial packet and
⇥ the⇤ n-th packet. Ts is
the receiver sample time and ! n, m is an independent
and
distributed Gaussian noise with distribution
⇥ identically
⇤
! n, m ⇠ CN (0, 2 ). Note that (1) implicitly assumes that
the frequency offset f0 does not change over time, which is
basically true for short periods of time, e.g. a few tens of
seconds for an oven-controlled crystal oscillator (OCXO). If
the transmitter up-conversion chain and the receiver downconversion chain (both analog and digital) are not turned off
between the considered packets (which is the case for modern transceivers), the term 0 will remain constant between
multiple received packets.

Fig. 3. One propagation snapshot from ray-tracing simulations. The red line
represents the line-of-sight path between the UAV virtual array and a ground
RF transmitter, and blue lines represent the multipath components, including
reflected rays, scattered rays and diffracted rays.

reflected rays, scattered rays and diffracted rays. In order
to obtain the CIR over the target area (600m ⇥ 500m), we
have simulated the snapshots between UAV virtual arrays
(at the center of the 3D map with an altitude of 80m)
and 5, 000 uniformly distributed ground transmitters (all have
LoS visibility). Fig. 3 displays one snapshot from the raytracing simulations. We consider the UAV is equipped with a
downwards-facing patch antenna, and MTs are equipped with
vertically-oriented dipole antennas. We also consider that both
UAV receivers and ground RF transmitters are equipped with
OCXO local oscillators.
Our target is to leverage on DoA estimation techniques that
are already available for conventional multi-antenna arrays.
Combine (1), (2) and (3) (we ignore multipath component for
simplicity in the following description), we have

B. Ray Tracing Simulations for CIR
Without loss of generality, we use ray-tracing method to
generate realistic CIRs and evaluate the performance of our
DoA estimation method for UAV virtual arrays. The raytracing based stochastic model can generate realistic CIRs
based on a wide range of multipath channel parameters, including realistic multipath time delays and propagation angles
for multipath components. We focus on narrowband
⇥
⇤ multipath
channels with line-of-sight (LoS) sight, h n, m can then be
defined as
Nmpc
X
⇥
⇤
~
h n, m = ↵0 ·ej ·~r[n] +
Gtx ·↵k ej (

~

r [n]
k + k ·~

k=1

) ·G

rx

(2)

where the LoS component to the transmitter has an amplitude
of ↵0 , and (Gtx , Grx ) denote the polarmetric Tx and Rx
antenna radiation patterns [20]. ↵k is the (relative) amplitude
of ray k, k is the phase of ray k. ~k is the wave vector
(containing to the DoA information of ray k) and ~r [n] are the
relative coordinates of the receiver when the UAV receives the
n-th packet w.r.t. the receiver coordinates when receiving the
initial packet. The term ~ ·~r [n] can be developped as follows:
~ · ~r [n] = 2⇡ (x [n] sin(')cos(✓)+

r [n, m] = ↵0 · s [m] · ej(

0 +2⇡f0 (tn +mTs )+

~ ·~
r [n])

+ ! [n, m]
(4)
The main difference between (4) and the signal at each antenna
in a conventional multi-antenna array is the term 2⇡f0 tn . Additionally, the position of the receiver x [n] , y [n] , z [n] at each
packet received time depends on the movement of the drone
receiver, which is different compared with the conventional
multi-antenna arrays where the positions of the antennas are
fixed. Two main tasks thus need to be performed to leverage
conventional multi-antenna array processing techniques:
1) Positions of the receiver (x [n] , y [n] , z [n]) needs to be
estimated with an accuracy of a fraction of a wavelength. In
this paper, We assume that we know the perfect position of the
UAV receiver. It can be argued that new generations of GNSS
receivers will allow to know the position of the UAV with
high accuracy, especially since UAVs benefit from excellent
satellite visibility.
2) The frequency offset f0 needs to be estimated and compensated in the received signal. After that, the DoA can then
be estimated using traditional multi-antenna array processing
techniques, such as MUSIC, beamforming and Estimation
of Signal Parameters via Rotational Invariance Technique

(3)

y [n] cos(')sin(✓) + z [n] cos(✓))
where ', ✓ is the azimuth-of-arrival and the elevation-of-arrival
of the transmitter, respectively. is the wavelength w.r.t the
carrier frequency, and x [n], y [n], z [n] are the x-, y- and
z- coordinates of the UAV
when receiving the n-th
⇥ receiver
⇤
packets. To simulate the h n, m in (2), we construct a realistic
LTE subcity model as the communication scenario, which
is shown in Fig. 2. This model includes multiple scattering
objects, such as ground, street, and building walls.
Our simulations are conducted by using CloudRT, a highperformance-computing and cloud-based 3D ray-tracing software developed by Beijing Jiaotong University [21], [22]. The
simulated rays in CloudRT can be classified as direct rays,
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(ESPRIT) [23].

noise subspace (6) and K represents the number of signal
source (in our case, K = 1). By developping the eigendecomposition of S, we obtain noise subspace E! . E! is
the N ⇥ (N K) matrix of eigenvectors corresponding to
the (N
K) smallest eigenvalues of S. Then the MUSIC
algorithm estimates the angular spectrum of the RF source by
performing a spectrum search as follows:

C. LO Frequency Offset Compensation
To estimate and compensate the LO frequency offset in (4),
we proposed two methods, based on our previous research
in [19]. The first method is a Stop-and-Start (SaS) approach,
where the UAV receiver first stands still before starting to
move. During standstill, only the LO frequency offset causes
the phase to change in (4), and can easily be estimated. This
estimated value f0 is then used during the movement of the
UAV receiver to compensate the LO frequency offset, where
each subsequent packet received by the UAV receiver during
its moving in (4) can be compensated as follows:
r0 [n, m] = r [n, m] e

j2⇡f0 tn

PM U (f0 , ', ✓) =

(5)

(f0 ,',✓)

Note that in the case of multipath channels, the MUSIC algorithm offers a much better resolution than simple beamforming
[24].
III. S IMULATION AND P ERFORMANCE A NALYSIS
A. DoA estimation results analysis

In the following step, we will illustrate the performance of
our proposed virtual array DoA estimation method. Two LO
frequency offset estimation techniques are investigated for the
DoA estimation of ground RF transmitters. The first method
is the SaS approach based on [19], where the UAV receiver
remains at standstill before moving. The frequency offset f0
is estimated during standstill and then used to compensate the
received packets. The second method is the joint estimation
algorithm by applying an adapted signal model, where the
frequency offset and DoA are estimated simultaneously. The
LO drift is simulated using the LO model described in [25],
[26], with the parameters q12 = 5.25 · 10 24 and q22 = 1.77 ·
10 21 , which are the values for OCXOs.
Fig. 4 shows the results of the SaS method for one simulation. In our simulation configuration, we consider that the UAV
receiver first remains at standstill for 1 second, then moves
following the predefined trajectory for 2 seconds. As illustrated
in Fig. 4(a), we use the packets received in the last 0.2s
before the UAV starts moving to estimate the LO frequency
offset f0 . Fig. 4(b) shows the phase of the received packet
before frequency offset compensation. The phase variations
in Fig. 4(b) before the movement (0 ⇠ 1s) are mostly due
to the local oscillator drift between the transmitter and the
receiver. Therefore, the phase shift due to the UAV movement
cannot clearly be identified. However, after compensating for
the frequency offset, the phase shift due to the movement can
be clearly observed, as shown in Fig. 4(c). Finally, Fig. 5
shows the MUSIC spectrum, which is used to estimate the
azimuth and elevation angle at the same time, after frequency
offset compensation. A clear peak is observed at azimuth 8
and elevation 56 , which is very close to the true DoA (12
for azimuth and 52 for elevation).
Fig. 6 shows the results of the Joint estimation method
for one simulation. In this method, only the received packets
during the UAV movement were used for processing. Fig. 6(a)

(6)

where a (f0 , ↵, ✓) represents the steering vector (containing
the LO frequency offset) defined as
2
3
~
ej(2⇡f0 t1 + ·~r[1]))
6 j(2⇡f0 t1 + ~·~r[2])) 7
6 e
7
7
a (f0 , ↵, ✓) = 6
(7)
..
6
7
4
5
.
ej(2⇡f0 t1 +

~ ·~r[N ]))

and x [m] contains the constant terms for all virtual antenna
elements, defined as
x [m] = ↵0 · s [m] · ej(

0 +2⇡f0 mTs )

(9)

Similarly to the beamforming case, f0 , ' and ✓ thus can be
estimated with a three-dimensional search:
⇣
⌘
fˆ0 , ',
ˆ ✓ˆ = arg max {PM U (f0 , ', ✓)}
(10)

The phase of the compensated packet should only change
due to the movement of the UAV receiver. The complex
signal r0 [n, m] can then be used to estimate the DoA by
applying conventional methods, e.g. 2D MUSIC. However,
this method suffers from two disadvantages. The most obvious
disadvantage is that the SaS approach restricts the movement
of the UAV receiver, as the UAV first needs to stand still before
moving. The second disadvantage is that the LO frequency
offset should not change too much between the moment the
receiver stands still and the moment the receiver starts moving,
which might not always be verified in practice (especially for
low-quality local oscillators).
The second proposed method consists of jointly estimating
the LO frequency offset and DoA with an adapted signal
model, by extending the traditional MUSIC algorithm to multiple dimensions. Note that this adapted signal model (5) could
be applied to multiple types of DoA estimation algorithm, such
as beamforming, ESPRIT, etc. Let us rewrite (4) by stacking
the N received packets in a column vector:
y [m] = a (f0 , ', ✓) x [m] + ! [m]

1
a⇤ (f0 , ', ✓) E! E! ⇤ a (f0 , ', ✓)

(8)

and ! [m] is the N ⇥ 1 white Gaussian noise vector, with
covariance matrix Rn = n2 IN , where n2 and IN represent
the noise power and unit matrix, respectively.
We can use the adapted signal model (5) with the MUSIC
algorithm. Let us define S = E {yy ⇤ } as the N ⇥N covariance
⇤
matrix, where E {·} and (·) are the expectation and the
Hermitian operator, respectively. In the case of the MUSIC
algorithm, we search for the K component orthogonal to the
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(a) Estimated LO frequency offset

(b) Phase before compensation

(a) Joint estimation for Azimuth

(c) Phase after compensation
(b) Joint estimation for Elevation

Fig. 4. LO frequency offset estimation and compensation in SaS approach.
(a) The blue curve indicates the LO frequency offset between transmitter and
UAV receiver, red dashed line indicates the estimated frequency offset. (b)
The phase of received packets before compensation. (c) The phase of received
packets after compensation

(a) Azimuth estimation for SaS

Fig. 6. Simulation results of the Joint estimation approach based on 3D
MUSIC search (versus f0 , ↵, and ✓). (a) The peak indicates the estimated
offset f0 and estimated azimuth ↵ = 10 , where true azimuth is 12 . (b)
The peak indicates the estimated offset f0 and estimated elevation ✓ = 55
, where true azimuth is 52 .

(b) Elevation estimation for SaS

Fig. 5. Simulation results of the SaS estimation approach based on 2D MUSIC
search. (a) A clear peak is observed at azimuth 8 and true azimuth is 12 .
(b) A clear peak is observed at elevation 56 and true elevation is 52 .

(a) CDF of azimuth estimation

shows the three-dimensional MUSIC spectrum (versus f0 , ',
and ✓). The peak of the spectrum indicates the estimated LO
frequency offset f0 , and also the estimated DoA (azimuth and
elevation) corresponding to the peak. A clear peak can be
identified at 10 for azimuth and 55 for elevation, close to
the true DoA of 12 for azimuth and 52 for elevation.

(b) CDF of elevation estimation
Fig. 7. CDF of DoA estimations for UAV virtual array by using SaS/Joint
method, respectively. The results indicate that, in line-of-sight, the estimation
error is below 15 in all cases (for both azimuth and elevation angles).

B. UAV virtual array performance evaluation
In this section, we evaluate the performance of our UAV
virtual multi-antenna array DoA estimation method through
ray-tracing simulations. As introduced in Section II, we set
the UAV virtual array at the center of the 3D map with
an altitude of 80m. We also set 5, 000 uniformly distributed
ground transmitters with LoS visibility , then perform the DoA
estimation for each ground transmitter.
For both the SaS approach and the joint estimation approach, it can be seen that in LoS scenarios, the estimation
error is below 5 in all cases (for both azimuth and elevation
angles). The results of the joint estimation are very similar to
the ones in the SaS case, in both azimuth and elevation domain.
The advantage of the joint estimation method is that there is

no need to stop the UAV receiver before the movement. Such
usage flexibility comes at the cost of more computation power
to perform the three-dimensional search over f0 , ', and ✓. The
SaS approach estimates the LO frequency offset at standstill,
which is very reliable, but the true LO frequency offset might
drift between the standstill and the movement phase. The
difference in the estimated LO frequency offset between the
SaS and joint estimation approach can be evaluated. Both
methods provide LO frequency offsets that are very close,
in the order of (5 ⇠ 10Hz) for our simulations, consistent
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with the OCXO specifications that we set for simulation
configuration, with a mean difference of 0.04 Hz (and a
standard deviation of the difference of 0.15 Hz).
While this error can be considered high with respect to
conventional multi-antenna arrays, it needs to be reminded
that this is a fundamental shift from conventional multiantenna DoA estimation theory. We are trying to estimate
DoA with a UAV that equipped a single antenna receiver,
which requires to estimate and compensate LO frequency
offset. In that respect, it can be expected that performances
would decrease. We believe that further optimization of the
LO offset/DoA estimation methods in UAV-based networks
is possible, and better design of UAV receiver trajectories
to compose virtual multi-antenna array can be performed to
improve DoA estimation performances and save computation
power. However, this is beyond the scope of this paper.
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IV. C ONCLUSION
A promising method was proposed to estimate the DoA of a
ground RF transmitter with a UAV that equipped with a single
antenna. By considering several packets along its trajectory,
the UAV receiver creates a virtual multi-antenna array that
can use conventional DoA estimation algorithms. In order to
do that, we propose two new methods to evaluate the LO
frequency offset between ground RF transmitters and UAV
receivers. To evaluate the feasibility of the UAV virtual multiantenna array DoA estimation method, we also performed
extensive ray-tracing simulations. We simulate the channel
between ground users and UAV receivers based on an urban
city scenario, and also takes into account the LO frequency
offset. The estimated DoAs of ground users after LO frequency
offset compensation is estimated and compared with the true
DoAs. The results indicate that, in line-of-sight scenarios, the
estimation error is below 5 in all cases (for both azimuth and
elevation angles). Our future work will focus on evaluating and
improving the robustness of the proposed method, including
NLoS cases and local oscillators of different qualities.
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Only when the correct silo is identified, the corresponding bulk
compartment can be discharged into the silo. For this purpose,
we propose an Internet of Things (IoT) based solution that
can communicate between bulk trailer and silo. The challenge
in the technological exploration occurred due to the following
two conflicting requirements: 1) Silos can be as close as 10 cm
together. False detection of secondary silos must be avoided
at all costs and 2) the trailer can be parked up to 100 m
away from the silo with the Line-of-Sight (LoS) potentially
being obstructed by e.g. trees, concrete walls and metal. This
distance has to be covered by a wireless link.
While many IoT communication technologies exist, none
alone offer the required service. Hence, our solutions present
as daisy-chain of robust communication technologies to guarantee connection between silo and trailer. A smart IoT-device
gets attached to the silo and is responsible for silo identification on the one hand, and forwarding the silo identification
to the bulk trailer on the other hand. This way the IoTdevice forms a bridge between silo and bulk trailer. For
simple, robust and reliable silo identification, Near Field
Communication (NFC) is implemented on the IoT-bridge and
the silo is equipped with an NFC-tag. The chosen technology
to communicate between the IoT-bridge and the bulk trailer
is Long Range (LoRa) due to its ability assure long-range

Abstract—Multiple major food crises have plagued the world
in the last decades. In many cases, tracing the original contamination back to its source proves to be a difficult challenge
due to no tracing mechanism being in place for food and feed
past the production facility. Introducing a system that can trace
delivery between the production site and the silo addresses this
problem. For this purpose, a novel approach to identify silos and
communicate this information with the bulk trailer is introduced.
We propose an approach using an NFC-LoRa tandem to fulfill
the contradicting communication requirements. We discuss state
of the art technologies and elaborate our technical choices. A
functional prototype was built and validated.
Index Terms—NFC, LoRa, agriculture, food safety

I. I NTRODUCTION
Safety in the agri-food chain is a key element for public
health and trust. Controversies regarding this subject appear
in the press on a regular basis. In Western Europe alone,
there have been multiple major food crises in the last decades
(e.g. Dioxin affair [1], EHEC outbreak [2] and Fipronil eggs
contamination [3]). Animal feed or human food producers put
enormous efforts in establishing reliable mechanisms to trace
the commodities up to the moment they leave the production
site. However, once the bulk leaves the production site, no
further tracking mechanisms exist. Practice shows bulk goods
end up in an incorrect silo occasionally. Erroneous deliveries
can create, if detected, significant costs for the customer. The
delivered bulk has to be destroyed and the silo needs to be
sanitized. Even worse, if undetected, it could have a significant
impact on the food-chain and put the health of animals and
people at risk.
Introducing a fully automated tracing system can guarantee
safety for the food chain and avoid unnecessary costs. Furthermore, a contamination (like dioxin or fipronil) could be
traced back to their source much more effectively, minimizing
the consequences on the food chain and possibly averting
a crisis all together. Such a system requires information at
the trailer side on which kind food or feed it is transporting
and which silo it has to be loaded in. This data-transfer
has to happen at the production site. The bulk trailer is
compartmentalized adding to the complexity of tracing each
good individually. Once the trailer arrives at the customer
premises, a verification needs to happen on the silo’s identity.

Supply pipe

Exhaust pipe
Silo identifiable with NFC

LoRa enabled bulktrailer

IoT device equipped
with LoRa-NFC tandem

Fig. 1: The trailer is connected to the silo by means of a
filling tube. This tube may cover long distances. The IoTdevice is connected to one of the pipes equipped with an NFCtag. Only when the correct silo is detected, the food from the
corresponding compartment can be discharged into the silo.
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connection in extreme environments. Fig 1 illustrates the setup.
This paper summarizes the state of the art technologies to
identify the silo and to communicate between the IoT-bridge
and trailer. Next, we elaborate on the selected technologies.
Furthermore we discuss our experimental setup, draw conclusions and summarize future work.

guaranteed in environments where LoS may be obstructed by
trees, metal and concrete.
We evaluate Zigbee Pro, Sigfox and LoRa as possible
communication technologies for this link. An overview of the
most relevant specifications for these standards is given in
Table I.
The Sigfox network offers an end-to-end Low Power Wide
Area Network (LPWAN) solution focusing on extended range
and low power transmissions and thus allowing long battery
life [7]. A network operator provides coverage using proprietary base stations. While distances up to 50 km can be
covered, more remote areas still are not sufficiently coved
for this application [8]. Besides, due to the proprietary nature
of the technology, no private networks can be deployed and
hence, connectivity is only offered as a service [9].
Zigbee PRO is a an IEEE 802.15.4 based specification
offering the possibility to deploy ad hoc mesh networks [10].
It supports communication in the 2.4 GHz and sub-GHz
band. Sub-GHz transmissions offer longer range up to 1 km.
However, Zigbee Pro modems (e.g. an XBee Pro) come at a
very high cost (e 75).
Finally, there is Long Range Wide Area Network (LoRaWAN) [11], another LPWAN solution. It employs Chrip
Spread Spectrum (CSS) as a modulation technique with a
variable Spreading Factor (SF). Increasing the SF will increase
the range at the cost of data rate, time on air and power
consumption. Network coverage is provided by operators,
yet there are also community sourced LoRaWAN networks,
for example The Things Network (TTN). Many modems
(e.g. SX1276 or RN2483) allow communicating in a P2P
fashion employing just the LoRa physical layer. This increases
deployment flexibility, eliminates a possible subscription cost
and the need for the application to be within the network
coverage zone. Modems are much more inexpensive (e 5-10)
than Zigbee Pro modems. It assures connection in extreme
environments well beyond our 100 m requirement as described
in our related work [12].

II. T ECHNOLOGY OVERVIEW
The smart device requires two technologies, each with their
own, sometimes conflicting, requirements. These requirements
together with possible technological solutions are discussed in
this section.
A. Unambiguous Silo Detection
The silo requires a Unique Identifier (UID) that is linked
to its location, owner and the kind of substance it contains.
This implies that an identifier has to be attached to the silo
that securely links the silo to this information. Critically,
the identification must be low-cost, secure and robust against
dust, dirt and environmental influences like extreme weather
conditions.
The most simple technology that can be used is Quick
Response (QR) codes [4]. A QR code is a matrix barcode that
contains the identifier. QR codes are cost-effective, straightforward to attach to the silo and use. However, dust and dirt can
render them unreadable, they can easily be vandalized and they
are accessible to anyone. Most importantly, user error cannot
be eliminated completely, an absentminded driver could easily
scan the wrong QR code from a nearby silo.
Another common UID technology is touch memory [5].
These devices consist of a memory chip enclosed in a thick
stainless steel coin-like enclosure. The enclosure is extremely
robust against scratches and corrosion. However, it requires a
physical connection making it sensitive to dirt and dust.
A contactless option is Radio-Frequency Identification
(RFID). This technology leverages on electromagnetic fields
to detect tags in a reader’s proximity. Numerous standards
and implementations exist, each aimed at specific applications [6]. Leveraging RFID tags for identification fulfills all
requirements but one. Most RFID standards do not restrict the
detection range to maximum 10 cm. However, an extension
of the RFID specification, called NFC, is aimed specifically
at short range applications such as identification and authentication. NFC-readers are capable of detecting tags at a
distance less than 10 cm allowing unambiguous silo detection.
Moreover, tags covered in dirt can still be detected due to
the contactless readout. Finally, the tags attached to the silo
are extremely low-cost allowing for large scale cost efficient
installation for customers. These combined advantages make
NFC an excellent technology for this application and hence
our preferred solution.

III. S ETUP AND VALIDATION
A functional prototype was built using off-the-shelf components. The prototype’s functionality is illustrated in Fig. 2.
A LoRa-receiver module on the trailer communicates with
the trailers control system. The chosen LoRa-modem is the
SX1276 [13] because of its low cost and high availability. The
NFC-reader and LoRa connectivity are controlled by a simple
microcontroller. Our setup used the ATmega328P [14] because
of its excellent documentation and community support. The
NFC-reader is based on NXP’s CLRC663. The chip is a multiprotocol NFC-frontend ensuring compatibility with various
kinds of tags that may be used in different geographical
regions [15]. In most cases, the silos will be equipped with
on-metal tags. No other permanent changes need to be made
to the silo. The IoT-bridge first detects the UID programmed
onto the NFC-tag. The UID is sent to the bulk trailer using
the LoRa connection. The bulk trailer will automatically allow
the corresponding load for the silo to be discharged. If no

B. Robust Long Range Connectivity
Once the silo has been identified, the UID has to be
communicated to the bulk trailer. This requires Very little
throughput yet at long range and connection needs to be
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Deployment model
Data rate
Range (theoretical)
Frequency band
Topology

Zigbee Pro

Sigfox

LoRa

Ad hoc
250 kb/s (2.4 GHz) and 20 kb/s (Sub-GHz)
Up to 1 km
2.4 GHz ISM and Sub-GHz ISM
Mesh

Nationwide with no roaming
100 bps (UL), 600 bps (DL)
Up to 50 km (rural)
Sub-GHz ISM
Star

Ad hoc
0.3 - 37.5 kbps
Up to 15 km (rural)
Sub-GHz ISM
Point-to-Point (P2P)

TABLE I: Comparison of wireless communication candidates
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Control system

LoRa transceiver

Smart IoT device

LoRa transceiver
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Silo

NFC-reader

NFC-tag

Fig. 2: A schematic overview of the communication tandem. The IoT-bridge will detect the silo’s UID with NFC and forward
it to the trailer by a P2P connection. The trailer’s control system will release the corresponding load for the silo.

Silo tag
Acrylic dummy pipe

Dummy bulk trailer transceiver

Alternative tags

LoRa P2P connectivity

Smart IoT-bridge

Fig. 3: The practical setup is depicted here. The picture shows the acrylic tube emulating the fill or exhaustpipe of the silo.
An on-metal NFC-tag programmed with its UID is attached to the tube. A few alternative NFC-tags with incorrect UID are
provided. The prototypeIoT-bridge and bulk trailer transceiver communicating with a LoRa P2P are also depicted. The bulk
trailer transceiver is equipped with an LCD-screen. The LCD-screen displays information regarding the detected tag and if the
bulk load may be discharged.
corresponding silo is detected, no bulk will be discharged,
thus ensuring full traceability of the bulk. Fig. 3 shows a
picture of our demo setup. An acrylic pipe emulates the silo
on which an NFC-tag is attached. Multiple incorrect tags are
provided on the setup to prove functionality. The IoT-bridge is
not permanently attached to the acrylic pipe so different tags
can be detected. The trailer is emulated by a device similar to
the IoT-device but without NFC-functionality. It is equipped
with an LCD-screen to provide information concerning the
detected tag. Every building block has been experimentally
validated in the field.

IV. C ONCLUSION
This paper has presented a solution to ensure full traceability
of food and feed from the moment it leaves the production site
until the moment it enters a silo. Our solution focuses on the
link between bulk trailer and silo. We have discussed state of
the art concerning communication and identification. A short
and long range communication tandem based on NFC and
LoRa was conceived. A prototype setup was built, validated
and showcases functionality.
ACKNOWLEDGMENT
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Introduction. There has been a lot of interest in processing data supported on graphs (sensor networks,
social networks, protein interaction networks, citation networks, brain networks). Often, due to the large size
of such networks, we would like to reconstruct noisy signals from a small number of nodes through sampling [1].
Kernels [2] contain prior information about the signal we wish to reconstruct. We introduce the general idea of
determinisitc as well as stochastic graph signal reconstruction with their corresponding kernels and how they
are connected to ARMA graph filters [3]. The advantage of ARMA graph filters is they are distributed and can
be used for signal reconstruction at node level. We model the problem of selecting the filter and filter designing
as the one that minimizes the reconstruction mean square error MSE and solve for both jointly. The MSE
is a complicated function of the filter parameters as well as the sampling variables. We keep one of the filter
parameters constant and update the sampling variable and the other parameter alternatively till convergence.
The problem is expressed as
minimize

d∈Rn ,ψ∈RP ,φ∈RQ+1

subject to

MSE(P, D, Q)
T

1 d = |S|,

0 ≤ d ≤ 1,

P=−

D = diag(d),

P
X

p

ψp L ,

p=1

Q=

Q
X

φq Lq ,

(1)

q=0

where φ0 . . . φQ , ψ1 . . . ψP are the filter coefficients and d is the sampling variable.
Results. We show some of the results we obtained on synthetic and real data. For synthetic data. we
generate a stochastic diffusion signal and use three different kernels to evaluate their performance. The plot on
the left shows that the lowest error is obtained for the wiener filter, which does operate on stochastic conditions.
For real data, we use the Molene temperature dataset and compare the performance of our sampler with random
sampling and other alternatives. The plot on the right shows that our sampling set selection and reconstruction
outperforms current alternatives.
MSE per node vs Number of selected nodes for Molene Dataset
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Abstract—Multi-channel systems like electroencephalography
(EEG) and magnetoencephalography (MEG) are useful tools to
record a persons neural responses to, e.g., an auditory stimulus.
It has already been established that these responses can be
used to study how our brain functions, as well as estimate
speech intelligibility, auditory attention, motor imagery etc.
Research on neural responses also have promising applications
in brain-computer interfaces (BCIs). For example, auditory
attention information decoded from the EEG signals of the
listener in a competing talker scenario can assist the acoustic
noise suppression algorithm of a hearing aid by identifying
which speaker is the attended speaker. However, a common
problem with MEG or EEG recordings is the low signal to
noise ratio (SNR) which makes it challenging to estimate task
related neural responses or temporal response functions (TRFs)
describing the linear relationship between the stimulus and
the neural response, particularly over short data windows. To
counter this, experimental designs often include repeated trials,
which are then averaged to directly improve the SNR or to
inform the design of a spatial filter that projects the data onto
high-SNR directions. However, collecting repeated trials is often
impractical and even impossible in some paradigms, particularly
for EEG where a large number of such repetitions are required.

Main Results. On a dataset of 16 subjects attending to 1
speaker in a two-speaker scenario, our method resulted in
higher attention decoding accuracies compared to existing
TRF-based decoding methods. Our method also resulted in
better short-term TRF estimates compared to those estimated
from the raw neural recordings.
Significance. As the method is fully data-driven, the dimensionality reduction enables researchers to perform their analyses
without having to rely on their knowledge of brain regions of
interest, thus eliminating to an extent, the human factor in
the results. The method also does not require repeated trials,
thus relieving experiment design from the necessity of presenting
repeated stimuli to the subjects1 .
Index Terms—EEG processing, temporal response function,
speech entrainment, spatial filtering, denoising, forward modeling, attention decoding.

Objective. A data-driven spatial filter design that takes
advantage of the knowledge of the presented stimulus, to achieve
a joint noise reduction and dimensionality reduction, without
requiring repeated trials.
Methods. Forward modeling, using the method of least
squares, is used to project the stimulus into the electrode
space. The second-order statistics of this estimated desired
signal (stimulus following response) as well as the raw neural
data are used to estimate a set of spatial filters that maximize
the SNR of the neural response in the output, based on a
generalized eigenvalue decomposition (GEVD). We compared
the performance of our method to that of denoising source
separation (DSS) and averaging over channels, in the context of
auditory attention decoding (AAD).
The work is funded by KU Leuven Special Research Fund C14/16/057
and OT/14/119, FWO project nrs. 1.5.123.16N and G0A4918N, FWO PhD
grant awarded to Jonas Vanthornhout (1S10416N), the ERC (637424 and
802895) under the European Union’s Horizon 2020 research and innovation
programme.
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Abstract—Visible Light Communication (VLC) and Positioning
(VLP) are both promising technologies offering data transmission
and accurate indoor positioning respectively. Integrating existing
VLC and VLP schemes is however challenging as LED synchronization is required for this purpose. In this work, the feasibility
of synchronization by means of reflected light is examined.
Index Terms—Visible Light Communication, Visible Light
Positioning, Synchronization, LEDs

A. Local clock alignment
In this approach, each LED reconstructs the master frequency by clock dividing their assigned frequency. However, a
random phase shift occurs as LEDs are unsynchronized. The
photo detector signal at each LED is sampled and the Fast
Fourier Transform (FFT) is used to calculate the phase difference. The LED modulation signal is subsequently delayed to
correct the phase difference and achieve synchronization.

I. I NTRODUCTION

B. Phase Locked Loop
Another implementation relies on a Phase Locked Loop
(PLL) to provide synchronization. The photo detector signal
is filtered, amplified and digitalized to allow a PLL to lock.
The PLL can also be used for orthogonal frequency synthesis.

LEDs are ubiquitous in contemporary lighting infrastructures because of their improved energy efficiency and longlasting lifetime. Additionally, the fast switching rate allows
the modulation of visible light and offers the opportunity for
Visible Light Communication (VLC) and Positioning (VLP),
which have both already been researched thoroughly. VLC
standards such as On-Off Keying (OOK), Pulse Position
Modulation (PPM), and Color Shift Keying (CSK) have already been included in IEEE 802.15.7 [1] while several other
modulation techniques have been proposed and evaluated [2]–
[4]. VLP on the other hand serves an accurate solution for
indoor positioning reaching accuracies of up to 10 cm [5]
while existing Wi-Fi based systems typically only achieve 2
to 5 m accuracy [6]. Synchronization is however necessary
to provide simultaneous support of both communication and
positioning. In this work, the feasibility of synchronization
based on reflected light is researched.

III. E VALUATION
Both implementations described were evaluated and the
feasibility of synchronization based on reflections was shown.
However, further research and optimization is necessary as
successful synchronization relies heavily on the surroundings
to achieve sufficient signal-to-noise ratio for the master LED
signal at each photo detector.
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II. S YNCHRONIZATION
To provide synchronization by means of reflected light,
each LED is equipped with a photo detector with built-in
transimpedance amplifier (TIA). One LED serves as master
and all other LEDs use the output signal of their respective
photo detectors to synchronize on the master LED. All LEDs
switch at orthogonal frequencies separated by one octave
compliant with [5]. Two implementations were developed and
evaluated.
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Abstract—In wireless sensor networks (WSNs) it is crucial to
use resources, such as energy and communication bandwidth, in
an efficient manner. The bit depth used to encode the sensor
signal samples heavily influences energy consumption, as it
strongly impacts the amount of information to be transmitted
between the sensor nodes. Bit depth allocation problems seek
to assign a certain bit depth to each sensor signal such that
the total energy consumption is minimized while a performance
constraint is still respected. We focus on a multi-channel signal
estimation task for the WSN, which has applications in, e.g.,
speech enhancement for wireless acoustic sensor networks [1] and
artifact removal in electroencephalography (EEG) networks [2].
For the sake of simplicity, we assume a centralized architecture
where all sensor signals are transmitted to a fusion centre
(FC). Two common approaches for signal estimation are linearly
constrained minimum variance (LCMV) beamforming [3] and
minimum mean squared error (MMSE) estimation, also known
as multi-channel Wiener filter [1]. We compare the bit depth
allocation problem based on MMSE with the bit depth allocation
problem in [3] for the case of LCMV beamforming. A difficulty
of both problems is the non-convexity of their constraints,
which for the LCMV case is solved through the use of convex
relaxation via the matrix inversion lemma [4]. We show how the
application of the matrix inversion lemma allows to transform
the MMSE constraint into a convex constraint, which can then
be interpreted as a constraint on the excess MMSE due to
quantization, without requiring convex relaxation. This has the
important consequence that the bit depth allocation problem
based on MMSE is less complex to solve, and its solution is
guaranteed to be optimal up to discretization. To conclude the
paper, we compare the complexity of the algorithms to solve both
problems with numerical simulations.

[1] B. Cornelis, M. Moonen, and J. Wouters, “Performance analysis of
multichannel Wiener filter-based noise reduction in hearing aids under
second order statistics estimation errors,” IEEE Transactions on Audio,
Speech, and Language Processing, vol. 19, no. 5, pp. 1368–1381, July
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vol. 26, no. 11, pp. 2015–2026, Nov 2018.
[4] D. J. Tylavsky and G. R. L. Sohie, “Generalization of the matrix inversion
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Index Terms—Signal estimation, beamforming, noise reduction, rate allocation, wireless sensor networks
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Current hearing prostheses and cochlear implants contain
state-of-the-art noise reduction algorithms, which perform well
in the presence of a single speaker. However, in a multispeaker environment - a so-called ‘cocktail party’ scenario the hearing prosthesis lacks information about which speaker
the user aims to attend and which speaker(s) should be
treated as background noise. Recently, it has been shown
that it is possible to extract the attentional process from the
brain activity, i.e., where it originates. More specifically, it
has been shown that the brain tracks the speech envelope
of the attended speaker [1], [2], which is reflected in, e.g.,
the electroencephalogram (EEG) signal. As a consequence,
it becomes possible to neurally steer the noise reduction
algorithm towards the attended speaker, resulting in a so-called
‘neuro-steered’ hearing prosthesis.
As a result of these fundamental insights from neuroaudiology, numerous auditory attention detection (AAD) algorithms have appeared in the literature [3]–[6]. The accuracy
of these AAD algorithms, evaluated via the number of correct
AAD decisions, heavily depends on the amount EEG and audio data they are operating on, i.e., the decision window length.
As different scientific reports use different decision window
lengths, accuracies of AAD algorithms become incomparable.
Moreover, in the context of hearing prostheses, the accuracy in
itself does not suffice as a performance metric, as the decision
window length is equally important, thereby providing a tradeoff.
In search of an interpretable, single-number performance
metric for AAD algorithms, that combines both the accuracy
and the decision window length, we propose a new metric:
the expected switching time (EST) [7]1 . The EST is based on
a Markov chain model of an adaptive gain control system

within a hearing prosthesis. Based on this Markov chain
model, we quantify the expected time to perform an attention
switch between two speakers, which is affected by both the
accuracy and decision window length. As a by-product, the
step-by-step derivation of the EST metric results in an optimal
Markov chain model to adaptively control the gain of a hearing
prosthesis.
We show how the EST metric is derived and how the
Markov chain is optimized. We validate the metric on simulated data and show that this new metric meets the aforementioned criteria of a performance metric by evaluating the
EST metric for different algorithms based on real EEG data.
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of ADC channel priority setting will be part of this quality
investigation. To minimize the impact on changes of these
input signals, measurements on both platforms were performed
with the same input signals. As input signals to the two
platforms, both a sine wave and square wave were chosen.
The root cause of jitter created on multiple cascaded
ADC channels will be examined and different implementation
possibilities will be proposed to decrease this jitter without
compromising the overall performance of the platform. Sample
rate limits have been explored using this platform with the
use of polling implementation in function of the tick rate and
expected tick period jitter margin value for both single and
multiple ADC channels.
To conclude, a number of rules will be introduced of how
many possible parallel channels can be used depending on
the selected tick rate, conversion time and sample rate per
channel. The results of two examples following these rules
will be shown.

Abstract—The amount of Internet of Things (IoT) devices
is increasing, but they are not optimized for accurate data
collection and suffer in many cases from missing samples, low
resolution data or just erroneous data like in [1]. Deploying
many regular Data Acquisition (DAQ) systems is unfeasible due
to their high cost. For this purpose, a Real Time Operating
System (RTOS) platform has been evaluated as a low cost,
high volume alternative. The chosen platform is based on the
i.MX RT1050 by NXP. The chosen RTOS is FreeRTOS. In
first instance, we evaluate if the system is capable of sampling
various channels at high speed. Next, we compared an on-board
Analog-to-Digital Converter (ADC) running in polling mode
and a digital ADC communicating with I2 C with a National
Instruments DAQ system to model the jitter and deviation of
the data. Finally we quantify the quality of the acquired data
compared to the National Instruments DAQ. Results showed that
the RTOS platform is a good alternative. Further optimisations
are also discussed.
Index Terms—i.MX RT1050, FreeRTOS, DAQ, ADC

I. I NTRODUCTION
An RTOS system schedules various tasks and executes them
at a defined time and as such a deterministic behaviour of the
platform is created. Nonetheless, some conflicts between some
tasks can occur. In this case the task with the highest priority
will be performed first, introducing a shift in time for the other
tasks and consequently creating some jitter for the sample it
is capturing.
This work investigates the performance of such an RTOS
platform and compares it to a commercially available DAQ
solution from National Instruments [2]. Our chosen platform
is based on the i.MX RT1050 by NXP [3]. This chip utilizes
an ARM Cortex M7 microprocessor clocked at 600 MHz. The
chosen RTOS is FreeRTOS [4].
The methods used to quantify the quality of the acquired
data will be discussed with the use of measured data from
the platform itself and the DAQ reference. With a focus
to jitter and data quality, both time domain and frequency
domain qualification methods for comparison between these
two platforms will be described.
Next, the results of a number of different scenario’s will
be shown to quantify the possible impact of the performance
of the acquired data with increasing or variations of the
sample rate, tick rate and conversion time on both single as
multiple ADC channels running in parallel. Also the impact

II. C HOICE FOR A REAL TIME KERNEL
There are different, well established techniques available for
the development of good embedded software without the use
of a kernel. If the system to be designed is relative simple, than
this is perhaps the best choice for implementation. With more
complex cases the use of a kernel has the preference, where
exact the limit for change of choice is situated, is subjective.
In an RTOS, besides the priorities which can be defined for
tasks, there are a number of other benefits that the use of a
kernel can bring.
The kernel can be made fully responsible for execution
everything related to timing and provides a time-related API
to the application. This allows the structure of the application code to be simpler by abstracting the information. This
abstraction of time information results in less interdependencies between modules, making the general application better
controlled and predictable. In principle, the kernel can be
made fully responsible for timing, meaning that the application
performance is less susceptible to changes in the underlying
hardware.
Tasks are independent modules, each of them has his own
well defined purpose, which gives a broad way of modularity
to software development using an RTOS kernel. Furthermore,
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by defining the interfaces of the tasks, each task can be
designed independently from other tasks and these, as they
are independent modules with clear interfaces, they can be
separately tested. Using an RTOS kernel, tasks can be fully
event-driven, which means that no processing time is wasted
by polling for events. Note that there is a loss of efficiency
since the RTOS task scheduler needs to decide at every tick
period which task will be able to run.
III. P ERFORMED STUDIES TO DETERMINE THE ACQUIRED
DATA QUALITY AND JITTER

The test set-up used to measure the data in this study
exists of the NXP platform based on the i.MX RT1050, using
the FreeRTOS kernel. Four on-board ADCs are being used,
one I2 C ADC and an LCD of 2x16 characters which is
showing visual progress when the program is running. The
block diagram of this test set-up is shown in Fig. 1.
The methods used to quantify the quality of the acquired
data will be discussed with the use of measured data from
the platform itself and the DAQ reference. With a focus
to jitter and data quality, both time domain and frequency
domain qualification methods for comparison between these
two platforms will be described.
To be able to conclude if the acquired data from the selected
platform and the DAQ reference are comparable, a number of
comparison methods have been used.

Fig. 2: Both signals after interpolation and removing offset

A. Comparison in time domain

Fig. 3: Comparison of both signals after the post processing
operations

1) Determination of the Root-Mean-Square (RMS) value of
the difference between both signals: In order to compare both
acquired data vectors, the results need to be placed on top of
each other. Certain mathematical operations are necessary to
achieve this goal and they differ for the sinus wave versus the
square wave comparison.
With respect to sine wave input signal, the data values
acquired from the selected platform were interpolated to the
time stamp values of the reference signal via postprocessing
in Matlab. In a second step, the phase shift needs to be
determined to be able to synchronize both signals. To be able
to do this, the offset voltage level is being subtracted as shown
in Fig. 2 and then a search in the data arrays was performed

looking for the values crossing the 0 voltage level to determine
the time difference. Once found, a new interpolation is needed
to plot the signals on top of each other. The example shown in
Fig. 3 is the result of such an operation where an input signal
of 2 kHz was used as input acquired with a sample rate of
44100 sps.
As a last step, the RMS value of the subtracted values
between both vectors is calculated to create one figure as a
measure of comparison. In this example, the resulting RMS
value is 0.017 44 V.
For a square wave, the post processing operations performed
are different. Because of the nature of square waves, a normalisation operation was done first to the 0 V and 3 V levels.
With this action, focus was given to the impact of jitter in
the comparison. The other operations are identical. Fig. 4 is
showing the result of these operations resulting in an RMS
value of 0.532 94 V. The signal and test set-up parameters
used were identical to the sine wave example, except now a
square wave was used.
This RMS value is bigger than what was calculated for
the sine wave, but this is mainly due to the nature of this
calculation, each difference in the square wave compared with
the reference counts for a maximum difference of 3 V during
the time of there is jitter on the rising or falling edge.

Fig. 1: Block diagram of the test set-up
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Fig. 6: Jitter on sample time for a square wave

Fig. 4: Comparison of both signals after the post processing
operations

2) Cross correlation: Cross correlation is a different post
processing method used to compare both signals which again
results in one figure. If both signals are identical, the cross
correlation value is 1. Fig. 5 is showing the results of cross
correlation for the same vectors as used in former calculation
and results in a value of 0.999871 for the sine wave. The cross
correlation value for the square wave is 0.9393049.

Fig. 7: FFT of both signals
B. Comparison in frequency domain
Also a comparison of the acquired data has been examined
in frequency domain between both platforms by means of
an Fast Fourier Transform (FFT). This gives a good visual
comparison method and has been used to further examine the
differences in detail in case the cross correlation and RMS
values were bad. An example for a square wave is given in
Fig. 7.

Fig. 5: Cross correlation of both signals

IV. ACQUIRED DATA QUALITY OF RTOS FOR DIFFERENT
SCENARIO ’ S

3) Jitter on sample time: Both former comparisons were
examining the quality of the signals. The differences between
them is in principle a result of jitter on the sample timing. Here
we are showing the jitter of the selected platform compared to
the real sample rate. As an example a square wave is used of
10kHz acquired with a sample rate setting of 88200 sps. The
sample rate the platform was actually achieving was 88209.4
sps, falling within an acceptable sampling frequency interval.
This actual sample rate value has been calculated via post
processing and is needed to visualize jitter in the acquired data
against this sample rate. Fig. 6 is showing the achieved values
in a histogram, where can be seen that for the used settings
the majority of the measured jitter values are located between
−10 ns and 20 ns what in this case a very low value is. For
ease of comparison, boxplots are also used later in this paper.

Above described methods are applied in different situations
to determine the quality of the selected platform.
1) Scenario 1: Impact on the quality of the acquired data
and jitter by changing the sample rate of a single ADC
channel. A 2 kHz input signal is used, both sine and square
wave.
The results of this examination can be found in Table I and
below histogram of Fig. 8 (only the sine wave is shown). As
a result, one can conclude that the results are very good. Best
quality is achieved with higher sample rates. The higher the
sample rate setting, the bigger the deviation of the achieved
sample rate value.
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TABLE I: RMS and correlation values for scenario 1
Sine wave

Square wave

Fs [sps]

RMS

COR

Achieved
Fs [sps]

RMS

COR

Achieved
Fs [sps]

22.05
44.1
88.2
176.4

0.03070
0.03166
0.02387
0.01850

0.99957
0.99957
0.99975
0.99990

22058.83
44117.65
88235.34
176470.58

0.57438
0.53294
0.24938
0.18926

0.92669
0.93688
0.98618
0.99204

22058.84
44117.66
88235.39
176470.44

Fig. 9: Measured jitter for scenario 2
3) Scenario 3: Impact on the quality of the acquired data
and jitter by changing the conversion time of a single ADC
channel. The input signal used is a 10 kHz sine wave.
Different total conversion times can be achieved depending
on the selected clock signal to the embedded ADC of the i.MX
RT1050 and configuration settings [3], [5]. The difference
between the achieved total conversion compared to calculated
values are pretty similar when the IPG clock is used and are
showing the extra time needed because of our implementation,
this is the latency to start up the ADC task and extra time
the timescheduler of FreeRTOS needs at the end of each tick
period.
Table III and the boxplots in Fig 10 are showing the
results using different conversion times with as conclusion
that no significant impact can be found both on quality of the
acquired data and jitter. Notice that the smallest conversion

Fig. 8: Measured jitter for scenario 1

2) Scenario 2: Impact on the quality of the acquired data
and jitter by changing the tick rate and the sample rate of a
single ADC channel. The input signal used is a 10 kHz square
wave.
Results are shown in Table II and boxplot of Fig. 9. A
higher tick rate has a positive impact to the quality of the
signal and has less jitter. But there is an optimum. When the
tick period comes close to the total conversion time, then jitter
will increase. We will further examine this behavior in a later
section of this paper.
The effective sample rate with the chosen settings is also
showing a limitation, this limitation is lower when higher
tick rates are being used. The root cause of this behavior is
because the task scheduler will use more CPU resources with
higher tick rates which will limit the effective sample rate
further.

TABLE III: RMS and correlation values for scenario 3
Conversion time [µs]

RMS

COR

6,59
3,49
1,96
1,11
0,693

0,03017
0,02792
0,03087
0,03427
0,03584

0,99990
0,99991
0,99992
0,99981
0,99994

TABLE II: RMS and correlation values for scenario 2

1
2
3
4
5
6
7
8
9
10

Tick Rate
[Hz]

Fs [sps]

RMS

COR

Achieved
Fs [sps]

88200
88200
176400
176400
200000
210000
220000
222500
352800
352800

44100
88200
88200
176400
200000
210000
220000
222500
176800
352800

0,52525
0,57434
0,44735
0,74101
0,17232
0,29858
0,39789
0,32663
0,57848
0,5192

0,93869
0,92670
0,95553
0,87798
0,99340
0,98019
0,96482
0,97630
0,92564
0,94011

44104,7
88209,4
88209,4
176418,7
200000,0
210010,5
220022,0
222069,5
176470,6
210643,3

Fig. 10: Measured jitter for scenario 3
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TABLE V: RMS and correlation values for scenario 5

time in Table III was achieved with a base clock of 75 MHz,
but as this value is not guaranteed by NXP for a proper
working of the ADC, this was not further used in this study.
4) Scenario 4: Impact on the quality of the acquired data
and jitter by changing the conversion time in case multiple
ADC channels are used. The input signal used is a 2 kHz sine
wave, the sample rate for ADC2 is 22050 sps with priority 2,
for ADC3 the sample rate is 11025 sps with priority 3. Two
more ADC channels are running in parallel as well as two
peripherals on two different I2 C interfaces.
The correlation and RMS results are shown in table IV and
boxplot in Figure 11. Changing the conversion time does not
show a significant impact on both the quality and jitter of the
acquired data. A worse (but still good) performance is seen
on ADC3 compared to ADC2. A more detailed explanation
of this behaviour will be discussed in section V.

ADC

# taken

Priority

Conversion RMS
time [µs]

COR

Achieved
Fs [sps]

ADC2
ADC2
ADC2
ADC2

5
1
5
1

2
1
2
1

3.5
3.5
1.1
1.1

0,99988
0,99989
0,99991
0,99994

22052,4
22052,3
22052,3
22052,3

0,02097
0,02124
0,02072
0,01992

TABLE IV: RMS and correlation values for scenario 4
ADC

Priority

Conversion RMS
time [µs]

COR

Achieved
Fs [sps]

ADC2
ADC2
ADC3
ADC3

2
2
3
3

3.5
1.1
3.5
1.1

0,99988
0,99991
0,99962
0,99928

22052,4
22052,3
11026,2
11026,2

0,02097
0,02072
0,03278
0,04443

Fig. 12: Measured jitter for scenario 5
6) Scenario 6: Impact on the quality of the acquired data
and jitter when the embedded ADC of the selected platform
is used compared to the I2 C ADC. A tick rate of 352800 sps
was used and a sine wave of 2 kHz. Both ADC’s are using
the same sample rate of 22050 sps. The correlation is very
good as shown in table VI, although the I2 C ADC channel is
showing significant more jitter in Fig. 13.
V. O PTIMISATION POSSIBILITIES
In a number of above scenario’s it was seen that jitter
from parallel ADC channels was bigger when the examined
channel had a lower priority or was started at a later stage.
TABLE VI: RMS and correlation values for scenario 6

Fig. 11: Measured jitter for scenario 4
5) Scenario 5: Impact on the quality of the acquired data
and jitter for a single ADC channel compared with multiple
ADC channels running in parallel. The input signal used is
a 2 kHz sine wave, the sample rate for ADC2 is 22050 sps
with priority 2 in case of multiple channels. Three more ADC
channels are running in parallel as well as two peripherals on
two different I2 C interfaces.
The correlation and RMS results are shown in Table V
where can be seen that these are all very good. The jitter is
shown in boxplot of figure 12. The jitter for the single ADC
channel is significant smaller than when multiple channels
are running in parallel. No significant impact of jitter with
respect to the difference in conversion time.

Sine wave

Priority

RMS

COR

ADC2
I2 C ADC

3
2

0,01740
0,02258

0,99988
0,99990

Fig. 13: Measured jitter for scenario 6
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The taskscheduler of FreeRTOS will decide at the end of each
tick period which channels can go in ready or running mode.
Lower priority channels will then suffer from jitter as higher
priority channels will come first.
In Fig. 14, the impact of the taskscheduler with respect to
the priority of tasks is shown. To be able to show the behaviour
of the taskscheduler, start and stop timing values were captured
for each task and merged via postprocessing with the tick rate.
The exact position of the tick rate itself is estimated in the
figure, the exact position of the start and stop timing values is
correct.
The ADC2 channel is starting up directly after ADC1 and
ADC3 is starting up when ADC2 is finished. In case ADC1
is suffering from jitter because of any reason, for instance
because of an interrupt, than also ADC2 and ADC3 will see
the same impact. ADC3 will see more jitter, as this channel
will suffer from both jitter impact on ADC1 and ADC2.
This impact of jitter can be reduced when each task is
individually managed by a tick period. A possible scenario
to give each ADC channel its own tick period is shown in
Table VII.
This can be accomplished by adding extra delay during the
start up of an ADC channel. Looking at the jitter performance
as shown in Fig. 15, one can see that the mean jitter of ADC2
is decreasing from 182 ns to 92 ns using this implementation
and more spectacular, the jitter of ADC3 is decreasing from
a mean value of 649 ns to 74 ns after this optimisation implementation.
The reason of this improved jitter behaviour is that now
only the taskscheduler is responsible for possible jitter, not the

former channels if they are cascaded in the same tick period.
By respecting a minimum tick period jitter margin value
and depending on the selected tick rate, conversion time and
used sample rate for parallel ADC channels, rules can be
created of how many channels with the same sample rate could
be used with this optimized jitter implementation. Following
Table VIII is showing different possible scenario’s.
Fig. 16 and Fig. 17 show the taskscheduler behaviour of
two scenario’s using this proposed optimized implementation.
The first one is for a single ADC channel running at a
sample rate of 352800 sps.
The second demonstration is showing 4 parallel channels
at a sample rate of 88200 sps. This one did not work using
the normal implementation method, only using the optimized
implementation, whereby extra delay is being introduced at
the start of the ADC channel, so making sure they end up in
an unused tick period.
VI. C ONCLUSIONS
This paper presented the use of the i.MX RT1050 crossover
processor from NXP with FreeRTOS as a deterministic data
acquisition system. Its feasibility was evaluated and compared
with a DAQ from National instruments.

Fig. 15: Result after optimisation
TABLE VIII: Possible scenario’s

Fig. 14: Impact of the taskscheduler with respect to the priority
of tasks
TABLE VII: Tick distribution
Tick

1

ADC1
ADC2
ADC3
ADC4
I2 C-1 ADC
ADC6
ADC7
ADC8

X

2
X

3

4

5

6

7

8

9
X

X

X

X

X

X

10
X

11

X

12

X

X
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Tick rate

Conversion Sample
time [µs]
Rate all
channels

Tick period
jitter margin [µs]

# of possible parallel channels

# of channels with
jitter optimisation

352800
352800
176400
352800
176400
88200
352800
176400
88200
44100
176400
176400
88200
176400
88200
44100

1,11
1,11
1,11
1,11
1,11
1,11
1,11
1,11
1,11
1,11
3,49
3,49
3,49
3,49
3,49
3,49

0,72693
0,72693
1,4539
0,72693
1,4539
0,80017
0,72693
1,4539
2,9077
1,6003
1,1755
1,1755
2,3511
1,1755
2,3511
0,20875

8
4
8
2
4
10
1
2
4
10
4
2
4
1
2
5

8
4
4
2
2
2
1
1
1
1
4
2
2
1
1
1

44100
88200
44100
176400
88200
44100
352800
176400
88200
44100
44100
88200
44100
176400
88200
44100

the impact of possible jitter. To represent the use of sensors, 4
parallel channels of the embedded ADC of the i.MX RT1050
were used, an I2 C ADC AD7992 from Analog Devices
configured to fill up the available bandwidth of one of the 4
embedded I2 C interfaces of the platform and an LCD of 2x16
characters showing continues progress on another available
I2 C interface running in parallel with the sensors.
Out of the different studies, conclusions were already drawn
in the paper itself. In general, the quality of the acquired
signals is very good. Impact on the quality of the acquired
data have been noticed on variations of sample rate, tick
rate, priority and the number of parallel running channels. In
this investigation, a difference in data quality by varying the
conversion time has not been seen.
introducing a delay at the start of a new ADC channel task,
in combination with the correct implementation choice of the
parallel channels and correct combination of sample rate per
channel, tick rate of FreeRTOS and total data acquisition
conversion time.
Rules have been deducted for implementation of single and
parallel ADC channels searching for the sample rate limits of
this chosen platform in function of the tick rate and expected
tick period margin value. Following these rules, a first scenario
was demonstrated using a sample rate of 352800 sps for a
single channel. A second scenario demonstrated that 4 parallel
ADC channels, each with a sample rate of 88200 sps is
feasible.
As a main conclusion, if the total acquisition time fits within
a tick rate period, so having a certain tick period jitter margin,
no significant difference between the data quality acquired by
the i.MX RT1050 crossover processor using FreeRTOS and
the used reference DAQ from National Instruments has been
noticed.

Fig. 16: A single ADC channel running at a sample rate of
352800 sps

Fig. 17: 4 parallel channels running at a sample rate of 88200
sps
The chosen acquisition method is a single polling conversions per ADC channel as a means to quantify the quality
and deterministic behavior of this platform. A 12-bit data
acquisition resolution was used as norm for all measurements.
The platform was loaded with a number of tasks to examine
The root cause of jitter created on multiple cascaded ADC
channels has been examined and different implementation
scenarios have been proposed to decrease this jitter without
compromising the overall performance of the platform. Tests
have demonstrated that jitter can be 9 times decreased by
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Abstract—Simultaneous wireless information and power transfer (SWIPT) has recently attracted researchers and may help
satisfy future technology demands. Its principle is to let wireless
power transfer (WPT) and wireless information transfer (WIT)
coexist based on shared resources (or sometimes even on the
same signal). SWIPT can be implemented in many different
ways and the literature on the topic is very wide, each solution
having different obstacles. Recent studies have shown that, due to
the non linearity of the rectifiers, high-PAPR waveforms provide
better performance in terms of energy harvesting (EH); hence
the design of the power signal is an important issue. In addition,
the presence of this power signal should consume the smallest
possible amount of resources for the information transfer. In this
paper, a new waveform design is proposed where the information
and power signals are superposed utilizing the same frequencies
at the same time. The power signal is composed of a high peak
modulated rectangular wave sent during the cyclic prefix of the
orthogonal frequency-division multiplexing (CP-OFDM) system
such that it does not interfere with the useful OFDM data symbol
duration. Also, we take advantage of the fact that the cyclic prefix
in CP-OFDM system does not contain any useful information
and can be discarded at the receiver for information decoding.
But although the power signal (rectangular pulse) is restricted
to be within cyclic prefix, there might be still a small amount
of interference onto the useful OFDM data caused by channel
dispersion. Interference evaluation and measurements show that
a good choice of signal parameters can minimize interference
on the information decoder and at the same time provide good
performance in terms of energy harvesting which validates the
possibility of the proposed design.
Index Terms—SWIPT, energy harvesting, interference, CPOFDM, rectangular pulse, PAPR

Fig. 2. Defining rectangular pulse signal parameters. The ”CP Margin”
indicates how far is the end of the rectangular pulse from the start of useful
OFDM symbol (∆cp = Lo + Wp − Lcp )
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Fig. 3. Average interference as function of ∆cp . The continuous line
corresponds to Lo = 31 samples and varying Wp while the dotted line
corresponds to Wp = 93 samples and varying Lo . Good Performance at
∆cp = 20 samples which can be achieved by: Wp = 93 > Wp,min = 35
(which is the minimum width imposed by regulations) & Lo = 31 (good
protection against synchronization errors)
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Fig. 4. Measurement results for DC output voltage versus the CP margin
∆cp for average transmitted powers -25 dBm, -22 dBm, and -20 dBm. It
shows that the smaller the width of the rectangular pulse (i.e. higher PAPR)
provides better performance in terms of EH.

Fig. 1. Practical example of an heterogeneous network used with 4 power
heads, each one transmitting an average power of 23 dBm, and potentially
interfering on the information transfer between a base station, transmitting at
an average power of -10 dBm, and an IoT receiver located 30 meters away.
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A BSTRACT

considered a box-shaped room with dimensions 4 × 4 × 3 m.
The target source is centered in the room (green dot) and an
interfering noise source (red dot) and m = 7 microphones
(blue crosses) are distributed uniformly at random in the
room. Fig. 2 shows the results (averaged over 100 runs) for
SNR scores (top subplot) and STOI scores (bottom subplot).
The blue curves (triangles) represent the performance of the
MVDR beamformer, while the red curves (squares) represent
the proposed GEVD implementation. We conclude that, independent of the clock offsets, the performance of the GEVDbased beamformer is constant, whereas the performance of the
MVDR bemformer degrades substantially when clock offsets
are introduced, both in terms of SNR and STOI scores.

The use of wireless acoustic sensor networks (WASNs)
has received increased attention over the last decade. The
advantages of WASNs over stand-alone multi-microphone
devices are that the microphone array is not anymore limited
by the dimensions of a single device, and that microphones
can be placed at arbitrary positions. One of the disadvantages,
however, is that for many applications, like beamforming, all
devices in the network need to be synchronized. In this paper
we will show that a specific class of beamformers is clockoffset invariant, so that there is no need for synchronizing the
microphones to compensate for the (different) clock offsets.
The parameters for these beamformers (acoustic transfer functions and power spectral density matrices) are estimated directly from the non-synchronized microphone signals, instead
of first synchronizing the clocks and then estimating them. The
resulting beamformers are applied to the non-synchronized
microphone signals. We will show, by means of computer
simulations, that the proposed approach will lead to similar
performance compared to the setup where microphone signals
are first synchronized, making clock synchronization for clockoffset compensation unnecessary.
The figures show experimental results obtained by computer simulations. Fig. 1 shows the experimental setup. We

Simulation results, SIR = 0 dB at reference microphone
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I. A BSTRACT

The user model informs the physical model through constraints on the variational Bayesian optimization procedure [2].
We present a concrete example where the agent’s physical
model controls movement of a simulated cart, whilst the
agent’s user model infers the desired goal position from user
valuations of the carts current position. Figure 1 shows an
example run of the model, demonstrating that the proposed
architecture can accurately learn user preferences from binary
feedback.
The green line indicates the true goal state, the orange line
denotes the user models current estimate of the goal while
the blue shaded curve is the agents sensory observations
corrupted by standard Gaussian noise. Purple dots indicate
binary user feedback with above/below green line signifying
closer to / further from goal, respectively. We believe that
the methodology introduced here can be extended to address
alignment in more complex scenarios.

“Agent Alignment” is the problem of learning policies
that align with human intentions [1]. We present a proofof-concept framework for aligning Active Inference agents
[2] based on user preferences. Active Inference refers to a
Bayesian computational neuroscience framework that offers
some advantages over traditional reinforcement learning. For
instance, rather than relying on the explicit specification of a
reward function, the Active Inference approach assumes that
the agent is endowed with a narrow set of preferred states. This
is a more natural approach for RL with human users in-theloop. We exploit this attribute of active inference to elicit goaldirected behaviour from our agents by positing that preferred
states correspond to desired user feedback. The general idea
behind our approach is to equip an agent with a duo of adaptive
models: (1) a user model that learns preferred states from
user valuations of current states, and (2) a physical model that
translates the estimated preferences into policies.

Fig. 1: Sample Run of Coupled Model
R EFERENCES
[1] J. Leike, D. Krueger, T. Everitt, M. Martic, V. Maini, and S. Legg,
“Scalable agent alignment via reward modeling: a research direction,”
arXiv:1811.07871, Nov. 2018.
[2] K. Friston, “The free-energy principle: a rough guide to the brain?,”
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This results in Pr(X = 1|V = 1) = 1/2, and thus the selected
bits have an unbiased distribution.
The balancing method (randomly) flips a subset of the input
bits, such that the output sequence has a uniform distribution.
Here a bit flip corresponds to changing the value of 0 to 1 and
vice-versa. The resulting sequence is used as a regular input
to the fuzzy commitment scheme.
We define a new random variable X 0 that represents a bit
X after the balancing method. Then
(
1
if x = 1,
0
Pr(X = 1|X = x) = 1/2−p
(4)
if x = 0.
1−p

ŝk

yn

Fig. 1. Fuzzy commitment scheme

The fuzzy commitment scheme (Fig. 1) binds a cryptographic key sk to an SRAM-PUF observation xn . Helper
data wn is published, such that the key can be reproduced
from another (noisy) observation y n = xn + en of the
SRAM-PUF. Uniformity of the SRAM-PUF observations (i.e.
Pr(X = 1) = Pr(X = 0)) ensures that the key is secure from
an attacker who can observe only the helper data wn .
When the SRAM-PUF observations are not uniformly distributed (i.e. Pr(X = 1) 6= Pr(X = 0)), the helper data wn
may reveal information about the key, and the fuzzy commitment scheme is not secure. Leakage can be prevented by preprocessing the observation vectors to ensure that the input to
the fuzzy commitment scheme is uniformly distributed. This is
achieved by so-called debiasing schemes, and several methods
have already been proposed in the literature [1]–[4].
Two principal methods for debiasing are selection and
balancing. Here, we present both methods and derive the corresponding secret-key capacity. For our analysis we consider
a binary PUF source that generates i.i.d. pairs (x, y) s.t.
Pr(X = 1) = Pr(Y = 1) = p,

(1)

Pr(X 6= Y ) = q.

(2)

This results in Pr(X 0 = 1) = 1/2, and thus the output bits
have an unbiased distribution.
The secret-key capacity for fuzzy commitment after debiasing is shown for both methods under various conditions in
Fig. 2. We conclude that selection results in a higher secret-key
capacity than balancing.
R EFERENCES
[1] R. Maes, V. van der Leest, E. van der Sluis, and F. Willems, “Secure
Key Generation from Biased PUFs,” in Cryptographic Hardware and
Embedded Systems - CHES 2015, pp. 517–534, 2015.
[2] A. Schaller, T. Štankó, B. Skoric, and S. Katzenbeisser, “Eliminating
Leakage in Reverse Fuzzy Extractors,” IEEE Transactions on Information
Forensics and Security, vol. 13, no. 4, pp. 954–964, 2018.
[3] B. Škorić and N. De Vreede, “The spammed code offset method,”
IEEE Transactions on Information Forensics and Security, vol. 9, no. 5,
pp. 875–884, 2014.
[4] B. Škorić, “A trivial debiasing scheme for Helper Data Systems,” Journal
of Cryptographic Engineering, vol. 8, no. 4, pp. 341–349, 2018.

Furthermore, we assume that 0 < p ≤ 1/2 and 0 < q ≤ 2p1 .
The selection method (randomly) selects a subset of the bits
such that the output sequence has a uniform distribution. The
selected bits are used as a regular input (of reduced length)
to the fuzzy commitment scheme. The indices of the selected
bits are attached to the helper data, such that the decoder can
select the corresponding bits from its observation y n .
We define a new random variable V that is 1 in case of
selection and 0 otherwise. Then the selection probabilities are:
(
1
if x = 1,
Pr(V = 1|X = x) =
(3)
p
if x = 0.
1−p
This work was funded by Eurostars-2 joint programme with co-funding
from the EU Horizon 2020 programme under the E! 11897 RESCURE project.
1 Note that q > 2p corresponds to p
Y |X (1|1) < 0.

Fig. 2. Capacity of fuzzy commitment after selection + and balancing o.
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Narrowband IoT (NB-IoT) was introduced in 3GPP Release 13
to address the need for low-latency, low-power and widearea communication required in Machine-Type Communication (MTC). This low complexity User Equipment (UE)
category type supports reduced bandwidth, transmit power and
downlink modes –thereby extending battery life and coverage
operation. More specifically, a 15 dB improvement w.r.t. LTE
in terms of coverage was targeted. Consequently, supporting
equivalent features as existing Low Power Wide Area Network
(LPWAN) technologies such as Sigfox and LoRaWAN. The
protocol procedures of NB-IoT has been thoroughly described
in literature [1]–[3]. Here, a developer is partially restricted to
the settings imposed by the network provider. In this study,
the challenges and opportunities involved in designing a lowpower NB-IoT node are investigated.
In 3GPP Release 13, several LTE power saving modes have
been further extended to facilitate achieving low power consumption in NB-IoT. Two principles have been specified in
particular: connection release/resume and idle state power
savings. The former supports retaining a network context,
mitigating an additional overhead when resuming the connection. While the latter focuses on power reduction when
communicating with the network. The Extended Discontinuous Reception Mode (eDRX) mechanism allows to enlarge
the periods when the node is unreachable by the network.
Thereby, permitting the device to enter idle mode in the mean
time. In addition, the node can notify the network that its
going to go dormant as supported by the Power Saving Mode
(PSM) strategy. Both strategies, i.e. eDRX and PSM, facilitate
enlarging the time that the node spends in idle mode.
To evaluate the power saving mechanisms, a custom NB-IoT
node has been developed –featuring a Quectel BG96 module.
The measured power consumption is depicted in Figure 1,
where several states can be observed. In (1), the BG96 module
is powered up and managed to set up a NB-IoT network
connection. Once the node has joined a network, the node
sends a UDP packet with five randomly chosen data bytes (2)
– representing a typical payload size in MTC. After this data
frame, the module enters Connected Mode DRX (CDRX) in
(3), in which uplink and downlink messages can be exchanged.
The CDRX duration is imposed by the network provider. If
eDRX is enabled by the end-user, the module enters a new
state that allows for power optimal downlink communication.
In this mode, the node is periodically put to sleep and can
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Fig. 1: Measured power consumption of a NB-IoT node: (1) network search
and join, (2) package sending, (3) Connected Mode DRX, (4) Extended
Discontinuous Reception Mode, (5) Power Saving Mode

only be contacted during specified paging windows (4). One
alternation is controlled by the eDRX timer and can be
configured to up to three hours. However, this contributes to a
higher latency as a consequence of the extended unreachability. The number of eDRX cycles is controlled by the Active
Timer (T3324). When this timer expires, the node will enter
PSM (5). In this mode, the radio is powered down and no
communication is possible. The node can, however, wake up
at any time and resume communication without renegotiating a
new context. The PSM time slot is controlled by The Extended
Timer (T3412) and can be configured up to 413 days for NBIoT [4].
In this work, a fine-grained energy profile of a NB-IoT
node has been measured. The introduced power saving modes
allow to optimize for energy-efficiency by making a trade-off
between availability and power consumption. By tailoring the
software to the specific application and taking the energy states
into account, the lifetime of the node can be extended while
also meeting availability and connectivity constraints.
[1] J. Schlienz, and D. Raddino. ”Narrowband Internet of Things Whitepaper.” (2017).
[2] Rapeepat Ratasuk, Benny Vejlgaard, Nitin Mangalvedhe, and Amitava
Ghosh. ”NB-IoT System for M2M Communication.” in 2016 IEEE
Wireless Communications and Networking Conference (2016).
[3] Rapeepat Ratasuk, Nitin Mangalvedhe, and Amitava Ghosh. ”Overview
of LTE Enhancements for Cellular IoT.” in IEEE 26th Annual International Symposium on Personal, Indoor, and Mobile Radio Communications (PIMRC) (2015).
[4] Borja Martinez, Ferran Adelantado, Andrea Bartoli, and Xavier Vilajosana. ”Exploring the Performance Boundaries of NB-IoT.” in IEEE
Internet of Things Journal (2019).
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[2] and by Damgård et al. [3]. However, the first of these
approaches spends a lot of key material and therefore has a
bad communication rate, while the second needs a quantum
computer to perform the encryption and decryption.

Index Terms—Quantum Key Recycling, Uncloanable encryption, Quantum cryptography

Quantum cryptography uses the properties of quantum
physics to achieve security feats that are impossible with just
classical communication. The most famous form is Quantum
Key Distribution. Alice sends quantum states to Bob after
which some classical communication back and forth results
in an information theoretically secure key that can be used
to encrypt a message classically, e.g. using the key as a
one-time pad. Quantum Key Recycling (QKR) aims to
communicate the message directly in the first communication
from Alice to Bob and to re-use the key material. A natural
way of doing QKR is by using a pre-existing shared key
to determine the qubit bases in which the classical data is
encoded. Together with these quantum states, Alice sends
classical data consisting of a one-time pad encryption of
the message, an encrypted syndrome for error correction,
and an authentication tag. If Bob receives the quantum
states undistorted such that the authentication and the error
correction succeed, the secret key can be re-used. The only
communication back to Alice is a single bit indicating if the
message was received properly. This protocol was proven
secure in [1].

We prove the security of our protocol and show that in the
asymptotic limit of many qubits the communication rate, the
number of message bits divided by the qubits used, is equal
to the rate of Quantum Key Distribution with one-way postprocessing.
R EFERENCES
[1] D. Leermakers and B. Škorić. Security proof for quantum key recycling
with noise. Submitted to QIC, 2019.
[2] D. Gottesman. Uncloneable encryption. Quantum Information and
Computation, 3(6):581–602, 2003.
[3] I.B. Damgård, T.B. Pedersen, and L. Salvail. On the key-uncertainty of
quantum ciphers and the computational security of one-way quantum
transmission. In EUROCRYPT, 2004.

We strip away the classical communication from the QKR
protocol described above. We do this by embedding the
authentication tag as well as some uniform randomness into
the message. The latter serves as a secret key that tells
Bob how to do error correction in the next round. The only
classical communication that remains in this protocol is a
single authenticated bit from Bob to Alice indicating whether
the protocol was successful. All other information is now
contained in the qubits.
Arguably this way of communicating has benefits over the
one-time pad. After the use of the one-time pad the secret
key needs to be kept secret forever. Since unknown quantum
states can’t be cloned, our protocol is secure even if key
material leaks after the protocol is executed successfully. This
advantage was already achieved in schemes by Gottesman
Part of this research was funded by NWO (CHIST-ERA project ID IOT).
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the perfect recognition performance, the quality factors like
pose, illumination, facial expression, and resolution are still a
challenge in this area. Then, multi-resolution analysis is a way
to investigate the aspect of face that contribute to recognition
and can be used to overcome the limitation. There are also
many research that have been done in this area. But, although
extensive research has been carried out on multi-resolution
face recognition, it is still not well understood which aspect
of the face contribute to recognition and how to improve the
performance using their behavior.
The basic approach for multi-resolution analysis is to analyze the face decomposition in scale space or in sub-bands.
Wavelet Transform is commonly used to extract the features at
different scales and orientations. Each wavelet transform level
splits the face image into four different sub-band frequencies,
i.e. low frequency band (approximation band) and high frequency bands (horizontal, vertical, and diagonal band) at all
scales. There are some previous works which implemented
wavelet decomposition as multi-resolution analysis. Ekenel
and Sankur [1] proposed using Discrete Wavelet Transform
(DWT) to extract the features and Independent Component
Analysis (ICA)-Principal Component Analysis (PCA) to represent the features. They observed the scaling sub-bands to
raise recognition rate on faces with changes in expression.
Horizontal detail sub-bands achieved a significant performance
improvement as compared to the scaling sub-bands. They
used low frequency bands for face recognition with changes
in expression, because none of the detail bands qualified in
this recognition. The experiments on illumination showed that
the detail bands have meaningful information for recognition.
They claimed that the horizontal bands (H2, H3, HH3) have
better recognition rates than approximation bands. On the other
hand, Zhang et al. [2] proposed multiscale facial structure

Abstract—This paper presents an analysis of the recognition
performance of LBP at different frequency bands to exploit
their discriminative information. The work presented in this
paper is part of an investigation about which aspects of a
face contribute to automated face recognition. Multi-resolution
analysis, by means of wavelet transform, is commonly used to
explore the features of an image. The each step of wavelet
transform decomposes an image recursively into four frequency
bands: approximation, horizontal, vertical, and diagonal band.
The approximation band is a downsampled version of the original
image. Whereas, the other bands are detail bands that contain
detail information of the image in horizontal, vertical, and
diagonal directions. The noise is more dominant in these bands.
The information contained in the detail bands is more related to
high frequency-components and local structures such as edges. In
order to analyze the impact of the various bands, we performed
classification experiments on them. For the A-bands, that contain
the global information of the facial image, we used PCA/LDA
classifiers. For the detail bands, that contain local structures, we
used LBP.
Index Terms—multi-resolution analysis, face recognition,
Wavelet transform, detail bands, local binary pattern (LBP)

I. I NTRODUCTION
Face recognition is an important component in the Biometrics system and essential for a wide range of technologies.
Digital passport, that is one of the global examples, has
embedded chip which contains biometrics information for
facial recognition, fingerprint recognition, and iris recognition.
There are also many face recognition system embedded in
smart phones, surveillance camera, etc.
The algorithms of face recognition have evolved rapidly
in this decade. Although there are many research produced
This work was supported by Research and Innovation in Science and
Technology Project (RISET-Pro) of Ministry of Research, Technology, and
Higher Education of Republic Indonesia (World Bank Loan No.8245-ID).
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(a) Original Image

(b) First Level DWT

(c) 2 Levels DWT

Fig. 1: 2D Wavelet decomposition
representation for face recognition. They reduced the noise
of detail sub-bands by thresholding detail sub-bands and
keeping approximation sub-bands unaltered. Their goal was
to form a multiscale facial structure as the key facial structure
for face recognition to solve the illumination problems. The
combination with PCA showed very high recognition rates.
Still in the same area, Joshi and Kumar [3] introduced wavelet
transform and the hamming distance-binary feature classifier.
They tackled the pose, expression, and illumination variations
problem for face recognition by exploring and encoding detail
sub-bands.
This paper presents the multi-resolution analysis of face to
find out the contribution of each sub-band to recognition and
the discrimination information at high frequency bands. Five
levels Wavelet decomposition, PCA-LDA, and LBP are used
to extract the features and to analyze the behaviors of all subbands. The remainder of this paper is organized as follow:
Section 2 presents the related works; Section 3 briefly explains
our method; Section 4 shows the experiments, results, and
discussion; and the last section is conclusion.

the extension of LBP, it is called uniform LBP, was created
in [8]. LBPs extract the local features of image for texture
classification. There are many LBPs improvement, such as
Local Ternary Pattern (LTP) [12], Optimized LTP [13], Local
Line Binary Pattern (LLBP) [15], etc.
The improvement of LBP tried to solve a specific problem, i.e. rotation invariant, gray-scale invariant, illumination,
noise, etc. They have advantages and disadvantages for texture
classification. In the context of face recognition, LBP can be
used to extract the local discriminative information. The good
suggestion about the type of LBPs to face recognition is LBPs
without rotation invariant, because this type of LBPs measure
the spatial structure of local texture perfectly, but it discards
the other important property of local texture [8]. Whereas, they
are needed for face recognition. For example, the uniform LBP
can detect the uniform appearance of local texture perfectly,
such as edges, corners, and spots by discarding the nonuniform information that may contain the face discriminative
information. Ahonen et al. [10] presented the using of LBP for
face recognition and enhanced the method by dividing the LBP
regions to obtain the better performance. The improvement
of LBP to reach the better performance is implemented in
many ways. Lei et al. [11] proposed the combination of Gabor
filter and LBP to explore the discriminative information on
spatial domain, different frequency, and orientation properties.
They also proposed the statistical uniform pattern mechanism
to improve the effectiveness and robustness. Moreover, they
used CMI and LDA to reduce the redundancy and to make
the representation more compact. In addition, Zhou et al.
[14] proposed Huffman-LBP and Divide-and-Rule strategy to
tackle the pose in face recognition.

II. R ELATED W ORKS
A. Holistic Approach
PCA/LDA is a statistical/holistic approach in face recognition to extract the most relevant features to describe faces
[4] [5] [6]. In the multi-resolution analysist, PCA-LDA can
discriminate faces very well at low frequency bands, but
not at high frequency bands. The behavior of PCA-LDA on
each band is clearly explain in [6]. This method successfully
discriminate faces on approximation-bands with error rate
almost 2 % up to level 3 decomposition (25x25 pixels).
However, they can not handle well the high frequency bands,
especially the diagonal-bands.

III. M ETHODS
This section presents our methods to analyze the behavior
of LBP and exploit the discriminative information. There are
four sub-sections: face registration, multi-resolution analysis,
LBP, and classification.

B. Local Features Approach
While PCA-LDA is based on statistic information, Local
Binary Pattern (LBP) is a pattern recognition method based
on local features information. LBP is also widely used in
face recognition and is an effective way to represent faces
by encoding the neighboring changes around the central point
and producing a histogram as face features. The basic Local
Binary Pattern was introduced by Ojala et al. [7] in 1996 and

A. Face Registration
In order to obtain the same position of face in the image,
we registered all face images. This is an important step to
reach a perfect recognition. The Viola-Jones algorithm is used
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Fig. 2: The illustration of LBP

(a) originally LBP Image

(b) LBP with 58 uniform patterns

(c) LBP with 9 uniform patterns

Fig. 3: The comparison of LBPs image
to detect the face and the eyes. After the face area is detected,
the face is then divided into three areas, e.g. an area contain
left eye, an area contain right eye, and the remains area with
mouth and nose. The idea is to detect the eyes coordinate
accurately. The registration is based on these eyes coordinate.

C. LBP Based Face Recognition
LBP is one of the most popular face descriptor and has been
widely used in face recognition application. The idea of LBP
is to encode the gray level image into binary codes based on
the relationship between the center pixel and the pixels around
it in the circular direction. A feature vector is then calculated
from the histogram of LBP values.
The steps of LBP can be illustrated in the following (see
figure 2): Firstly, the LBP image is formed by calculating the
3x3 pixels window and sliding the window. For each window,
the pixels around the center are replaced with 1 if greater than
center pixel. Otherwise,they are replaced with 0. Second, by
clockwise direction, a binary value is obtained, i.e. 10011010,
and convert this binary value to decimal. Then, this value is
set to the center pixel. The LBP values then form an LBP
image that represent the characteristics of original image. The
last step of LBP is histogram extraction from LBP image. We
have to define the cell size to divide the image into multiple
grids. Afterwards, we concatenate the histogram of each region
to produce an image feature.
The extended method of original LBP is uniform LBP.
This method discards the non-uniform information to obtain
the most frequent uniform binary patterns that correspond to
edges, corners, and spots. The uniform refers to the limited
number of transitions or discontinuities in the circular pattern
[8]. Zhao et al [9] also introduced the rotation-invariance uni-

B. Multi-Resolution Analysis
Wavelet decomposes an image into different levels of resolution. So, its allow us to analyze the signal in various
resolution and capture the local features. The two dimensional signal, for example an image, is decomposed into four
bands with different representative of image: approximation,
horizontal, vertical, and diagonal bands (see figure 1). The
approximation band is a scaling of original image. Moreover,
the high frequency bands contain the detail face information
in horizontal, vertical, and diagonal direction, or in the other
words, the edge of face in those directions.
The appearance of face in detail frequency band has a
unique characteristic. For example, the best appearance of
face regions (eyes, eye brow, nose, mouth) is in the horizontal
bands. The other face regions (ears, hair, chin, and jaw) appear
in the vertical bands clearly. Otherwise, the diagonal bands
contain weak information of face regions and mostly noise.
In the face recognition, these detail bands are also sensitive
against face expression, illumination, pose, and hair variations.
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greater than or equal to 25x25 pixels, p = 80 for 13x13
pixels, and p = 20 for 7x7 pixels (fifth level of DWT).
2) ` : LDA parameters to reduce the second dimension of
feature vector. We use ` = 80 for image with resolution
greater than or equal to 25x25 pixels, ` = 20 for 13x13
pixels, and ` = 15 for 7x7 pixels
Parameters of LBP:
1) Radius: used to build the circular local binary pattern
and represents the radius around the central pixel. We
usually set to 1.
2) Neighbors (P): the number of sample points to build the
circular local binary pattern. The more sample points
include, the higher the computational cost. P = 8 is
standard for LBP.
3) LBP Image Cell size [X Y]: the blocks size of LBP image grids that be used to produce features by histogram.
We analyze the effect of two different cell size: [22 24]
and [8 8]. [22 24] divides an image into 9x9
• Grid X: the number of cells in the horizontal direction.
• Grid Y: the number of cells in the vertical direction.
The more cells in LBP image, the finer grid, but producing the higher dimension of feature vector.
4) N bins of histogram (only for uniform LBP): The
number of bins of histogram is calculated by following
condition
• If upright is true then N = (P*(P-1))+3, else N=P+2.
• The default condition is upright = true, its mean a
non-rotation invariant.
Gaussian Filter:
The Gaussian filter is typically used to reduce the noise
on image. The visual effect of Gaussian is a smooth blur of
image, also known as Gaussian blur or smoothing. They are
useful and commonly used as preprocessing image, especially
to reduce the salt and pepper noise. In addition, this typically
noise is the most appearance noise in the high frequency band.
So, the filter gives an advantage for LBP at high frequency
bands, but not for approximation bands. For these bands, the
image blurring also removed some important information for
recognition. Based on our initial experiments, the using of
σ = 2 gave the optimum recognition on them.

Fig. 4: The comparison of LDA and LBP
form LBP that modify the 58 uniform pattern into 9 uniform
pattern. The uniform LBP has an excellent performance to
measure the spatial structure of local image texture. But, they
will give a disadvantage for face recognition. Figure 3 shows
the LBP images comparison between basic LBP, uniform LBP,
and rotation-invariance LBP. The LBP image at column (a) or
basic LBP has the strongest local features. Thus, it means basic
LBP give more discriminative information for face recognition
than uniform LBP.
D. Classification
There are some methods to classify the feature vector
of LBP, i.e. histogram intersection, Chi square (χ2 ), log
likelihood ratio. Ahonen et al. [10] measured the distance
of two LBP feature vector using weighted χ2 based on the
facial regions. They divided the face into 9x9 grid of cells
and measure the distance of each grid histogram. Following
is the χ2 histogram distance for recognition.
χ2 (x, y) =

X (xi − yi )2
i

xi + yi

(1)

where x, y are the LBP feature vectors of two images
respectively.
IV. E XPERIMENTS AND R ESULTS
A. Experimental Settings and Parameters
The original face images used in this paper have 200x200
pixels image size and are decomposed into 5 levels: 100x100,
50x50, 25x25, 13x13, and 7x7 pixels. The images then resize
into 154x168 pixels for LBP. The controlled images from
FRGC v2.0 is used for training and testing. We choose 4000
samples from 200 individuals for training and 1000 samples
from 50 individuals for testing. There are no overlapping
between training and testing. Furthermore, the registration
based on eye coordinate and image pre-processing is applied
to database. The experiments are in the context of verification
recognition.
Parameters of LDA:
1) p : PCA parameters to reduce the first dimension of
feature vector. We use p = 120 for image with resolution

B. PCA/LDA versus LBP
The goal of this experiment is to compare the behavior of
LBP and LDA at different frequency band. In this experiment,
we used LBP with 8x8 cellsize to compare with LDA, because
they produced better performance than 22x24 cellsize (see next
section about the effect of LBP cellsize). On the other hand, we
used 4000 samples from 200 individuals of FRGCv2 database
as training set for LDA.
The LDA and LBP have different behaviors at all frequency
bands. Figure 4 shows the comparison of error rate (%)
between them. LDA obtains excellent performance at A-bands
up to level 3 with EER almost 2%. However, the recognition
performance is not so good for detail bands. Unlike LDA,
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Fig. 5: The facial region based on the cellsize
LBP obtained excellent performance at detail bands or high
frequency bands, especially at level 1. Because, they are
related with the main idea of LBP that work on local structures
of images and the high frequency bands contained the local
structures of original image such as edges.
The other behavior of LDA and LBP is the recognition
performance on different band at various levels. Their behavior
on A-bands are similar. They have almost stable performance
up to level 3 and become worse after that level. However,
the behavior on high frequency bands is very different. LDA
works better at level 4 or image with 13x13 pixels resolution.
Due to the LDA that is based on statistical method and the
high frequency bands that contained the mostly noise, LDA
can perform well at level 4 high frequency bands because
the smaller image, the more solid face and the lower noise.
But for the image smaller than 13x13, there are no more
information on it. Moreover, LBP has the best performance at
level 1 high frequency bands. Because, all local information
on image are important for LBP. The higher resolution, the
higher performance obtained, but also the higher cost for
computation.

Fig. 6: The effect of cellsize to recognition performance

C. The effect of LBP Histogram Cell Size
Moreover, we want to know the effect of histogram cellsize
to recognition. The last step of LBP is to divide the LBP image
into grid of cells and concatenate all histogram of each cell.
The number of cells, which is related with feature dimension,
depend on the cellsize. For example (see figure 5), the 22x24
cellsize for 154x168 pixels image has 49 cells and the 8x8
cellsize for 152x168 pixels image has 399 cells. Thus, the
feature dimension are 1x12544 and 1x122144 respectively.
The recognition performance of LBP is affected by this
cellsize. The smaller cellsize, the more locally feature we get,
i.e. we get a large part of eye, eye brow, and other face parts
for 22x24 cellsize and we get a small piece of eye and others
such as eye corner and eye brow edges for 8x8 cellsize. Fig 6
shows how the cellsize affect to all bands at various level. The
results showed that the 8x8 cellsize produce better recognition
on all bands at all levels.

Fig. 7: The effect of face expression on approximation bands
to recognition performance
with face expression and remained 250 samples from 50
individuals. The goal is to know how the face expression affect
to recognition. The observation was done for LDA, LBP with
8x8 cellsize, and LBP with 22x24 cellsize.
Figure 7 shows the effect of face expression to recognition
both on LBA and LDA. By removing the face expression, we
obtained a significant decreasing of error rate. In addition, LBP
22x24 cellsize had better performance than LBP 8x8 cellsize
after removing the face expression. It means LBP performs
better on 22x24 cellsize if there are no face expression. Vice
versa, LBP performs better on 8x8 cellsize if conducts on
mixed database. It’s happen because a large part of face region
is more sensitive to expression than a small piece of face such
as mouth corner and edges, in the context of local structures
of face. While a face is smiling or laughing, a small piece
of mouth corner or mouth edge will not change too much
compared with a large part of mouth. The more explanation
about this area can be found in the next section.

D. The Effect of Face Expression
One of the challenge of face recognition that appear in our
database is face expression. By comparing the clean database
and the mixed database with face expression variations, we
set an experiment to exploit the effect of face expression
to recognition. In this experiment, we removed the image
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Fig. 8: The EER maps of 22x24 histogram cells on mixed
dataset

Fig. 9: The EER maps of 8x8 histogram cells on mixed dataset

E. The Contribution of Histogram Cells for Recognition

less important area. The less important area means the cells
that have higher error rate than threshold and may still contain
important information for recognition.

In the previous section, the cellsize divided a face into grid
of cells with local facial region. The smaller cellsize, the more
locally region we get. In order to know which part contribute
to recognition, we calculate the EER of each cell and visualize
them on an image. So, we can define the part of face that has
high contribution and low contribution. We can also analyze
which part of face affected by face expression.
This experiment consist of two parts: the observation on
mixed dataset and clean dataset without face expression. The
22x24 and 8x8 cellsize were applied to compare the local area
contribute to recognition.
Figure 8 and figure 9 show the visualization of EER map
of histogram cells on mixed dataset, with 22x24 cellsize and
8x8 cellsize respectively. Moreover, figure 10 and figure 11
show the visualization of EER map of histogram cells on
clean dataset without face expression. Each figure consists of
two columns, EER map at first column and the facial region
dividing based on threshold at second column to separate the

For the dataset with face expression variations, the area
around mouth, i.e. mouth, chin, cheek, lower eyes lid, center
of eyes, give higher error rate than other parts. It means that
some facial region are not affected by expression, i.e. eyes
corner, nose, eye brow, and area between nose and upper lip.
For the D1-band, the jaw still contains the most important
information for recognition.
The clean dataset without facial expression produce excellent recognition performance. Unlike the mixed dataset, the
area around the mouth become the important region in the
clean dataset. For 22x24 cellsize, the less important regions
are the center of mouth, cheek, and forehead. The forehead
is related with hair variations in dataset. On the other hand,
for 8x8 cellsize, the outer face edges have less important
information.

68

Fig. 10: The EER maps of 22x24 histogram cells on clean
dataset

Fig. 11: The EER maps of 8x8 histogram cells on clean dataset
V. C ONCLUSIONS

F. Discussion

The behavior of LBP for face recognition on various frequency bands and decomposition levels have been presented
to exploit the local feature of face image. Based on the LDA
and LBP comparison, LDA is better than LBP on A-bands
with error rates almost 2%. But LBP produces lower error
rate than LDA on high frequency bands, especially at level 1
and 2, because LBP works on local structures of images such
edge. For the high frequency band, the best perfomance of
LBP is at level 1 and LDA is at level 4.
Moreover, regarding to the effect of histogram cellsize and
face expression variations, they affect the performance of LBP,
i.e. 8x8 cellsize produce lower error rate than 22x24 cellsize
on mixed dataset. But for the clean dataset, the 22x24 cellsize
is better then 8x8 cellsize. It’s happen because a large part
of face region is more sensitive to expression than a small
piece of face such as mouth corner and edges. Overall, the
face expression gives an disadvantages to recognition on all
methods.
Related to the contribution of facial region, the area around

Overall, both of holistic approach and local feature approach
have some advantages and disadvantages for multiresolution
face recognition. The holistic approach such as LDA performs
better at low frequency bands up to level 3. In contrast,
the local feature approach such as LBP performs well at
high frequency bands, especially at first level decomposition.
Moreover, due to the LBP cellsize and how they work on
database with face expression, the smaller cellsize, i.e. 8x8,
can handle the expression variations better than larger cellsize,
because its work more locally at a small piece of face parts.
For example, some parts of mouth, eyes and edges, especially
in the corner part, still give an important information because
they are not affected by expression too much. For the data, we
only discuss on FRGC v2.0 database and need more database
to proof the robustness of our methods. The using of other
database may result a different performance. However, our
approach is useful to obtain the knowledge of LBP behaviors
and face parts contribution.
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mouth, i.e. mouth, chin, cheek, lower eyes lid, center of eyes,
are less important than other parts on mixed dataset, because
these areas are affected by facial expression variations. For
the clean dataset, the areas around the mouth become the
important region. For the 22x24 cellsize, the less important
regions are in the center of mouth, cheek, and forehead. The
forehead is related with hair variations. For 8x8 cellsize, the
less important information is only at the outer face edges.
Almost all parts of face in this case contain important information.
Finally, after the knowledge about the behaviors of LBP at
different band and the part of face contribute to recognition
are obtained, the future works are to improve the recognition
performance using these knowledge and extend the works to
other state of the art of face recognition, i.e. deep learning.
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The advance of low-power wide-area wireless technologies,
such as Sigfox and LoRa, have enabled the deployment of
numerous IoT networks. Despite these low-power technologies, the expected operation time is still limited as a result of
size-constraints, costs and battery lifespan. In order to prolong
the autonomy, the capacity of the employed energy storage
element could be increased. However, these IoT devices are
designed with miniaturization in mind and hence, equipping
them with large batteries is unfeasible.
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Fig. 2: Required charge time to power the node for three days w.r.t. the
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of discharge cycles. The storage element needs to capture
enough energy enabling the system to be operational even
when no energy can be harvested. The system is designed to
support operation when there is a power harvesting outage of
2-3 days. We opted for a supercapacitor as an energy storage
element because of the large amount of charge cycles and its
operating lifetime. The required charge time with respect to
the illuminance on the solar panels is depicted in Figure 2.
The evaluated panels have the same dimensions but differ in
electrical specifications. The feasibility of utilizing renewable
energy with cost and size constrained components can thereby
be assessed. As illustrated in Fig. 2, the node is fully charged
–to last three days– after less then two minutes of daylight.

Fig. 1: Overview of the designed system.
In this work, we evaluate technologies where low-power
hardware is combined with energy harvesting and storing
while maintaining a small-form factor. We target an operation
time of 10 years for a device measuring sensors twice a day
and transmitting these sensor values over the Sigfox network.
In contrast to other studies [1], we do not focus on designing
protocols to optimize for system autonomy, but rather design
the hardware and firmware for a self-sustainable IoT device.
An overview of the system is depicted in Figure 1.
In order to provision energy to IoT devices, we investigate ambient renewable energy. The negligible maintenance
expenditure, cost-effective design and the energy harvesting
efficiency [2] makes Photo-Voltaic Cells (PVCs) the perfect
candidate. Moreover, the amount of energy which can be harvested is quasi-deterministic as the conditions can be predicted
(Table I); allowing to guarantee device lifetimes. On top of
energy harvesting, the energy needs to be (I) captured and
(II) stored in an energy efficient way without degrading the
design of the device, e.g. functionality and design. Energy
storage elements are evaluated based on the self-discharge,
form-factor, energy density, lifespan and the maximum amount

TABLE I: Illuminance in different scenarios [3]
Condition

Sunlight Daylight Clouded Indoors
day

Dark
day

Illumination (lm/m2 )

+105

100

104

103

500
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In this work, we have made the following contributions to
automated infant observation and analysis. First, a Convolutional Neural Network (CNN) is adopted for infant expression
analysis. Second, for fine-tuning the CNN parameters, we have
manually collected infant images with different expressions
from the Internet, which helps to avoid the over-fitting problem, especially for the deep neural network, like VGG [2].
Third, we have increased the training dataset size with data
augmentation via rotating and blurring the images, so that the
fine-tuned network has become significantly robust to largevalued head-pose parameters (pitch, yaw, and row).
The remainder of this paper is organized as follows. In
Section II, we briefly introduce some related work in both
the clinical and technical domain. Afterwards, in Section III,
we describe our definition for infant expressions. Next, the
details for fine-tuning the network are explained in Section IV.
The experimental results for infant analysis are discussed in
Section V. Finally, conclusions are provided in Section VI.

Abstract—Discomfort detection for young infants is essential
since they lack the ability to verbalize their pain and discomfort.
In this paper, we propose a novel infant emotional expression
analysis based on transfer learning, which can be implemented
in a real-time infant monitoring system. For this purpose, a
VGG-Net is first pre-trained with the ImageNet dataset, and then
fine-tuned with a training dataset of different infant expressions.
The fine-tuned VGG-Net is trained to distinguish seven different
expressions and behaviours, i.e. discomfort/pain, unhappy, neutral, sleep, joy, open mouth and pacifier. Our proposed method
obtains a mean average precision of 80.6% for classifying infant
expressions.
Index Terms—infant expression analysis, transfer learning,
fine-tune, VGG-Net

I. I NTRODUCTION
Young infant emotional expression analysis is an important
task within the field of pediatrics. Many researchers have
shown that early facial expressions are informative and have
practical signal values for caregivers and practitioners [1].
When infants are too young to articulate their feelings, such
as discomfort, joy, etc., parents or practitioners can only
deduce them by observing the infants’ facial expressions.
Over the years, systems have been developed for deciphering
facial expressions of infants based on subjective descriptors.
However, these systems require practitioners to observe infants
for a certain amount of time, which is laborious and time
consuming. To tackle this problem, an automated infant expression analysis system based on video or image analysis can
be implemented, which is suited for clinical settings, to assist
caregivers. However, to design such a system, some challenges
are required to be resolved. First, the system should be able to
detect the face when an infant has a large head pose deviating
from the camera view. Second, facial expressions of infants
are significantly different compared to adults. As a result,
some of the state-of-the-art face detection and expression
analysis methods trained with adult datasets mostly fail in
periatric applications. Third and last, public infant datasets
are rare and very limited in contents. Therefore, training an
effective classifier with a large number of parameters becomes
intractable. In order to overcome these challenges, we propose
an automated infant expression classification system based
on transfer learning methods, which is novel and robust to
challenging situations such as large head-pose differences and
varying lighting conditions.

II. R ELATED W ORK
For decades, researchers have paid significant attention to
infant expression descriptiors. Sullivan and Lewis [1] distinguish infant expressions as surprise, enjoyment, physical
pain, etc. Meanwhile, other researchers focused on pain facial
analysis and devised several pain assessment tools such as
the revised FACES pain scale, the Wong-Baker Faces scale,
and neonatal facial coding system (NFCS) [3]. These works
define facial expressions for infant pain. Based on these
pain expressions, some automated pain detection systems
have been developed. In [4], a semi-automated system is
proposed for discomfort detection, which adopts an Active
Appearance Model (AAM) for facial appearance modeling.
However, facial contours in the key frames of a video sequence are required to be labeled manually, which hampers
the possibility for a real-time application. Zhi et al. [5]
propsoed an automatic infants’ pain detection by using geometric features to represent pain/no pain. After that, a Support
Vector Machine (SVM) is utilized to distinguish pain from
no pain. Sun et al. [6] proposed a discomfort detection
system based on two phases: subject-dependent and subjectindependent. During the subject-dependent phase, neutral faces
of the specific subject are used as a template, where frames
containing different expressions are classified as discomfort.
In all the above methods, facial features are extracted relying
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Fig. 1: Visual examples of each defined expression used in the system. The shown expressions spanned from left to right are:
discomfort/pain, unhappy, neutral, sleep, joy, open mouth and pacifier.
Sleep. Sleep is more accurate to be a state than an expression. However, for infants, sleep processes the most amount of
time during their growing. Besides, expressions showed by an
infant undergoing a heel lance during sleep and awake states
are different [8]. Therefore, sleep detection weighs equally as
discomfort detection. The facial action of the sleep expression
defined in this work is similar to the neutral expression, except
that the eyes are closed.
Joy. This expression includes two behaviors, smiling and
laughter. For an awake infant, facial actions for smiling include
narrowed eyes, a widened mouth with corners raised. For a
sleeping infant, actions around the mouth are similar except
for closed eyes. Laughter mainly appears in awake and alert
infants, which includes a wide-open mouth and a deepened
nasolabial furrow.
Open mouth. Open mouth belongs to a family of nonexpression but is distinct from a neutral, awake face. Differentiating from joy, infants normally show a relaxed and open
mouth which can be a bow shape. Besides this, brows can be
raised slightly.
Pacifier. Pacifier is not an expression. However, in a daily
situation, a pacifier can be used up to a few hours to keep
the infant calm. Pacifiers will incur facial actions around
the mouth area in an image, which leads to a difficulty to
distinguish between the above expressions. For the purpose
of developing an infant monitoring system, we introduce this
case into consideration as a distinct expression. Due to the
usage method of a pacifier, an infant can only use a pacifier
during a quiet state, such as be awake with neutral or smile
expression, or be at sleep. In our work, we will classify a
state as a pacifier expression, as long as infants use a pacifier
in/around their mouth.

on aligned fiducial facial landmarks in images. When a head
orientation significantly deviates from the frontal view, the
landmark localization schemes used in the above work will
fail, which inevitably leads to the degradation or failure for
the final expression analysis. Moreover, they all model infant
expressions as a binary situation, such as pain and no pain,
or discomfort and comfort. However, infant expressions are
more subtle and complicated, and these binary classifiers will
show false positives when a joy expression occurs. In our
earlier work [7], we proposed an automated classification
model based on appearance features extracted by local binary
patterns, instead of geometric features. In this paper, we aim at
distinguishing more subtle expressions, which is accurate and
can be implemented in a real-time infant monitoring system.
III. I NFANT E XPRESSION C LASSIFICATION
Based on the work in [1], [8] and to design an automated
video-based infant monitoring system, we classify infant expressions into seven categories within positive and negative
expressions. Negative expressions include discomfort/pain,
unhappy, whereas positive expressions include neutral, sleep,
joy, open mouth and pacifier. In the following, we will discuss
facial actions and appearance for each classified expression.
Fig. 1 portrays visual examples of each expression.
Discomfort/Pain. Expressions related to discomfort or pain
are important indicators of infants’ emotions. Long-term uncontrolled pain can cause damages to their brain develpment [9], [10]. Facial actions for discomfort and pain include
a mid-brow bulge, a deepened nasolabial furrow, a vertical
stretch mouth (horizontal) and a taut tongue. Besides, other
actions such as eye squeezing and chin quivering can also
appear in a discomfort face.
Unhappy. The occurrence of this negative expression reflects general distress or unhappiness. According to our observation, this expression normally occurs as a transitional
state from a positive to a negative expression or vice versa.
Unhappy is a subtle expression to describe, compared to
the discomfort/pain face. In this work, we define unhappy
similar as sad expression described in [1]. Facial actions of
an unhappy state can include knit, lowered brows and a sad
expression in the lower face such as lip purse.
Neutral. Neutral faces normally appear when infants stay
in a quiet and awake state. This expression includes open eyes
and a closed mouth. Besides this, brow and cheek should be
relaxed without any muscle tension or contraction.

IV. M ETHOD
This section first explain the network architecture used in
this research. Afterwards, the methodology of our fine-tuning
procedure is described for infant expression detection.
A. VGG-Net
Compared with most existing CNN architectures, VGGNet [2] uses smaller reception fields in each convolutional
layer and combines convolutional layers to generate feature
maps. The input of VGG-Net is an RBG image with a fixed
size of 224 × 224 pixels. All convolutional layers have a
3 × 3 receptive field. A stack of two or three convolution
layers is followed by a pooling layer with a 2 × 2 window
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discomfort/pain

conv

conv

conv

conv

FC

conv

FC

unhappy
neutral
sleep
joy
open mouth
pacifier

FC

Fig. 2: Architecture diagram of the 16-layer VGG-Net for infant expression analysis.
for down-sampling. VGG-Net uses a Rectified Linear Unit
(ReLU) as its activation function. The last convolutional layer
is concatenated with 3 fully connected layers. The first two
fully connected layers have each 4,096 outputs, and outputs
of the third fully connected layer are tuned based on the
number of classifications. The last layer is the soft-max layer.
The applied 16-layer VGG network used for our automated
analysis is shown in Fig. 2.

14, 717 infant images from the Internet for our training dataset.
The number of training images for each class is shown in
Table I. In order to increase the varieties, we have randomly
rotated, added noise and blurred images in the training dataset.
Examples of images occurring the training dataset are shown
in Fig. 3.
Discomfort/Pain
Unhappy
Neutral
Sleep
Joy
Open mouth
Pacifier

B. Fine-tuning
Due to the limitation of public infant datasets for training
and the number of parameters in the VGG-Net, it is impractical
to train all parameters from scratch. Therefore, we fine-tune
the pre-trained VGG-Net parameters for infant expression
classification. For the reason that infant expressions are more
instinctive than adults, we pre-train network parameters with
the ImageNet dataset [11], instead of public face datasets [12].
Since the first few convolutional layers are trained to represent
basic features, such as edges, corners, etc., we only update
the parameters in the last 9 convolutional layers. As fully
connected layers map the CNN features to classifications, we
train the three fully connected layers from scratch. For the
first two fully connected layers, the weights are initialized by
sampling from a Gaussian distribution with a zero mean and a
standard deviation of 0.01. Outputs in the last fully connected
layer are adapted to 7 states, corresponding to the number of
expressions of interest. Besides, it is initialized with weights
sampled from a Gaussian distribution of zero mean and a
standard deviation of 1 × 10−3 . The fine-tuning procedure is
implemented using the Caffe [13] framework. For the input
image, we apply histogram equalization to each channel for
normalizing and increasing the signal contrast, and then rescaled the image to a 224 × 224-pixel patch, which complies
with the requirement of the VGG-Net architecture.

Train
2,147
825
5,115
3,417
2,804
1,720
137

Test
1,690
884
942
284
138
234
159

TABLE I: Number of training and testing images for each
class.
B. Results
In order to evaluate the performance for infant expression
analysis, we have sampled 4, 331 infant-face images from
142 videos of 77 pediatric patients, captured in the Maxima
Medical Center, Veldhoven, The Netherlands. The number of
testing images in each class is shown in Table I. Table II shows
the results
for our method.
1
In the testing dataset, we include all the challenging situations, such as large-valued head poses, blurry images and
ambiguous facial expressions, as shown in Fig. 4. Up to now,
the false positives of the trained VGG-Net will happen in
following cases. For example, when infants blink or look
down, it will be classified as sleep. Besides this, when infants
are in a transitional state such as from discomfort to neutral or
vice versa, the classifier may show difficulties in distinguishing
discomfort and unhappy expressions. Moreover, the classifier
will occasionally detect unhappy and open-mouth states as joy,
since the expressions of these three are less distinctive than
other expressions. However, when combined with a temporal
filter, many false positives can be removed and a reliable and
accurate classification can be achieved.

V. E XPERIMENTAL R ESULTS
This section first introduces the datasets used for training the
VGG-Net. Then, the performance of the fine-tuned VGG-Net
for infant expression analysis is discussed.
A. Dataset

VI. C ONCLUSION

A sufficiently broad dataset is a key factor for training a
reliable neural network. However, public datasets for infant
expressions are hardly available. For the purpose of accurate
and robust expression analysis, we have manually collected

In this paper, we have proposed a novel infant emotional
expression analysis based on transfer learning, which can
be implemented in a real-time infant monitoring system. A
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Fig. 3: Examples of images in the training dataset. Images in the first row are rotated from −45◦ to +45◦ . Images in the
second row are obtained by adding Gaussian blur and noise.

Fig. 4: Examples of challenging cases, such as large-valued head poses and subtle expressions in the testing dataset.
16-layer VGG

Discomfort
0.888

Unhappy
0.751

Neutral
0.857

Sleep
0.902

Joy
0.613

Open mouth
0.738

Pacifier
0.890

mAP
0.806

TABLE II: Average precision score for each class by VGG-Net.
VGG-Net is first pre-trained with the ImageNet dataset, and
then fine-tuned with a training dataset of different infant
expressions.
The trained VGG-Net is capable of classifying seven expressions: discomfort/pain, unhappy, neutral, sleep, joy, open
mouth, and pacifier. Because of large head-pose variations
presented in the training dataset, the fine-tuned VGG-Net [2]
is very robust to head rotations. The obtained mean average
precision for classifying infant expressions is 80.6%. Some
false positives are caused by ambiguous expressions, which
can be reduced by adopting a temporal filter for the final
classification. In future work, we will extend this work in a
time-domain fashion for continuous infant monitoring.
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Abstract—The consensus problem has received a lot of attention from researchers over the past decades since it has
many practical uses, such as distributed data fusion [1] and
group coordination [2]. To solve the average consensus problem
in arbitrary random connected distributed networks (e.g., in
wireless sensor networks), many distributed averaging algorithms
have been proposed, such as basic average consensus algorithms
[3], gossip algorithms [4], ADMM [6] and PDMM [7] algorithms
based on convex optimization. These iterative approaches require
to exchange information among participants to compute the
average result. However, the information exchange is a cause
for concerns with respect to the privacy of the data, as private
information may be revealed.
We propose a general, yet simple solution that achieves privacy
using additive secret sharing, a tool from secure multiparty
computation. This method enables each node to reach the
consensus accurately and obtains perfect security at the same
time. Unlike differential privacy based approaches, there is no
trade-off between privacy and accuracy. Moreover, the proposed
method is computationally simple compared to other techniques
in secure multiparty computation, and it is able to achieve perfect
security of any honest node as long as it has one honest neighbour
under the honest-but-curious model, without any trusted third
party.
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Fig. 1. Experimental results

but only cause higher initial errors. As for the security analysis,
the proposed approach achieves perfect security as it applies
additive secret sharing in secure multiparty computation .

Simulations are conducted here to investigate the performance of the proposed approach. A random geometric graph
with n = 100 nodes is simulated and the connectivity
of nodes
q
log n
to have
is enabled if their distance is within a radius
n
a connected graph with high probability. Based on the same
initial state values over the network and additive randomization
procedure, the simulation results are demonstrated in Fig. 1,
where the solid blue, green, red lines denote the conventional non-privacy concerned random gossip [4], asynchronous
ADMM [6] and PDMM [7] algorithms, respectively, and the
related dashed lines represent the proposed secure approaches
which add additive randomization before the above mentioned
conventional algorithms, and the penalty parameters in both
ADMM and PDMM are set as 0.4.
As demonstrated in Fig. 1, we can see that the estimated
accuracy of all the proposed secure approaches is identical
to conventional non-secure approaches. The convergence rate
of the proposed approaches will be slightly slower than the
traditional approaches as the initial mean square error becomes
higher after additive randomization. We remark that the extra
additive randomization will not affect the convergence speed
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Definition. Let i ∈ {1, · · · , n} (the choice does not matter).
Then we define

I. I NTRODUCTION
The aim of our research is to use information theory to
study local privacy protocols, i.e. a setting where users do
not trust the data aggregator with their private data, and they
obfuscate their private data by applying a privacy protocol Q.
The de facto metric for the privacy of Q in this setting is local
differential privacy (LDP) [1], which has several drawbacks:
it is too strict for many applications, it can only be applied to
probabilistic Q, and it does not give a clear answer as to what
extent private data is vulnerable to the aggregator. Current
utility metrics are focused on the accuracy of frequency
estimators [2]. The drawback of this approach is that many
estimators give negative estimations for frequencies, which
then need to be handled in an ad-hoc manner. Furthermore,
the metrics depend on the choice of estimator.

=

Priv∆ (Q)

=

I(Y1 , · · · , Yn ; P )
,
I(X1 , · · · , Xn ; P )
H(Xi |Yi , P )
.
H(Xi |P )

(1)
(2)

III. N EW METRICS ADDRESS CURRENT METRICS ’
SHORTCOMINGS

These information-theoretic metrics address the shortcomings of the state of the art metrics addressed in the introduction. On the side of privacy, Priv∆ is less strict than LDP
since it measures ‘average’ rather than ‘worst case’ privacy.
Furthermore, it can also be applied in a more general setting
than LDP. Finally, Priv∆ (Q) can be viewed as the part of
i’s private data that is hidden from the aggregator, which
gives the metric a clear meaning. Regarding utility, the metric
Utin,∆ does not depend on estimators, and as such does not
have to deal with negative frequency estimations. Instead, this
metric is closely related to P ’s posterior distribution that can
be computed by the aggregator.

II. D EFINITION OF NEW METRICS
We introduce the following information-theoretic metrics
for utility and privacy of Q: Let X1 , · · · , Xn be the users’
private data, each drawn independently from an unknown
probability distribution P on a finite set A. We regard P as a
continuous random variable on the simplex PA of probability
distributions on A. Its distribution ∆ reflects the aggregator’s
prior knowledge. Its value is unknown to the aggregator, and
the aggregator’s goal is to learn P . Let Yi = Q(Xi ) be i’s
output; this is sent to the aggregator. This setup is illustrated
in Fig. 1.

IV. L EARNING P
We can quantify the aggregator’s knowledge about P when
the number of users is large:
Theorem. There exists an explicitely computable constant
c(Q) such that, as n → ∞,
I(Y1 , · · · , Yn ; P ) ≈ H(P

),
1
h 2 log n+c(Q)i

(3)

where Phdi is the d-digit discretisation of P .

Hidden
X1
X2
P
PA

Utin,∆ (Q)

Xn

Q
Q
Q

This theorem shows that the aggregator can learn P up to
approximately 12 log n + c(Q) digits; hence the constant c(Q)
is an important characteristic of Q’s asymptotic utility.

Y1
Y2

Aggregator
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We mitigate this issue by showing how to leverage recent results / bounds in the field of secure cryptographic
implementations [1]. Precisely, we show that the risks of reidentifications with external leakages can be bounded with
information theoretic metrics that can be efficiently computed
from a database’s content (a similar application of these tools
to location privacy can be found in [6]). We also show that the
bound becomes tighter as the size of the database increases.
Since the risks of re-identification with internal leakages also
decrease with this size, it implies that database holders have
no incentive to hide data in such privacy assessments.
We finally illustrate the application of these tools to the case
of the Netflix prize for improving recommendation system that
was launched in 2006. In a work from S&P 2008, it was
shown that Netflix pseudonyms can be linked to IMDb public
accounts based on internal leakages [7]. (The same authors
extended their work to social networks in [8]). We show how
our tools can be used to quantify the privacy risks in this case
study, and how simple manipulations (i.e., data swappings [9])
can reduce these risks at a limited utility cost.

Abstract—Previous works showed that privacy-preserving open
data publishing is a challenging (if achievable at all) goal. Risks
are in general hard to quantify and may in particular vary
significantly in case databases are extended over time with
new data (or are merged). In this paper, we show that the
risks of re-identification due to the predictive power of the
data can be bounded under reasonable assumptions, thanks to
recently introduced information theoretic tools. We illustrate our
methodology on a Netflix dataset that was shown to raise privacy
issues by Narayanan and Shmatikov (S&P 2008) and motivate
a simple protection mechanism based on data swappings as an
insufficient but utility-preserving improvement.

I. I NTRODUCTION
The General Data Protection Regulation (GDPR) became
effective the 25th of May 2018. At the high level, it formalizes
the privacy requirements that companies must enforce when
manipulating data. For this purpose, the GDPR provides
general directions. Yet, it sill lacks systematic evaluation /
certification tools to quantify how these recommendations
translate into a concrete level of privacy (see for example
articles 25.3, 35, 42.1, 43.9, 57.1 of the GDPR).
In the context of open data publishing (discussed in
article 89.2 and rule 157 of the GDPR), the only
restriction imposed so far is the “anonymization” of
the data (see https://www.europeandataportal.eu/en/highlights/
protecting-data-and-opening-data). As overviewed by Fung et
al. in their survey of recent developments in privacy-preserving
data publishing, various metrics can be used to quantify the
risks of re-identification when an adversary obtains “internal
leakages” allowing to connect a line of the database to a
particular target user [5]. One of the easiest to understand
metrics is the k-Anonymity introduced by Sweeney [10]. It
gives an intuitive (yet limited) privacy measurement based on
the similarity between users. Various refinements exist (see for
example the aforementioned survey).
In this paper, we are concerned with the complementary
issue that an adversary may also have access to “external
leakages”. That is, fresh observations collected for a user
(presumably in a database) can also lead to re-identifications
in case the collected data is sufficiently predictive. The risks of
such re-identifications exploiting external leakages are harder
to bound, since the predictive power of a database typically
increases with the amount of collected data.

II. BACKGROUND AND NOTATIONS
We consider a context where users utilize a service and
the service provider can collect information such as the users’
name, address and their activity while using the service.
A. Data specification
We first define the set of users as:
U = {u1 , u2 . . . , unu },

with nu the number of users. We then define observations oij
that correspond to the j th record for user ui :
c
oij = {o1ij , . . . , oN
ij },

with Nc a number of characteristics. Taking the example of
the Netflix database, observations correspond to identifiers,
movies, grades, ..., and are reported as:
oAlice = {Alice, 2019-04-03, Pulp Fiction, 5}.
We will assume that the o’s are discrete.
A user ui theoretically follows an unknown distribution
which we formalize with the Probability Mass Function (PMF)
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g(o|ui ). In open data publishing, a set of sample observations
following this distribution are collected for each user as:

Note that intermediate models capturing correlations up to
a certain order could also be considered.
Based on these models, the conditional probabilities
P̃r[ui |o] and P̂r[ui |o] that we will need to estimate our metrics
can be directly derived thanks to Bayes, assuming an a priori
uniform distribution for the users:
g̃(o|ui )
,
P̃r[ui |o] = Pnu
j=1 g̃(o|uj )

Ni

o
Di ←−
g(o|ui ),

with Noi the total number of observation from user ui .
B. Types of estimations
Given the set of observations Di ’s, recommendation systems
will generally try to model the true distributions g(o|ui ). We
consider two types of estimations for this purpose, namely
direct estimation (di) and cross-validated estimation (cv). We
call direct estimation a modeling process using directly all the
available data. By contrast, in the cross-validated estimation
the datasset is split in K subsets: K − 1 are used for model
estimation, the last one for model testing (and the model
estimation and testing are repeated K times). We denote the
SK
(k)
(k)
K subsets as Di , k = 1, . . . , K, such that k=1 Di = Di
T
(k1 )
(k2 )
and Di
Di
= ∅, for all k1 6= k2 . The estimated models
are written with a tilde symbol for direct estimation:

ĝ(o|ui )
P̂r[ui |o] = Pnu
.
j=1 ĝ(o|uj )

III. T HREAT MODEL AND METRICS
A. Threat model
We consider an adversary who aims at re-identifying users
in a pseudonymized database, as recommended by the EU
in the GDPR. The resulting threat model is depicted in
Figure 1. In such a scenario the adversary must link true
user identities to pseudonyms thanks to some information that
we call leakages. We consider two types of leakages: internal
leakages which correspond to a couple (u, o) such that both
the user and the observation are in the database; external
leakages where the user is (assumed to be) in the database but
the observation is not (i.e., it is a fresh one). In this second
case, the attack crucially relies on the predictive power of the
model (as evaluated thanks to cross-validation).

di

g̃(o|ui ) ←− Di ,
and with a hat symbol for cross-validation estimation:
o
n
cv
(1:k)
(1:k)
ĝ
(o|ui ), Di
←− Di .

C. Estimation tools

The adversary’s success in this threat model depends on two
main quantities: the size of the database, measured thanks to
the number of observations per user Noi (which we assume
to be equal for all users Noi = No ), and the number of
leakages per user Moi (where we assume the same Moi = Mo ).
Concretely, No primarily affects the accuracy of the model,
while Mo improves the re-identification rate.

In order to estimate the true distributions g(o|ui ) we also
need to define statistical tools. The choice of a (e.g., parametric
or non-parametric) statistical tool directly impacts the speed
of convergence and accuracy of the models, so the closeness
between g(o|ui ) and g̃(o|ui ) or ĝ(o|ui ). We consider two
simple options for this purpose.
On the one hand, we use a first-order model which treats the
characteristics of each observation independently. Concretely,
the estimated models are then computed as follows:
1 X 0
g̃1 (o(c) | ui ) = i
o (c),
No 0
o ∈Di
X
1
(k)
ĝ1 (o(c) | ui ) =
o0 (c),
(k)
i
No − |Di | 0
(k)

B. Metrics
We use two main metrics to evaluate our threat model: the
Perceived Information (PI) and the Hypothetical Information
(HI). They provide (on average) a lower and an upper bound
for the Mutual Information (MI) that we cannot directly
compute in the absence of an exact knowledge of the users’
true distributions [1]. As discussed in [6], the HI and PI can
be related to the number of (internal and external) leakages
needed to re-identify a user.
As will be illustrated next, the fact that the HI upper bounds
the PI is handy in a privacy setting, since it implies that the
risks of improved (more predictive) models allowing better
attacks with external leakages can be bounded based on a
database’s content. The bound becomes tight as the number
of observations in the database increases.1

o ∈Di \Di

for any characteristic c with value o(c). For all c’s, it counts
the number of times a value appears. The resulting model is an
histogram of which the size depends on Nc and the cardinality
of c (i.e., the range of values the characteristics can take).
Since characteristics can be correlated, we also consider an
(k)
exhaustive model, which we denote as g̃ex or ĝex and that
directly estimates a histogram for all possible observations.
This process can model any type of correlation (i.e., any
possible combination of characteristics) but it is naturally
much more expensive to estimate. This is reflected by the size
of the histograms. Taking the example of our following data
where we have 27 categories and each category can come with
5 scores, the exhaustive histogram has 527 possible bins while
the first-order one only has 5 · 27.

The Hypothetical Information is expressed as,
X
X
H̃I(U ; O) = H[U ] +
Pr[ui ] ·
f̃(o|ui ) · log2 P̃r[ui |o].
ui ∈U

o∈Di

1 If the users’ distributions are stationary – if they don’t the bound is not
tight but the risks are also reduced since the models become less predictive.
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Fig. 1. Re-identification threat model.

Intuitively, it depends on the number of collisions among
different users’ observations. This will lead to a decreasing
trend as the size of the database increases in our experiments.
It typically means that (on average), users in smaller datasets
are easier to re-identify with internal leakages.

l success corresponds to a case where the user to re-identify
is among the first l candidates suggested by the attack.
IV. DATA DESCRIPTION
We next apply our methodology to the Netflix dataset. It was
originally published in order to enhance their recommendation
system, which led to the privacy issues discussed in [7].
The available dataset regroups 480,189 users who evaluated
at least one movie among 17,770 possible ones, between
October 1998 and December 2005. The observations contain
4 characteristics: the movie ID, the user ID, the grade and the
date of rating. The grades scale from 1 up to 5 and the date
is in (year,month,day) format. It corresponds to one eighth of
the full Netflix database at the end of 2005.

The Perceived Information computed for one crossvalidation subset can be expressed as:
(j)

P̂I

(U ; O) = H[U ]+

X

Pr[ui ]·

ui ∈U

X

(j)

o∈Di

1
(j)
|Di |

(j)

· log2 P̂r

[ui |o],

and a better estimate is then obtained by averaging the K
(j)
different P̂I (U ; O) values. Thanks to cross-validation, this
metric captures the predictive power of the model, which
naturally increases (on average) with larger datasets.
Note that estimating the PI requires to deal with outliers,
since negligible probabilities for correct users can lead to negative PI values (intuitively reflecting a non-predictive model).
We deal with such outliers as in [6] and always reflected the
proportion of outliers as fo in our experiments. (This quantity
decreases as the size of the profiling set increases).

Considering the full granularity of the data, it turns out
that all the observations are unique (or close to be), making
any discussion of privacy a bit futile: there are billions of
possible observations while the dataset only contains ≈ 100
millions. As a result, our following experiments consider a
more optimistic setting from the privacy viewpoint where the
(granularity of the) data is reduced in different ways.
First, we removed the time component and the movie ID
component which are quite meaningless in the analysis of
external leakages. By definition, these quantities are past ones.
This is obvious for the time component. For the movie ID one,
it relates to the assumption that a single user is unlikely to
rate the same movie multiple times. As a result, we decided
to report the movies in our database as a combination of categories. Those categories were found thanks to IMDb database.
We ended up with a total of 27 categories: Action, Adventure,
Animation, Biography, Comedy, Crime, Documentary, Drama,
Family, Fantasy, Film-Noir, Game-Show, History, Horror, Music, Musical, Mystery, News, Reality-TV, Romance, Sci-Fi,
Short, Sport, Talk-Show, Thriller, War, Western. We associated

In some cases, we will also consider the probability of
successful re-identification as an alternative metric. It is more
difficult to estimate since it depends jointly on No and Mo
while the HI and PI metrics depend only on No . The number
of (internal or external) leakages needed to reach a high
probability of success is (inversely) proportional to the HI and
PI metrics – so information theoretic metrics are our preferred
ones for the evaluation of re-identification attacks. Yet, the
success rate sometimes delivers additional intuition. We will in
particular consider different levels of success such that a level-
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movies and categories with an automated script that checks
similarities between Netflix movies and IMDb ones.2
Next, we removed all the users with less than 1000 observations and kept this same amount of observations from each
of the 13, 141 remaining users. With this reduction we ended
up with only 1211 possible combinations of movie types.
Finally, we will analyze different types grades: the “one
to five star(s)” one of the original data and a simpler “likedislike” one. For this second option, we define a like as a
grade of 4 or more and a dislike as a grade of 3 or less. We
will also consider a “no-grade” case, where users profiles only
depend on type of movies they watch (without grades).

would be sufficient according to the (non tight) bound, due
to both the limited number of collected observations and the
asymptotically most informative (exhaustive) model.
Note that the previous analysis is an average one, but as
suggested by the surfaces of Figure 2, the variability among
users is not negligible: some users are (much) more easily
re-identifiable than others.
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V. E XPERIMENTAL RESULTS

3

IT metrics

We now quantify the privacy of users in our modified Netflix
dataset and the risks that adversaries can re-identify users.
A. Information theoretic analysis
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fo = 0.008

●

−1
fo = 0.4
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The HI and PI metrics estimated from the modified Netflix
database are reported in Figure 2. As theoretically expected,
the (easier-to-estimate) Hypothetical Information (HI) metric
is always higher than the Perceived Information (PI) [1].
Hence, it can serve as a bound for the risks of re-identification
with external leakages. Since it is monotonously decreasing,
this bound becomes tighter as No increases.
For the exhaustive model we see a large difference between
both metrics, while this difference is much smaller for the
first-order model. This is due to the more complex estimation
of the exhaustive model. For the first-order model, the HI
and PI values for the maximum No = 1800 are very close,
suggesting that this model has converged towards its most
informative level (i.e., more observations would not lead
better re-identification since all the model parameters are well
estimated). Note that the total number of observation is 1800
in this case, since each observation has been split into several
independent ones (leading to more “simplified” observations
per user). By contrast, such a convergence of the HI and PI
curves does not (yet) take place for the exhaustive model
which would require much more observations to be perfectly
estimated, leading to a much less tight (worst-case) bound.
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Fig. 2. Information theoretic analysis (II).

B. Impact of granularity
The previous results are extended to the aforementioned
levels of granularity for the observations in Table I, where
the first-order and exhaustive HI and PI values are provided
without grades, with like-dislike grades and with 5-star grades.
There are two opposite effects happening when reducing
the granularity. First, it reduces the information available, as
reflected by a reduced HI. From the no-grade analysis to the
5-star one, it is constantly increasing. Such a trend is also
observed for the PI of the first-order model when using a
profiling set of size 1, 800. It means that the model is then
able to extract most of the available information. By contrast,
this is not the case for the exhaustive model, which has an
opposite (decreasing) behavior for the PI. The latter suggests
that the model is (much) more complex to estimate and would
require (much) more observations to become informative.
This analysis confirms that adding features to estimate in
a model implies an increase of the risks of re-identification
with internal leakages, while the impact of this addition is
contrasted for the PI: if a sufficient number of observations
are available, it may improve the asymptotic value of the PI (if
the new features capture new details of the true distributions),
if not it may reduce the concretely reachable PI.

Concretely, the plots imply that an adversary exploiting
a first-order model would be able to extract an amount of
information bounded by the HI (i.e., 0.34), and for the amount
of observations collected a PI of 0.19 can already be extracted. Given that our experiments include 13,141 users (with
log2 (13, 141) ≈ 13.68), it implies that re-identification could
in the worst-case (i.e., for perfectly estimated models) take
place after c · 13.68/0.346 ≈ c · 40 leakage traces (and given
the amount of collected observations, c · 13.68/0.19 ≈ c · 72
leakages are already sufficient), with c a constant depending
on the target success rate (e.g., c = 13.68 approximately
corresponds to an 80% success rate [2], [3]). For the exhaustive
model, things get even worse and c·13.68/1.56 ≈ c·9 leakages

C. Additional security analysis
Given the variability of users illustrated by Figure 2, one
additional question regarding our experiments is whether re-

2 We therefore cannot pretend that this classification is perfect, but checked
that most of the movies were well assigned.
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can be directly evaluated based on the success rate metric,
and it aims at predicting categories rather than user IDs (so it
essentially exploits the other term of Bayes’ law).

TABLE I
I NFORMATION THEORETIC ANALYSIS (II).
No-grades

Like-dislike

5-star grades

H̃I (exh.)

0.586

1.001

1.568

No

900

1800

P̂I (exh.)

-1.782

-2.286

-3.033

H̃I (1st-order)

0.069

0.203

0.392

P̂I (1st-order)

0.019

0.090

0.077

H̃I (1st-order)

0.061

0.185

0.346

P̂I (1st-order)

0.038

0.133

0.194

Such a utility analysis is represented in Figure 4. We observe
that predictions are significantly better than random ones,
suggesting that they could be used to guide a recommendation
system. The only puzzling fact is the less smooth aspect of
the curve corresponding to the exhaustive model. It starts
lower than the first-order curve, then rapidly exceeds it until
approximately l = 20 before running behind it again.
Our tentative explanation for this fact derives from Figure 5,
where the categories’ distribution are plotted. It shows that
categories are very concentrated among a few combinations
for the exhaustive representation (meaning that these few
categories have a higher chance to be correct). By contrast,
the density of this distribution decreases more gradually for
the first-order model. As a result, it is natural that the success
rate curve is increased for lower-level successes in the case of
the exhaustive model (compared to the first-order one).

identification would be significantly easier for certain groups
of users having similar behaviors.
We answer this question by investigating the l-order success
rate for a re-identification attack with Mo = 1 leakage, which
is illustrated in Figure 3 for the 5-grade case. Meaningful
groups of users would typically be illustrated by a stepped
curve for the success rate, which is not observed. We therefore
conclude that that grouping users by similar profiles is not
helping the re-identification.
Note that the success rate curves would gradually get away
from the random line as Mo increases. Note also that the
success rate curve for the exhaustive model is below the one of
the first-order model, which is expected based on the previous
information theoretic analysis.
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Fig. 4. Success rate of (category) prediction attacks.

0.2

Based on the previous experiments we can conclude that
the exhaustive model increases the risks of re-identification
significantly, while not leading to a comparatively improved
utility. As a result, a natural proposal for privacy enhancement
is to pre-process the data such that the very possibility to
characterize higher-order moments of the observations’ distribution vanishes. A very simple solution for this purpose is
to break all the observations with combined categories into
independent ones, and to exploit data swapping as suggested
in [9]. Precisely, for two observations o1 and o2 , permuting
o1 (c) with o2 (c), for a characteristic c will not affect the
first-order modeling, yet it will break any correlation between
the characteristics within the observations. As a result, the
exhaustive model will not bring any improvement of the reidentification attacks anymore and, as previously mentioned,
this will not have any significant utility cost in our case study.

0●
1

1316

2631

3946

5261

6576

7891

9206

10521 11836

Level of success rate

Fig. 3. Re-identification success rate with 5-star grades (Mo = 1).

VI. U TILITY- PRESERVING PRIVACY IMPROVEMENT
We conclude the paper by proposing a utility-preserving
privacy improvement for the investigated data set.
We use a utility notion inspired from [6] for this purpose.
Precisely, we measure utility as the probability to predict the
categories of the films watched by the users. Such a utility
metric can exploit the same cross-validated estimations as
the re-identification attacks with external leakages. The only
differences are that it is a single-shot game, meaning that it
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Note that the interest of such a data swapping crucially relies
on the fact that first-order models are sufficiently useful.
VII. C ONCLUSION
The results in this paper provide tools to bound the risks of
re-identification attacks with external leakages in the context
of privacy-preserving open data publishing, and to anticipate
the impact of extended data collection. However, the concrete
values obtained for the HI bound indicate that an accumulation
of such leakages may rapidly allow adversaries to re-identify
users within databases, with significant variability between
users (i.e., some users are much easier to re-identify than
others). In the frequent case where simple (e.g., first-order)
models are sufficient to maintain the utility of the data, simple
data swapping tools can be used to push back the privacy risks,
yet in a limited manner. In general and in view of these results,
privacy-preserving open data publishing is likely to require
strong restrictions of the data. For example, the suppression
of any – even pseudonymized – identity in the observations is a
good candidate solution in contexts where utility only requires
user-independent statistics. Alternatively, pseudonymized data
can only be hoped to remain anonymous up to a certain amount
of leakages, in which case the number of tolerated leakages
could be used as a (weaker) privacy metric by policy makers.
In case these options are not applicable / sufficient, replacing
the ability to access the full database by the ability to query it
as in the differential privacy setting is the only known solution
with strong theoretical guarantees [4].
Acknowledgments. François-Xavier Standaert is a senior associate researcher of the Belgian Fund for Scientific Research
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are cheat codes and time bombs. The first ones refer to HTs
triggered once the chip receives a specific value or sequence
at its inputs [6]–[11]. The second ones refer to HTs triggered
after a specific number of executions, such as exposed in [11].
On the other hand, analog signals (e.g., EM) can be used to
implement trigger mechanisms [12]. Besides, HTs may not
require to be triggered. Instead, they can operate continuously
and are denoted “always-on" [13]–[15] in such cases.
HTs can also be classified according to their malicious
behavior, usually called payload. As for the triggering mechanisms, the payload can be classified as digital or analog.
Digital ones can for instance modify the content of memories
or affect internal states [6]–[8]. Analog ones affect circuit
parameters such as the delay, power or noise margin [9], [16].
In [1], the authors additionally use the physical characteristics of the HTs to classify them as functional or parametric. Functional ones require logic modifications by adding
or removing logic gates [6]–[8], [17]. Parametric ones are
implemented thanks to modifications of the physical properties
of the existing logic or wiring [9], [16].

Abstract—Hardware Trojans are an important threat to the
security of integrated circuits. They assume a malicious manufacturer able to infect implementations with hard-to-detect circuit
modifications that can compromise their security. Hardware
Trojans are sometimes classified as digital (if they are triggered
and send their payload as regular outputs on a communication
interface) or physical (if they are triggered and send their
payload via a physical side-channel such as an EM signal).
Typical examples of digital hardware Trojans are cheat codes,
which are triggered under some rare input conditions, and time
bombs, which are triggered when a counter internal to the
implementation reaches some value. In this paper, we investigate
a class of physical hardware Trojans that can trigger malicious
circuitry thanks to a standard communication interface (as a
digital hardware Trojan), by exploiting a timing side-channel. We
denote these physical hardware Trojans as Time-Modulated, since
they exploit the rhythm at which computations are performed,
and provide two exemplary instances of such Trojans. The first
one is clock-based: it exploits a recent idea of hardware Trojan
using a side-channel by Ender et al. at ASIACRYPT 2017,
and can inject an exploitable fault that applies to any AES
implementation. The second one is interface-based: it exploits
the delays between multiple message blocks as proposed by
Shield et al. at AISC 2015. We extend this work to describe
denial-of-service and key recovery attacks against a Trojanresilient implementation designed following a recent proposal by
Dziembowski et al. at CCS 2016. Despite the latter did only
claim security against arbitrary digital hardware Trojans, our
results show that limited additional (physical) capabilities allow
an adversary to circumvent these formal security guarantees.

In this paper, we investigate a class of HTs that we denote as
Time-Modulated (TM) Hardware Trojans. They are triggered
by an analog signal (i.e., a timing side-channel) which is
available over digital communication interfaces. This allows a
straightforward malicious modification strategy while escaping
any countermeasure that would only prevent digitally-triggered
HTs. We illustrated this claim by describing two instances of
TMHTs, using two different types of time modulation: one
based on the clock signal, the other based on the I/O interface.
We build on two previous works for this purpose.
Our first instance is based on a proposal published at ASIACRYPT 2017 [16] in which timing violations were used to
bias random number generators and therefore break underlying
assumption of the hardware protections used (i.e., masking).
In this work, we show that the same mechanism can be used
to introduce computational errors in implementations of the
Advanced Encryption Standard (AES). The faults can then be
exploited to recover the full encryption key with an efficient
Differential Fault Analysis [18]. While such an exploit can
theoretically be detected by an informed evaluator, it illustrates
the wide range of mechanisms that are simple to deploy by

I. I NTRODUCTION
The manufacturing of modern Integrated Circuits (ICs) is
a complex and expensive process which has become increasingly globalized over the last 20 years. In this context, parties
involved in the IC design and fabrication can be untrusted,
which can possibly lead to malicious modifications of the
circuit. These modifications, usually denoted as Hardware
Trojans (HTs), can lead to devastating attacks against cryptographic and security-related implementations, as surveyed
in [1]–[3] and illustrated by various examples [4], [5].
According to the taxonomy considered in [3], HTs can be
classified based on their trigger mechanisms. On the one hand,
they can lead an infected design to behave maliciously once
it reaches a particular digital internal state. In such cases,
they are known as being digitally-triggered. Typical instances
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These operations are defined at the byte level, with each
byte representing an element of the finite field GF(28 ). As
many modern block ciphers, the AES is built following the
confusion-diffusion paradigm. In particular: (1) The B YTE S UB
operation is a non-linear byte substitution of each byte of
the state. (2) The S HIFT ROW operation is a cyclic shift of
each row of the state, depending on the row position. (3) The
M IX C OLUMN operation is a multiplication modulo x4 + 1
over GF(28 ) between each column of the state (considered as
a polynomial over GF(28 )) and a fixed polynomial. (4) The
A DD ROUND K EY operation is an addition in GF(28 ) (i.e., a
XOR operation) used to involve the key dependency.

AddRoundKey
Ciphertext
Initial round Final round Main round

Fig. 1. AES Encryption Process

HT adversaries and therefore multiply the amount of defaults
that should be systematically tested by hardware designers).
Our second instance exploits the triggering mechanism
of [17] to circumvent the security guarantees provided by
the Trojan-resilient architecture from [19]. While this last
work ensures that the exploitation of any digital HT can
only succeed with a small probability, our results show that
very limited (admittedly physical) capabilities allow a concrete
adversary to beat these security bounds with a limited amount
of additional logic.

2) Efficient DFA Against AES: First introduced in [21] in
the context of asymmetric cryptosystems, faults attacks have
been shown to be a security threat to many encryption or
authentication algorithms. In [22], Biham and Shamir then
specialized these attacks to almost any secret key encryption
cryptosystems. To illustrate the DFA principle they proposed,
one may consider a basic encryption scheme (represented in
Fig. 2) composed of a layer of Sboxes and a key addition.
This scheme takes as input a plaintext p, a key k and outputs
the corresponding ciphertext c, where p,k,c ∈ [0, 1]b . This
corresponds to the last operations of the last AES round.
In these conditions, an adversary A tries to guess k only
based on the value of c. Since A has no information about
p, that leaves him 2b key candidates. It is then considered
that he is able to introduce an error in the flip-bit model
(i.e. is able to flip a random bit). For a second encryption
with k, he therefore induces a fault in p to produce the faulty
plaintext p0 before it is encrypted as the faulty ciphertext c0 .
After that, he makes a guess on the key value (depicted kg )
and decrypts both c and c0 to obtain pg and p0g . Since he
knows that p and p0 only differ from one bit, the key kg is
a potential candidate if and only if pg and p0g differ from
one bit, leaving him exactly b candidates. This attack reduces
the size of the key space from 2b to only b possibilities. The
adversary can then conclude the attack by exploiting additional
correct/faulty ciphertexts pairs (which reduces the amount of
possible key candidates exponentially) and if necessary by
testing the remaining candidates exhaustively. Considering that
AES Sbox is 8-bit long, using two faulty ciphertexts is on
average enough to be left with only the correct key when
attacking the bits related to one Sbox.

II. C LOCK -BASED T IME -M ODULATED HT S
In this section, a clock-based TMHT introducing faults
within AES hardware implementation is presented. These
last ones are intended to allow performing a DFA in order
to recover the full encryption key. When trying to perform
classical DFAs, the model and the location of the fault have a
large impact on the required corrupted executions amount and
post-processing complexity. By combining delay insertion and
increased clock frequency as in [16], our TMHT can induce
errors of a well defined model at a very accurate location and
therefore leads to low cost/complexity attacks.
A. Background
Here, the AES specifications are shortly reminded. Then, the
concept of DFA is presented. Finally, the timing constraints in
standard IC designs are also reminded.
1) The Advanced Encryption Standard: The AES is a block
cipher proposed in [20] and adopted by the NIST in 2001. It
can operate on blocks of 128 bits with secret key of 128, 192 or
256 bits (this work will focus on the 128-bit version). As seen
in Fig. 1, the encryption process involves 10 successive rounds,
each performing 4 different operations over the successive
encryption states represented by a 4 × 4 matrix of bytes.

In [18], Piret and Quisquater proposed an improved DFA
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A is stable. It is denoted as tpcq which stands for Propagation
from Clock to Q. The second one is the propagation delay of
the combinatorial logic. It is represented by tpd which stands
for Propagation Delay. The third one is the time during which
the data at the input D of B needs to remain stable. This
allows registers to charge internal capacitive loads in order to
have a stable signal at the clock edge. This delay is called the
setup time and is denoted as tsetup . If the propagation over the
capture path is considered as being ideal (i.e., with no delay)
the constraint becomes:
Tc ≥ tpcq + tpd + tsetup ,
or alternatively by defining the slack time tslack :

Fig. 3. Error Propagation Path in AES

tslack = Tc − tpcq − tpd − tsetup ≥ 0

against the AES, by improving the type and the amount of
errors required to perform the attack. They showed that A
can recover the 128-bit key of the AES based on only two
correct/faulty ciphertext pairs. Each of them is obtained by
introducing a single fault in the random byte error model
(i.e., by replacing a byte by a random 8-bit long value).
The attack exploits a random byte error appearing in the
state before the M IX C OLUMN operation of the 9th round
(depicted M C9 ) in the AES. This leads to 4 random byte
errors in the ciphertext value. By leveraging the linearity
of the M IX C OLUMN operation, A is able to filter the key
candidates (i.e., to reduce the key space) for the corresponding
faulty bytes. As depicted in Fig. 3, a random byte error
appearing before M C8 then induces a random faulty byte
in each column of the state in the 9th round and thus to
16 random byte errors in the ciphertext. By using 2 pairs of
faulty/correct ciphertexts and by performing the filtering for
both M C8 and M C9 , A is on average left with the correct
key candidate only. This method requires a time complexity
≈ 4 × (4 × O(28 )) = O(212 ) in order to recover the full
128-bit key.

•

(2)

If the setup timing constraint is not fulfilled, the value captured
by the data capturing register B is said to be metastable. The
value captured by the register in such a case stays in the
metastable state during a short random period of time before
setting to a random logical value.
B. Threat Model
In the following, the considered adversary A is the same
as [16], who is manufacturing a hardware implementation of
the AES. He is only able to proceed to parametric modifications at or after the place-and-route. Therefore, he cannot add
or remove logic gates. Once the IC is deployed and loaded
with a secret key, he has a physical access to the chip and is
able to modify the clock signal of it.
C. Trojan Implementation
When the setup timing constraint expressed in (2) is unmet,
the data stability is not assured. This can be used by A in
order to induce faults which correspond to the path delay fault
model from [23]. In [9], the authors introduced the Path Delay
HT (PDHT) class based on this model. By adding delays over
some rarely sensitized paths, they are able to induce a fault
by using a cheat code. They propose a method to insert the
necessary delays using parametric modifications at the subtransistor level. This results in the legitimate functionality,
excepted for the targeted path that contains faults. Our TMHT
follows the methodology proposed in [16], where the authors
implement a PDHT which is triggered by increasing the clock
frequency above the maximum operation frequency. Thanks
to delay addition, the targeted paths become faulty before
others. In the previous proposal, this kind of HT is used to
induce non-uniform randomness in a masked implementation
of the PRESENT block cipher which then becomes weak(er)
against side-channel attacks. The following shows it can be
used in order to induce faults in any (e.g., unprotected) AES
architecture, which are then exploited via a DFA to recover
the 128-bit AES key.

3) Timing Constraints: In IC design, one aims to meet
the correct specifications at a targeted clock frequency. This
implies timing constraints that, if not fulfilled, may lead to
signals’ inconsistencies when the clock frequency exceeds
some threshold. These constraints imply monitoring two main
paths in synchronous designs:
•

(1)

The launch path taken by the data going from the data
launching register A to the data capturing register B at
the clock edge.
The capture path taken by the control clock signal from
its source to the data capturing register B.

The signals’ propagation over the launch path must be faster
than the time between two positive edges of the clock. This
time interval is defined as the association of the clock period
Tc and the parasitic propagation delay of the clock signal
over the capture path. The propagation over the launch path
is composed of three main delays. The first one is the delay
needed after the clock edge to guarantee that the output Q of
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1) Basic Principle: In order to recover the key, A aims
to induce a fault in the state processed in the 8th round of
the AES. For this purpose, he adds delay over a path in the
7th round and may expect to obtain a fault when the clock
frequency fclk reaches a given threshold. At this stage, A has
to obtain two faulty/correct ciphertext pairs to perform a DFA.
2) Delay Insertion: The adversary is restricted to layout
modifications. As proof of concept, the proposed TMHT is
implemented on a FPGA with which parametric modifications
are impossible to perform. Instead, the delay is introduced
using routing modifications over the path of the 28th bit of
the state in the 7th round of the AES architecture. This is
done by manually rerouting the signal through switch boxes
using the FPGA editor tool from Xilinx. As the induced fault
should allow to perform a DFA, it must be precisely localized.
Attention must thus be paid by A when he adds delay over
the targeted path in order to obtain that the latter is the only
one resulting in a fault.

Fig. 4. Routing Modification (from FPGA editor)

By attacking one bit, it is expected to observe an error with
a probability of 50%. Since A has a physical access to the
design, he can proceed to multiple encryptions in order to
collect the 2 required faulty ciphertexts.
3) Implementation Results: The setup used for the practical
implementation of the TMHT is an AES core implemented in
a Virtex6 FPGA on a ML605 Evaluation Board. The clock
is generated with a controllable external signal generator and
fed to the AES core through a SMA connector. The synthesis
results of the unaltered AES core shows that the delay over the
targeted path is ≈ 1.8ns. Moreover, the latter is not involved in
the critical path, over which the propagation delay is ≈ 7.25ns,
resulting in a slack time of 42.75ns for a targeted clock
frequency of 20MHz. The impact of the HT insertion is shown
in Fig. 4 and results in a significant increase of the propagation
delay over the targeted path. More into the details, an increase
of 38.13ns is obtained. It results that the target becomes the
critical path with a total propagation delay of 39.96ns. The
corresponding slack time is 10.04ns which is significantly
smaller than the slack time of the second critical path which is
equals 42.75ns. Considering this new configuration, one may
expect to observe faults for fclk > 25MHz.
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Fig. 5. Observed Error Probability

to introduced the desired faults. This has the advantage of
drastically reducing the time required for the adversary to
access the target device. Extension to ASIC requires other
mechanisms to properly embed this kind of TMHT and is left
as an interesting open problem.

In practice, the trigger frequency was measured at
56.25MHz, which is higher than the predictions. We assume
that this variation comes from the timing models of Xilinx.
These may include error margins which can distort the delays
approximations. As shown in Fig. 5, the error probability
converges to a uniform distribution for fclk ≥ 58MHz, which
is in line with theoretical expectations.
By exploiting two pairs of faulty/correct ciphertexts, the
full encryption key is recovered in less than 1 second on
a desktop computer. This makes the attack very efficient
once the TMHT has been introduced compared to usual DFA
setups. Indeed, the faulty ciphertexts are obtained trivially
by increasing the clock frequency during all the encryptions
processes. In contrasts, classical DFA setups (e.g., with laser
fault injection) usually require long reverse engineering phase

III. I NTERFACE -BASED T IME -M ODULATED HT S
In this section, a second TMHT is proposed. It differs from
the one described in Section II both by the interface used for
the trigger mechanism and by its insertion method. First, it is
triggered through the I/O of the chip, while the previous is
triggered thanks to a modulation of the clock signal. Second,
it is functional (i.e., requires logic insertion) while the clockbased one is implemented using parametric modifications.
In the following, the implementation of the Trojans-resilient
circuits of Dziembowski et al. is recalled and a description of
a TMHT against the latter is proposed.
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A. Background

1
D1

Here are summed up the theoretical foundations of the
HT resilient architecture proposed in [19], as well as the
description of a practical prototype [24].

1
D0

1) CCS compiler: In [19], the authors propose a generic
compiler TR that maps any deterministic specification Γ of a
circuit to an architecture resilient to any digital HT built by
a PPT adversary A. As depicted in Fig. 6, the architecture
is composed by untrusted devices, produced by a single or
multiple colluding manufacturers, and by a unique trusted
device that is supposed to be small. The untrusted devices are
first tested up to t times. Afterwards, these are used n times by
a user during a so-called online phase. While these online runs
are performed, the probability that the overall construction
deviates from the correct specifications (i.e., the robustness)
is bounded. More in details, the architecture is split in three
components:
j
• The Sub-circuits denoted as D implement λ independent executions of a passively secure three-party computation protocol. On input x, a sub-circuit computes Γ(x)
based on shares of x where each of these shares do not
reveal individually any information about x.
j
• The Mini-circuits denoted as Di are independent unj
j
trusted circuits such that (D0 , D1 , D2j ) correspond to the
sub-circuit Dj .
• The Master next denoted as M is the only trusted part
of the entire design. It is responsible for sharing the
input x, routing information between the mini-circuits
and performing a majority vote among the λ sub-circuits.
In order to easily assure that M can be trusted, it carries
out only simple operations and its size is independent of
the specifications Γ.
Once the mini-circuits are built, a testing phase is performed. The latter consists in the verification of the input/output behavior of the untrusted mini-circuits. Each of
these are checked a random number of time t0 ← 0, . . . , t
where t is maximum number of tests. Thanks to these, the
probability that a tested mini-circuit interacting with random
inputs differs from its specifications during the n next executions (for n ≤ t) is bounded by:
n
(3)
Pr[Dij (x) 6= Γji (x)] ≤ .
t
In order to avoid any direct interaction between the minicircuits and A, the data they deal with are randomized. More
into the details, each of these receives a share of the adversary’s inputs x. Considering the sharing mechanism, these
cannot recover x and HTs based on cheat codes are avoided.
Additionally, thanks to the random number of tests performed
on each sub-circuits, the untrusted circuits cannot synchronize
in order to differ simultaneously from their specifications on
the nth run. The trigger mechanisms based on time bombs are
thus also prevented.

1
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Fig. 6. HT Resilient Framework Architecture. Green denotes the trusted
component while red the untrusted ones.

resilient design outputs incorrect values if at least λ/2 of
the sub-circuits deviate from their specifications. In [19],
Dziembowski et al. proved that the robustness bound of the
complete architecture is given by
 n λ/2
Pr[Rob = 1] ≤
(4)
t

This solution relies on a three-party computation protocol
secure against passive adversary since the parties are ensured
to follow their specifications for n online executions. This
is a clear improvement compared to other countermeasures
based on multi-party computation protocol that require actively
secure computations and non-colluding manufacturers [25].
Indeed, ensuring security against active adversaries implies
a higher communication cost, which is a critical factor for
implementation cost.
2) Block cipher implementation: In [24], the authors described an implementation of the protection scheme of Dziembowski et al. dedicated to a block-cipher case-study. They
proposed to use the passive three-party computation protocol
from [26] which allows to reach a 55Mbps encryption throughput for the AES with one order of magnitude smaller trusted
area than an unprotected implementation.
More into the details, an online run (i.e., an encryption)
considering this architecture starts on the reception of a
plaintext p. The latter is shared by the master M and sent to
the the mini-circuits Dij . Each of these then holds one share
of p and has thus no information on its value. In a similar
way, mini-circuits also hold shares of the secret key k. Then,
the λ sub-circuits run the block cipher specifications Γ by
following the three-party computation protocol and obtain the
shares of the ciphertext Γk (p) = c. The encryption ends with

The protection scheme exploits test amplification. Thanks
to the redundancy of λ sub-circuits, the output of the HT

88

the transfer of the ciphertext shares to the master M . The later
reconstructs c based on these and performs the majority vote
amongst the reconstructed values of each sub-circuits. In such
a case, the outputted value is the expected ciphertext c with a
probability given in (4).

modulation levels are therefore considered: slow if ti ≥ T
and fast if ti < T .
Based on this communication channel, A is able to trigger
malicious behaviors in all the mini-circuits, by modulating the
encryption requests according to the sequence s known by the
mini-circuits. Afterwards, all the λ sub-circuits can deviate
from their specifications and so force the majority vote to exfiltrate a secret shared key.
In the previous work [17], authors proposed a similar
triggering mechanism in order to perform a denial-of-service
on a communication network thanks to an infected Ethernet
controller chip. In our case, we generalize the threat by
making remote attack against the HT-resilient generic
compiler possible, potentially leading to denial-of-service as
well as key recovery or any kind of misbehavior.

B. Threat Model
In the following, a PPT adversary A compliant with
the specifications of the previously described HT protection
scheme is considered. As allowed in [19], the adversary
controls a single foundry which is responsible for building
all the untrusted mini-circuits of any system based on the
described architecture. So he can insert any digital logic inside
these circuits with no restriction.
After the testing phase, A has only a remote access to the
architecture, and can request n outputs corresponding to inputs
of his choice.

2) Trigger insertion: The trigger mechanism described next
is inserted in each mini-circuits. It is split in 3 parts:
• Encryption request detection: The TMHT has to detect
each new encryption request. For this purpose, active
control signals such as an input validity signal (denoted
as vin ) can be used.
• Modulation level detection: In addition, it has to detect
the modulation level. For this purpose, a counter is used
to keep traces of the clock cycles amount that occurred
between two requests (as shown in Fig. 7). The modulation level (depicted as ml ) is computed by comparing
the counter value to a hard-coded threshold. To avoid
substantial comparison logic, the chosen threshold value
Th is a power of two: in allows to manage the comparison
process by checking the value of a single bit. Moreover,
a feedback loop is used to manage counter overflows.
• Modulation sequence detection: Based on the two first
mechanisms, it finally needs to detect a sequence of
modulation levels. For this purpose, s is hard-coded in a
shift register (as seen in Fig. 8). Each time a new plaintext
arrival is detected, the value ml is compared with the
MSB of the shift register. Depending on the similarities
between both, s is shifted or reset to its initial value. If
the register value reaches the value 0, the trigger signal
Ftrig is set and the HT delivers its malicious payload.

C. Trojan Implementation
Here is described a TMHT architecture against the previously described HT-resilient protection scheme. As proof
of concept, the HT-resilient AES implementation in [24] is
considered and a key extraction mechanism based on the
TMHT is presented. The later could however be used with
multiple different aims since the real challenge when considering the generic compiler of [19] is to efficiently trigger
an inserted HT. Once done, various malicious behaviors can
be implemented in any protected system. Due to its analog
triggering mechanism, the proposed TMHT is not formally
considered in the threat model of [27] (on which [19] is based),
where the authors focus on cheat codes and time-bombs. We
show however that a TMHT should be considered as a threat,
since the trigger mechanism can be implemented with a limited
amount of resources while being exponentially difficult to
detect functionally. Additionally, the insertion mechanism and
the interface used by potential attacks are the same as the one
considered in [27] and [19].
1) Principle: The robustness bounds claimed in (4) hold n
parts for HTs exploiting digital inputs thanks to secret sharing.
Hereunder, the proposed TMHT relies on sensing an analog
signal (i.e., a time interval) with malicious digital logic inside
the sub-circuits. In short, the adversary can directly communicate with the Dj ’s by using a modulation of the interface
usage: the time interval ti between successive executions of the
three-party computation protocol is chosen by the adversary
and can be measured by the Dj ’s to retrieve information from
A.

Even if the adversary considered in [19] has no logic
restriction, the TMHT should be implemented with a minimal
number of gates in the mini-circuits. This low number of
inserted logic elements makes the detection of malicious
behavior increasingly difficult with the size of the infected
circuit, as discussed in Section IV.
3) Implementation results: The setup used for the practical implementation of the TMHT is the HT-resilient AES
from [24] implemented in a Virtex6 FPGA on a ML605
Evaluation Board. A clock signal of 66MHz is provided by an
oscillator embedded on the board and is fed to the AES core.
For an arbitrarily chosen value T , the corresponding value
Th is the nearest power of two that can be reached taking into
account the clock frequency. For the case considered T = 0.5s

To do so, the adversary selects a random secret value
s ← {0, 1}b and a public value T . These two values are
secretly hidden within all the mini-circuits. In s, each bit corresponds to a timing difference between two encryptions. More
precisely, a low bit corresponds to an expected ti ≥ T and high
bit to ti < T . By inserting the secret logic able to compare ti to
T , the adversary builds a half duplex communication channel
between itself and all the mini-circuits. Next, two so-called
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incorrect value instead of the expected output Γ(p) = c. More
precisely, we highlight the possibility of performing a key
extraction attack against the AES Trojan-resilient implementation from [24]. To do so, once Ftrig is set, the mini-circuits
continue to work properly for the entire encryption and so
compute the correct value for the ciphertext shares. However,
instead of outputting these shares, they output the shares of
the key. By doing so, the trusted master M will reconstruct
the secret key value k instead of the correct ciphertext c. In
addition, the majority among all the sub-circuits will operate in
the same way and M will thus output the value k as ciphertext.

Register
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Secondly, one of the claims in [19] is that this hardware
HT-resilient solution is the only solution providing protection
against a denial-of-service attack. However, by exploiting this
new communication channel (which admittedly deviates from
the assumptions of Dziemboswki et al.), the mini-circuits can
deviate from their specifications by not responding. In this
case, the majority vote does not have any input leading to a
denial of service.
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Fig. 7. Modulation Level Detection Mechanism
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IV. C ONCLUDING REMARKS

0

The previous sections showed that TMHTs can be easily
instantiated by exploiting manipulations of the clock or of the
communication interface. In this section, we conclude these
investigations by discussing the stealthiness of these proposals
in front of an evaluator, their consequences regarding the
need of countermeasures, and some open challenges raised by
our results. For this purpose, we consider that the evaluator
tries to detect the malicious functionality before the device
is deployed. To do so, he can either rely on input/output
verification or using empirical inspection [28]–[31].

0
vin

[79]
ml

0

Ftrig

[79:0]

Fig. 8. Modulation Sequence Detection Mechanism

As far as our clock-based TMHT from Section II is concerned, it does not relies on additional logic gates compared
to an honest implementation. Therefore, empirical inspection
would hardly distinguish between an honest and a malicious
IC, as pointed out in [9], [16]. By contrast, by increasing the
clock frequency, the evaluator can detect the fault and recover
its location. In this respect, we note that since the fault is
under control of the malicious manufacturer, any fault model
could be exploited (and some unusual fault models may look
less suspicious to uninformed evaluators). Yet, it remains that
the faults we exploit have a specific location (i.e., always on
the same bit at the 8th round of the AES) which is suspicious
enough to consider a risk of malicious circuitry. On the one
hand, as mentioned in the introduction, this implies the TMHT
is detectable. On the other hand, this verification implies an
additional test phase that may impact the time for testing ICs
(in particular because this is just one more example among a
plethora of side-effects that can lead to malicious behaviors).
Overall, it suggests the investigation of clock-based TMHTs
with better stealthiness as an interesting open problem.

and Th = 225 , which corresponds to a practical value for T of
0.508s. The synthesis report of a mini-circuit shows that the
trigger mechanism is inserted with 131 additional slice units,
representing 3.8% of the honest architecture. The cost in term
of gates would remain identical for bigger architecture, which
would make the proportion of malicious design area negligible
when the circuit size increases, while keeping the malicious
trigger functionality.
Since all mini-circuits are infected, the trigger signal Ftrig
is raised synchronously in each of these. Mounting an attack
then consists in choosing in what way they will act after being
triggered. In the following, two malicious behaviors breaking
the robustness guarantees are proposed.
First, we show that the proposed TMHT allows to output an
TABLE I
HT I MPLEMENTATION I MPACT
Slice Register
Slice LUTs
Global

Honest Design
803
2609
3412

Malicious Design
879
2664
3543

HT Cost
9.4%
2.1%
3.8%

As far as the interface-based TMHT from Section III is
concerned, it brings a complementary conclusion. In this case,
only empirical inspection can be used (since the exponential
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number of trigger sequences to test makes functional verification unlikely to succeed). In this respect, our main conclusion
is that this TMHT only requires 3.8% of additional logic
gates compared to an honest implementation. Therefore, such
an empirical inspection may turn out to be challenging in
practice (despite not impossible [30]). So this second instance
of TMHT suggests the improvement of the Trojan-resilient
compiler of Dziembowski et al. in order to consider the risk
of TMHTs as another interesting scope for further research.
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With the gain and phase errors, the DOA estimates are
significantly deteriorated and the array should be calibrated
to correct such errors.
Existing calibration methods for non-sparse arrays either
exploit the Toeplitz structure of the covariance matrix related
to the underlying linear array [10], [11], or iteratively find
DOAs and calibrate, in an alternating manner for irregular
arrays [12].
The main goal of this paper is to blindly calibrate the sparse
arrays for DOA estimation with analog and one-bit quantized
measurements [13]. Blind calibration of sparse arrays for DOA
estimation with analog measurements has been studied in [14],
where the method proposed in [10] is used for estimating
the gain errors. Instead of estimating the phase errors, they
are modeled as a perturbation of the array manifold, and the
DOAs are estimated based on the sparse total least squares
(STLS), which is solved using an alternating minimization
algorithm leading to a suboptimal solution. To alleviate these
issues, we exploit the algebraic structure in the signal model
and develop a one-step convex solver for the rank-constrained
bilinear problem at hand. Unlike [14], for the infinite data
records case (i.e., with no finite sample noise), we show via
simulations that the proposed convex solver leads to the true
solution.

Abstract—In this paper, the focus is on the gain and phase
calibration of sparse sensor arrays to localize more sources than
the number of physical sensors. The proposed technique is a blind
calibration method as it does not require any calibrator sources.
Joint estimation of the gain errors, phase errors, and source
directions is a complicated non-convex optimization problem,
which is transformed into a convex optimization problem by
exploiting the underlying algebraic structure. It is shown that
the developed solver is suitable for analog as well as one-bit
measurements. Numerical experiments based on sparse rulers
are provided to illustrate the developed theory.
Index Terms—sparse arrays, gain errors, phase errors, one-bit
quantization, sparsity, direction-of-arrival (DOA).

I. I NTRODUCTION
To reduce the sensing and data processing costs, sparse
sensing methods [1] are gaining attention. For direction-ofarrival (DOA) estimation in particular, by smartly placing
sensor elements, one can resolve as many as O(K 2 ) sources
using K sensors. Examples of such sensor placements include
sparse rulers [2], minimum redundancy arrays (MRAs) [3],
and coprime arrays [4], to name a few.
In recent times, the use of one-bit quantized data has been
gaining a lot attention in massive MIMO systems [5], [6]. Also
in array processing, one-bit quantizers have been used in DOA
estimation with conventional [7], [8] as well as sparse arrays
[9].
In practice, each sensor in the array has a different gain
and phase response. The gain and phase mismatch might be
due to inherent uncertainties in the transducers (i.e., due to the
manufacturing) as well as in the receiver electronics (i.e., antialiasing filters, amplifiers and analog-to-digital converters).

II. P ROBLEM FORMULATION
Consider a scenario with D uncorrelated far-field narrowT
band sources located at angles θ = [θ1 , θ2 , . . . , θD ] ∈ RD .
To compute these angles, we use an irregularly-spaced sparse
linear array consisting of K sensors. The measurement data

This work is part of the ASPIRE project (project 14926 within the STW
OTP programme), which is financed by the Netherlands Organization for
Scientific Research (NWO).
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at time index t can be modeled as
x(t) =
=

III. J OINT CALIBRATION AND DOA ESTIMATION
A. Analog measurements

T

[x1 (t), x2 (t), . . . , xK (t)]

K

diag{g} [A(θ) s(t) + n(t)] ∈ C ,

In this section, we will consider an approach where both the
calibration errors (i.e.,gain and phase errors) and the source
DOAs will be estimated jointly from (3).
Multiplying both sides of (3) with the diagonal calibration
matrix diag{b̄ ⊗ b} = diag−1 {ḡ ⊗ g}, we have

(1)

where g = ψ φ = [ψ1 ejφ1 , ψ2 ejφ2 , . . . , ψK ejφK ]T ∈ CK
( is the element-wise product) is the vector that collects
sensor uncertainties with ψi and φi being the gain and phase
error of the ith sensor, respectively. The source signals are
stacked in the length-D vector s(t) and the noise in the
length-K vector n(t). The dth column of the array manifold,
A(θ) = [a(θ1 ), . . . , a(θD )] ∈ CK×D , denotes the response of
the array towards the dth source and is given by
iT
h 2πr
2πr
a(θd ) = ej λ cos(θd )p1 , . . . , ej λ cos(θd )pK ,

diag{b̄ ⊗ b}rx = diag{rx }(b̄ ⊗ b) = Ad (θ)rs + σn e, (5)
where b = [b1 , b2 , . . . , bK ]T ∈ CK contains as its entries the
element-wise inverse of g.
Assuming that the directions are from a uniform grid
of
n N points, witho N  D, i.e., we assume that θd ∈
π
· · · , π(NN−1) , for d = 1, 2, . . . , D, we can approximate
0, N
(5) as
diag{rx }(b̄ ⊗ b) = AD σ s + σn e.
(6)

where {p1 = 0, p2 , · · · , pK } are the known sensor positions,
λ is the wavelength of the source signals and r is the smallest
inter-sensor spacing expressed in λ.
Let us assume that s(t) and n(t)
 areHmutually uncorrelated
and
have
covariance
matrices
E
s(t)s (t) = diag(rs ) and

E n(t)nH (t) = σn I. We can then express the covariance
matrix of x(t) as

Rx = E x(t)xH (t) ∈ CK×K ,
(2)


H
= diag{g} A(θ)diag(rs )A (θ) + σn I diag{ḡ}

Here, AD is a K 2 × N dictionary matrix that consists of
column vectors of the form ā(θ̄n ) ⊗ a(θ̄n ), with θ̄n being
the nth point of the uniform direction grid, i.e., θ̄n = πn
N ,
n = 0, 1, . . . , N − 1, and σ s is a length-N vector containing
the source powers of the corresponding discretized directions.
It should be noted that finding the columns of AD that
correspond to the non-zero elements of σ s corresponds to
finding the DOAs. We can now write (6) equivalently as



 b̄ ⊗ b
diag{rx } −AD −e  σ s  = 0 ⇔ Gα = 0. (7)
σn

where (¯·) denotes complex conjugation. By vectorizing Rx ,
we get
rx = diag{ḡ ⊗ g} [Ad (θ)rs + σn e] ,
(3)
2

where Ad = Ā(θ) ◦ A(θ) ∈ CK ×D is the array manifold
of the so-called difference coarray (hence the subscript “d”),
◦ is the Khatri-Rao product, and e is the vectorized identity
matrix. In this work, we will restrict ourselves to irregularlyspaced sparse arrays such as MRAs [3], sparse rulers [2], [15],
or coprime arrays [4] that allow identification of more sources
than the number of physical sensors.
In practice, the sensor data are not analog as it is acquired through analog-to-digital converters, hence are quantized. One-bit quantizers are the most simple (in terms of
implementation and power consumption) quantizers, which
measure the sign of the real and imaginary parts using a
comparator. For the analog measurements, x(t) described in
(1), quantized one-bit measurements are denoted as [5], [6]

This is an under-determined system of equations with K 2
equations in (K 2 + N + 1) unknowns in α.
We next exploit the structure in α to solve the above system.
Firstly, we have the rank-1 Kronecker structure b̄ ⊗ b =
vec(B) with B = bbH ∈ CK×K . Secondly, since we know
that there are only D sources, we have ||σ s ||0 = D, where
k·k0 is the `0 -norm that counts the number of non-zero entries
of its argument. Finally, σ s and σn are positive.
From (3), it can be seen that ḡ ⊗ g and rs share a common
scalar factor and due to the Kronecker structure of ḡ ⊗ g
there is a phase ambiguity. To resolve these ambiguities, we
require two reference sensors. This observation is consistent
with the discussion in [10]. Without loss of generality, we
choose gi = bi = 1 for i = 1, 2.
Taking into account all the aforementioned constraints, we
can now formally pose the joint calibration and DOA estimator
as the solution to

y(t) = [y1 (t), y2 (t), . . . , yK (t)]T
= [Q {x1 (t)} , Q {x2 (t)} , . . . , Q {xK (t)}]T ,

(4)

√1 sgn {Re(xk (t))}
where
Q {xk (t)}
=
+
2
j
√ sgn {Im{xk (t))} with sgn{x} = 1 for x ≥ 0 and
2
sgn{x} = −1 otherwise.
The covariance matrix of y(t) is

denoted as Ry = E y(t)yH (t) .
In this paper, we provide algorithms to jointly estimate K
complex calibration parameters, g, and D angles, θ, given (i)
the covariance matrix related to the analog measurements Rx
or (ii) the covariance matrix related to the one-bit quantized
measurements Ry . We will be particularly interested in the
case where D  K.

minimize kGαk22
α,b,B

subject to α = [vec(B)T , σ Ts , σn ]T
||σ s ||0 = D, σ s  0, σn ≥ 0

(8)

B = bbH , b1 = b2 = 1.

This is a non-convex optimization problem due to the `0 norm cardinality constraint and rank-one quadratic equality
constraint on B. By replacing the `0 -norm with its convex
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approximation 1T σ s (recall that σ s is positive) and replacing
the quadratic equality constraint with the inequality

 constraint
B b
H
B  bb whose Schur complement is
 0, we
bH 1
get the following convex optimization problem

1T σ = 1. Based on (11), the convex optimization problem (9)
for one-bit measurement simplifies to
minimize kG̃α̃k22
α̃,φ,Φ

subject to α̃ = [vec(Φ)T , σ̃ T ]T

minimize kGαk22

1T σ ≤ 1, σ  0


Φ φ̄
 0, [φ]1 = [φ]2 = 1,
φT 1

α,b,B

subject to α = [vec(B)T , σ Ts , σn ]T
1T σ s ≤ D, σ s  0, σn ≥ 0


B b
 0, b1 = b2 = 1.
bH 1

(9)

where the rank-one relaxation for Φ = φ̄φT is derived similar
to (9).

This is a semidefinite programming problem that can be solved
with any of the off-the-shelf solvers. It should be noted that
the resolution of DOA estimates from the above solution
is restricted by the chosen grid and may suffer from grid
mismatch issues if the true directions are not in the predefined
grid. To avoid such issues, grid-free DOA estimation methods
such as spatial smoothing MUSIC (SS MUSIC) [16], [17] can
be used after applying the calibration estimates of b obtained
from (9).

IV. N UMERICAL EXPERIMENTS
In this section, we present numerical simulations to illustrate
the performance of the source DOA estimation based on the
proposed solver in (9) for the analog data and in (12) for
the one-bit quantized data. We consider a scenario with eight
sensors, i.e., K = 8 arranged in a linear array configuration
with r = 0.5λ and {0, 1, 2, 3, 4, 10, 15, 20} being the sensor
positions. This forms a length-21 sparse ruler and has a holefree-uniform difference co-array. Twelve unit power sources,
i.e., D = 12 > K, whose DOAs are chosen uniformly in
the cosine space within the sector between 60◦ and 120◦ are
considered with signal-to-noise (SNR) being 10 dB for analog
and one-bit quantized data. We calibrate with respect to the
first two reference sensors in the array. The nominal gain and
phase for the reference sensors are considered as 1 and 0◦ ,
respectively. The gain errors, ψ, and phase errors, φ, are
picked from a realization of a uniform distribution over the
interval of [−2, 2] dB and [−40◦ , 40◦ ], respectively.
Once the calibration errors and grid-based DOA estimates
are obtained by solving (9) or (12), the array is calibrated and
the continuous (off-the-grid) DOAs may be obtained using
SS MUSIC. In Fig. 1, the SS MUSIC spectra based on the
analog and one-bit quantized data are presented. It is evident
that the DOA estimates of an uncalibrated array are not useful
with many unresolved sources. However, after calibrating the
analog and one-bit quantized data, we see that all the sources
are perfectly resolved with improved angular resolution and
comparable to the ideal scenario without any sensor errors. In
particular, for the case with infinite data records, we see that
in Fig. 1(a) and Fig. 1(b) we in fact obtain the true solution
for both the analog and one bit measurements suggesting the
exactness of the convex approximation in (9).
On the other hand, following the STLS calibration approach [14] for analog measurements leads to a sub optimal
solution, where source DOAs are not perfectly recovered as
well as more number of sources are identified, even for infinite
data records as seen in Fig. 1(a). Further in Fig. 1(c), for
finite data records with 1000 snapshots, the performance of
our proposed method is better than the STLS calibration
approach [14].
In Fig. 2, the root mean squared error (RMSE) of the DOA
estimates obtained using SS MUSIC for different SNRs and
for different number of data snapshots are shown. Here, we

B. One-bit measurements
The arcsine rule [18], [19] for the complex Gaussian
vectors relates the covariance matrices of x(t) and its onebit quantized version y(t) as [20]:


2
Ry = arcsin Q−1/2 Rx Q−1/2
(10)
π
2
where Q = P diag(ψ)
is a diagonal
matrix with [Q]i,i =
P

D
2
[Rx ]i,i = ψi
= ψi2 P . We evaluate
d=1 [rs ]d + σn
arcsin(·) of a matrix element-wise and use the notation
arcsin(a) = arcsin(Re{a}) + jarcsin(Im{a}). The above
relationship enables DOA estimation with one-bit quantized
measurements [7], [20]–[22].
The matrix Q−1/2 Rx Q−1/2 in (10) simplifies to

P −1 diag{φ} A(θ) diag{rs }AH (θ) + σn I diag{φH },

where φ = [ejφ1 , . . . , ejφK ]T contains the phase errors. This
essentially means that with one-bit quantization, the gain errors
drop out and we are required to estimate only the phase errors
and the source directions. Using the above simplification and
vectorizing (10), we arrive at
π 
ry = P −1 diag{φ̄ ⊗ φ} [Ad (θ)rs + σn e] ,
r̃y = sin
2
which can be further approximated using the dictionary matrix
AD as in (6) to
diag{r̃y }(φ ⊗ φ̄) = AD σ̃ s + σ̃n e,

or equivalently to


diag(r̃y ) −AD

(12)



 vec(Φ)
−e  σ̃ s  = 0 ⇔ G̃α̃ = 0. (11)
σ̃n

Here, σ̃ s = P −1 σ s , σ̃n = P −1 σn , and vec(Φ) = φ ⊗ φ̄
with Φ = φ̄φT . Letting σ = [σ̃ Ts , σ̃n ]T , it is easy to see that
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Fig. 2. RMSE of the DOA estimates for the source at 90◦ obtained from SS
MUSIC with K = 8, D = 3 at θ = [78◦ , 90◦ , 102◦ ].
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bit quantized data, the reduction in the RMSE after calibration
is not significant suggesting that the finite sample errors are
dominant and require more snapshots for improved behavior.
Furthermore, the RMSE for the STLS calibration saturates
both with increase in the number of snapshots as well as
increase in the SNR, as it converges to a sub-optimal solution.
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(c) Analog measurements with 1000 snapshots.
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(b) One-bit quantized measurements with infinite snapshots.
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V. C ONCLUSIONS
In this paper, we proposed a blind calibration technique for
sparse arrays based on analog as well as one-bit data. Based on
the proposed approach, we showed that it is indeed possible to
jointly estimate calibration errors and source directions using
a one-step approach by exploiting the underlying algebraic
structure and convex optimization techniques. It is shown that
for both analog as well as one-bit data with infinite data
records, we in fact obtain the optimal solution suggesting
the exactness of the convex relaxations. Furthermore, through
simulation, we show that even for finite data records we are
able to recover all the source DOAs.
In the future, it is of considerable interest to improve the
performance of the proposed approach especially for the finite
data record scenario with a relatively low number of snapshots.
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(d) One-bit quantized measurements with 1000 snapshots.
Fig. 1. SS MUSIC spectra for K = 8, D = 12 and SNR = 10 dB. The
black grid lines denote the true source directions.

use K = 8 with sensors placed as before and D = 3 with
θ = [78◦ , 90◦ , 102◦ ]. The RMSE is computed for the source
at 90◦ using 1000 independent Monte-Carlo trials, but with
fixed gain and phase errors that were chosen as mentioned
before. From Fig. 2(a), we can observe that as the number
of snapshots increases for both analog and one-bit data, the
RMSE of the DOA estimate after calibration approaches the
ideal scenario without any sensor errors.
Finally, Fig. 2(b) shows the RMSE for different SNRs.
For analog data, similar to Fig. 2 (a), the RMSE of the
DOA estimate after calibration decreases and approaches the
scenario without any sensor errors. However for SNR above
15 dB, we see that the RMSE saturates as expected for the
considered sparse arrays [23]. On the other hand for the one-
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However, there are some problems in practice for fingervein pattern as personal authentication. One of the problem is
that the finger movements seems to be the cause of different
finger placements and make the variations of vein patterns
in the captured images [8]. Stated simply, the images were
affected by position and orientation of the fingers. This could
lead to the same fingers from different images not being well
aligned, which posed a hindrance in recognition process. In
order to suppress this effect, a proper alignment of finger-vein
images is needed.
Although the aforementioned literatures investigated the
effect of variance pose on finger-vein pattern recognition,
alignment process is not being properly address that improper
alignment might be able to affect to the performance. In this
study, we propose a new alignment method in rigid registration
that is Iterative Closest Point (ICP) based on finger contour
of 2D images. This method is more advanced than the other
study used in paper [1] [4]. Our results show an improvement
to the recognition performance.
In this section, the overall work-flow of the paper is described. Section 2 includes related works. Section 3 draws
brief description of methods regarding the proposed schemes.
Section 4 shows the experiments, discussion and results of
recognition using different methods in terms of Equal Error
Rate (EER) and ROC curve. The statistic of genuine pairs is
separately shown in the related tables. The dataset collection
and parameter setup are also described in this section. Last
comes the conclusion of the study in section 5. This is followed
by some recommendations for the future works.

Abstract—An important step in finger-vein recognition is a
proper alignment of the finger vein patterns to be compared.
This alignment method is used to handle finger pose variation
and to enhance the stability of the finger vein authentication.
We proposed the iterative closest point (ICP) method on finger
contour for the alignment. After the aligning process we applied
maximum curvature as a vein feature for the comparison without
further optimization of the parameters, and we gained a better
genuine comparison score. Even though this method is robust
to finger pose variations, we have to further verify whether it
will impact recognition performance. The experimental results
show that the accuracy of proposed method in verification
case is enhanced and increases slightly than the state-of-the-art
registration method which is called center line registration. Using
ICP for registration resulted in a reduction of the EER to 0.3%
(from 0.7% for the center line registration) and a reduction of
the FNMR@FMR0.01 to 0.7% (from 2.0% for the center line
registration).
Index Terms—biometrics, finger-vein pattern, ICP

I. I NTRODUCTION
Finger-vein recognition as a promising biometric technique
has drawn increasing attention from the biometrics community in recent years. This method applies pattern-recognition
techniques to images containing human finger vein patterns.
During the last years, some research has shown several advantages, such as high-security level because the vein patterns are
inside the human body [1], resistant to falsification because of
the non-contact identification which uses physical information
that cannot be verified visually [2] [3], low error rates, good
spoofing resistant and a proper user convenience [4].
The vein pattern of a finger as a new method for the
identification of individuals was proposed in 2000 by Kono
et al. [5]. The later study in 2004, Miura et al. developed
an authentication system using finger-vein pattern expressed
in binary image [6] [3] and further research have been done
to improve the result [2]. Some other studies used similar
framework to extract finger-vein pattern which is composed
of gradient normalization, principal curvature calculation, and
binarization [7].

II. R ELATED W ORKS
Personal identification using finger-vein patterns has been
popular in Biometrics research [1]− [7]. The state-of-thearts on the finger-vein recognition, Miura et al. in 2004
developed a way of extracting global finger-vein patterns
by iteratively tracking local lines or repeated line tracking
from various starting positions to extract the patterns. Their
study showed that extracting finger-vein patterns robustly to
brightness fluctuations was possible with their method. They
used 678 different finger images for identification and the

This research is funded by the Ministry of Research, Technology and Higher
Education of the Republic of Indonesia and supported by the Indonesian
Institute of Sciences (LIPI).
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accuracy was EER = 0.145% with a processing time of 0.5
seconds [3] [6].
The later study, in 2005 Miura et al. discovered that the
repeated line tracking method could not extract the thin veins.
Miura showed that the thickness of finger-vein pattern could
differ due to varying amounts of bloods in the finger depending
a certain conditions. For this reason, they developed a new
method which calculated local maximum curvatures in crosssectional profiles of a vein image and extracted the points with
high curvature in each of four directions. This method also
extracted the center lines of the veins consistently. Then they
evaluated the robustness of the method against fluctuations in
widths and brightnesses of veins. As a result, using the same
dataset by the previous research (678 finger-vein images), the
EER for personal identification was 0.0009% [2].
Misalignments caused by translations and rotations of the
finger with respect to each axis occur when the finger was
captured. Lee et al. [9] introduced alignment of a finger-vein
images with extracted minutia points such as bifurcation and
ending points of finger-vein regions. Their method used a
simple affine transform based on a simple triangle which is
composed of three minutia points of the finger vein region.
Besides that, they also conducted a localizing the finger region
with masking to normalize the finger vein image and extract
the finger texture from the normalized image. Huang et al. [1]
have been successfully to investigate the pose variations using
pattern normalization model. This model based on a hypothesis
that the fingers cross-sections are approximately ellipses and
making the longitudinal axis in the middle of image. Also, it
was called Center Line (CL) registration.
Another solution to displacement images was implemented
in 2016 by Ma et al. [10] who reconstructed a 3D model
of finger vein and used 3D point clouds matching of finger
vein and contour to identify individuals. They used ICP to
find transformation between two point sets through minimizing
the sum square of the closest point pairs so that they can be
matched. The first ICP algorithms was presented by Besl et al.
[11]. This algorithms which is a procedure to find the closest
point on a geometric entity to a given point, was implemented
on 3-D shapes. ICP converges monotonically to the nearest
local minimum of a mean-square distance metric.

Fig. 1: Flowchart of the state-of-the-arts upper and the proposed scheme lower images.
Initial transformation
Iterative procedure to converge to local minima
1) ∀p ∈ P find the closest x ∈ P
2) Pk+1 ← Q(Pk ) to minimize distances between each
p and x
3) Terminate when change in the error falls below a
preset threshold or number of iterations are more
than preset maximum number of iterations.
• Choose the best among found solutions for different
initial positions
In this study, model and object are determined as finger
contours. These contour points are drawn in Fig. 2 (a). Fixed
point (green) is defined as the reference points. Another edge
is moving point (red) which is defined as points which will be
aligned to the fixed points. Also, the blue points as a registered
contour is the results of applying a rigid registration of ICP
on both contour points.
A comparison method for finger-vein images was implemented by further processing the image, followed by detection
and registration of contour points, extract the feature and
comparison them with existing method [2]. This scheme is
shown in Fig. 1.
a) Contour Points in xy-axis
•
•

b)

c)

d)

III. M ETHODS
Considering the problems above, a new scheme for personal
identification based on finger-vein is proposed in this paper. Advanced affine transformations based on finger contour
points was applied to overcome misalignments on captured
images. Besides, verification performance will be compared
with the state-of-the-arts scheme which was implemented by
Ton et al. [4]. The process of both diagrams are illustrated in
Fig. 1.

Fig. 2: Illustration of ICP based on contour of finger and
feature extraction. The steps include a getting translation &
rotation matrix from ICP, b Overlaid Fixed image (green)
and moving image (purple), c Overlaid Fixed & Registered, d
Overlaid Fixed & Registered of vein with sliding windows

A. Iterative Closest Point Based on Contour of Finger

The pipeline for this method was established in the following steps:
1) Extraction of finger contour was implemented by finger
region mask, following the approach in [9]. Lee et al.

ICP is a straightforward method [11] to align two free-form
shapes (model X, object P). Following describes each step in
general:
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make assumption that the upper finger edge is present in
the upper part of the image and the lower finger edge is
present in the lower part of the image. The finger region
is brighter than the background region. They localize the
finger region to normalize the finger-vein and extract
the contour from the normalized image. Furthermore,
localizing finger region used masking method. Contour
points have been drawn in Fig. 2 (a).
2) A maximum curvature method was used to perform
finger-vein extraction, following in the paper [2]. Tuning
parameters in this algorithm have been conducted to
obtain a binary version of pattern comprising only
the most reliable vein. The thresholds are determined
experimentally by visual inspection. An example vein
can be seen in Fig. 2 (d).
3) A vein pattern of moving image, which is purple color
in Fig. 2 (b), was registered to fixed-vein image (green)
by translation and rotation matrix resulting from ICP
process in previous step. Thus, the overlay of registered
vein patterns and fixed-vein image are shown in Fig.
2 (d). The overlaid also was performed to both original
images, fixed and moving, in Fig. 2 (c).

Fig. 3: Exemplary image from the database: vascular pattern
of a left index finger.
positions where R(cw,ch) overlaps with I(s,t), is calculated as
follows:
Nm (s, t) =

h−2c
h −1 w−2c
w −1
X
X
y=0

I(s + x, t + y)R(cw + x, ch + y)

x=0

(1)
The maximum value of this correlation, Nmmax matrix is
normalised and used as matching score [3] [4].
IV. E XPERIMENTS
In order to ascertain the performance improvement using
the proposed schemes, we performed some experiments on
public database. Besides, the goal of experiments is to examine
whether the ICP make an impact on false reject on recognition
or not.

B. Center Line Alignment
Center Line (CL) algorithm as the state-of-the-arts in alignment method was applied to compare the results of the ICP
method. This model based on a hypothesis that the fingers
cross-sections are approximately ellipses and the vein that can
be imaged are near the finger surface. Huang et al. [1] describe
the model as finger-vein pattern normalization model. This
normalization assures that the finger will be aligned to the
center of the image. And then, detected coordinates both edges
(upper and lower), which are returned by the finger region
detection, were used to approximate the longitudinal axis
(midline/straight line) of the finger. Therefore, the parameters
of this estimated line, rotations and translations, are used
to create an affine image transformation. Ton et al. [4] also
implemented this method to align the finger-vein image.

A. Database and Setup
This research was based on a set of finger vascular pattern
images acquired at the University of Twente, the Netherlands,
in 2012 and was abbreviated as University of Twente Finger
Vein Patterns (UTFVP) dataset. From each of the 60 subjects,
vascular patterns of six fingers were captured - index, middle
and ring finger of both hands. Images of each finger has been
taken twice in each of two sessions. Thus, the total count of
pictures in the set is 1440. The properties of images have 8bit intensity images of resolution 672×380 pixels, with pixel
density 126 ppcm [4]. An exemplary finger image is presented
in Fig. 3.
In this experiment, we conducted a thorough setup to ensures the result consistently for both schemes. The parameters
of sliding windows [2] was adjusted to the same value which
is 30 pixels on parameter of cw and ch in Eq. 1. Its windows
setting is greater than Ton et al. [4] did. Additionally, the
experiment used codes of function to extract and match the
finger-vein images which is provided by Ton et al. [4].

C. Vein Detection and Correlation Matching Score
In this study, the maximum curvature was used as a feature
for matching two sets of binarised feature images which is
described in paper by Miura et al [2]. This feature extraction
method defined the location of maximum curvature from the
image profile which are acquired in different position. Then,
according to the rules as detailed in [2], all extracted points
were connected and combined .
They also applied a sliding windows to calculate the correlation with optimum offset between two finger-vein pattern.
This windows was defined as rectangular region with R(cw,
ch) or R(x-offset, y-offset) and shown in Fig. 2 (d). Using
the correlation formula, it was able to find where a section of
an image fits in the whole without padding zeros around the
image. As its mention in [3], the correlation Nm (s,t), which
is the difference between the registered and input data at the

B. Correlation-based Matching
In addition to the aforementioned methods, the normalized
correlation in metric between images was also studied as an
identification or a verification metric. The method has been
explained and used in e.g. [4], making it a good comparative
method to quantify the possibility to identify a person solely
on the basis of finger-vein pattern.
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TABLE II: Statistic of Genuine Pairs

Here, the comparison between the proposed ICP framework
and the state-of-the-arts is conducted to UTFVP dataset. Three
benchmarks of both methods are given in Table I. The table
shows that the rigid registration by ICP has better performance
than the center line. The ICP can reduce a half performance of
center line’s EER, and it is also shown by Receiver Operating
Characteristic (ROC) curve in Fig. 4. Furthermore, it also can
be seen from the table that the significant improvement on
reducing False Non Match Rate (FNMR) is achieved by the
proposed method.

EER (%)

FNMR@FMR0.01 (%)

AUC

ICP

0.32

0.69

0.9995

CL

0.69

2.04

0.9990

Mean of parameter

Max of

s0

t0

d

distance (d)

ICP

32.6

31.2

5.5

31.6

CL

32.5

31.2

6.0

32.6

Method

s0 ,t0 : x,y-optimum displacement in correlation matching

Even though the mean and maximum of distance (d) by ICP
are a little bit different, but the distance draw solely the
position of the varied genuine outliers based on the optimum
translation parameters in Eq. 1.

TABLE I: Comparison of Registration Methods
Method

Registration

D. Discussion

In other words, ICP gives slightly a contribution to robustness on misalignment images, especially in case of translation
and rotation in plane. Fig. 4 illustrates that false rejection of the
genuine images by ICP method decreased drastically compare
to CL, which is also shown by Area Under Curve (AUC), and
making the similarity of the genuine increased.

The experimental results, which is in verification scenario,
achieve significant improvement in the performance e.g 0.32%
improvement in EER and 0.69% for FNMR@FMR0.01%.
This result used large sliding windows (rectangular region) to
define the correlation between two finger-vein pattern images.
However, in this experiments, we also performed different setting on the sliding windows parameter. In fact, our objective in
these experiments is to ensure the impact of a proper alignment
to the performance. When ICP based on finger contour give a
proper alignment, the needed size of sliding windows should
be small and therefore, the optimum offset of correlation
will have the same position with the sliding windows of the
template. Although, the ICP is able to overcome the problem
of misalignment, but the score of correlation relies on the vein
patterns itself.
V. C ONCLUSION

Fig. 4: ROC curve of both methods
C. Genuine Scores
In order to investigate large variations of genuine pairs,
distribution of genuine has been defined. Mean of the optimal
translation on x-axis (s0 ) and y-axis (t0 ) based Equation in
paper [3] was calculated, and it is described in Table II.
However, although these means have the same value, but
the similarity score between genuine pairs both methods is
different as it was shown in ROC curve in Fig. 4.
The table also shows the mean and maximum distance
(d) which is determined for both methods (ICP and CL) by
following formula:
q
2
2
d = (s0 − s0mean ) + (t0 − t0mean )

This paper proposes a registration method based on contour
points of finger-vein images. The experimental results show
that the proposed method outperforms the state-of-the-arts.
Furthermore, the most important outcome is that the ICP is
able to solve translation and internal rotation displacement.
It was shown by the performance that EER was 0.32% and
FNMR@FMR0.01 was 0.69%. That is, the proposed method
can increase the similarity of the genuine images, and further,
decline the false rejection in recognition.
In future, combination between contour and vein pattern
itself can be used as base on the alignment process. Further
optimization of the parameters on feature extraction method
and ICP are needed to get better performance.
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Abstract—Quantum error correcting codes play the role of
suppressing noise and decoherence in quantum systems by
introducing redundancy. Some resources can be used to improve
the parameters of these codes, e.g., entanglement. Such codes
are called entanglement-assisted quantum (QUENTA) codes. In
this work, a general method to construct QUENTA codes via
cyclic codes will be shown. Afterwards, the method is applied
to BCH and Reed-Solomon codes, resulting in new families of
QUENTA codes, where one of them has maximal entanglement
and maximal distance separability.
Index Terms—Quantum error correcting codes, BCH codes,
Reed-Solomon codes, Maximal entanglement, Maximal distance
separable codes

Proposition I.1. [2, Theorem 4] Let C1 and C2 be two linear
codes over Fq with parameters [n, k1 , d1 ]q and [n, k2 , d2 ]q and
parity check matrices H1 and H2 , respectively. Then there is
a QUENTA code with parameters [[n, k1 + k2 − n + c, d; c]]q ,
where d = min{dH (C1 \ (C1 ∩ C2⊥ )), dH (C2 \ (C1⊥ ∩ C2 ))},
with dH as the minimum Hamming weight of the vectors in
the set, and
c = rank(H1 H2T ) = dim C1⊥ − dim(C1⊥ ∩ C2 )

(1)

is the number of required maximally entangled states.

I. I NTRODUCTION
It is generally accepted that the prospect of practical largescale quantum computers and the use of quantum communication are only possible with the implementation of quantum
error correcting codes. Quantum error correcting codes play
the role of suppressing noise and decoherence by introducing
redundancy. The capability of correcting errors of such codes
can be improved if it is possible to have pre-shared entanglement states. This class of codes is known as EntanglementAssisted Quantum (QUENTA) codes. Additionally, it is possible to show that they can achieve the hashing bound and
violate the quantum Hamming bound. The stabilizer formalism
for qubits QUENTA codes was created by Brun et al. in 2006
[1], where they showed that QUENTA codes paradigm does
not require the dual-containing constraint as standard quantum
error-correcting code does. The generalization to any finite
fields has been recently published by Galindo, et al. [2].
After this paper of Brun et al., many papers have focused
on the construction of QUENTA codes based on classical
linear codes. However, the analysis of q-ary QUENTA codes
was taken into account only recently. The majority of them
utilize constacyclic codes or negacyclic codes as the classical
counterpart. However, little attention has been paid to maximal
entanglement QUENTA codes. Using the well-known class of
cyclic codes, we describe a method to construct QUENTA
codes that have maximal entanglement. This results in quantum codes with better parameters when compared with the
ones in the literature and codes that are good candidates to
Partially funded by the Brazilian funding agencies CNPq.

achieve the hash bound. For the general construction method
of QUENTA codes from classical codes, see Proposition I.1.

A measurement of goodness for an QUENTA code is the
quantum Singleton bound (QSB). Let [[n, k, d; c]]q be an
QUENTA code, then the QSB is given by
jn − k + ck
d≤
+ 1.
2
The difference between the QSB and d is called the quantum
Singleton defect. When the quantum Singleton defect is equal
to zero, the code is called a maximum distance separable
quantum code and it is denoted by MDS quantum code.
Additionally, a QUENTA code is called maximal entanglement
if c = n − k.
The first result of this work is to show that the amount of
entanglement in a QUENTA code created from a cyclic code is
related with the defining set of a cyclic code. With this characterization, a few families of QUENTA codes are constructed
via BCH and Reed-Solomon codes. The characterization of
BCH and Reed-Solomon codes via their complete defining set
results in a straightforward way to compute the parameters of
the QUENTA codes construct from them. As it is shown, these
codes can have nice properties, such as maximal entanglement
and maximal distance separability. Additionally, it is shown
that new families of QUENTA codes can be derived from our
method.
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A BSTRACT
Autoregressive (AR) models are one of the most popular
ways to describe different time-varying processes in nature,
economics, etc. However, their parameters are often estimated
in a batch manner which makes them inefficient for handling
large-scale real-time data. In our work, we investigate the
feasibility of online parameter estimation for these types of
models. We translate the AR model to a probabilistic factor
graph which takes advantage of the factorization of the model
by implementing inference as a message passing algorithm.
Due to the intractability of exact parameter inference for
these types of models, sum-product message passing becomes
impractical.

This suggests to use alternative message passing algorithms
based on approximate inference, e.g., variational message
passing (VMP) [1], which tries to find variational distributions
that serve as good proxies for the exact solution. With VMP,
the computations for online state and parameter estimation can
be automated. In Figure 1, we show a simulated second-order
autoregressive process (blue crosses) at discrete time steps.
Our model online updates a distribution over the values of
the future states. We have implemented online VMP-based
inference by deriving local (variational) message passing
update rules for the estimation of the parameters of an AR
model. The proposed approach has both been verified on
synthetic data and validated on real data.

Fig. 1: Blue crosses denote the real state (observations) at each time step. The dashed line
corresponds to the expected mean value of the posterior estimates for future states. The
orange region corresponds to one standard deviation below and above the mean.
R EFERENCES
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Abstract— Ubiquitous connectivity requirements and stringent Quality of Services (QoS) in recent wireless communications demand new revolutionary wireless network technologies
to support the exponentially increasing traffic growth. Massive
MIMO with the capability of high spectral efficiency achieved
by large multiplexing and diversity gains grabbed a lot of
attention and to be the promising solution.
Combining beam-forming and diversity gain improves the
coverage range, suppress inter-cell, and intra-cell interference
to enhance reliability. Devising a precoder exploiting channel
knowledge and mentioned gains, to suppress intra and inter-cell
interference is the centerpiece of this article.
This downlink precoder eliminates interference at the Base
Station (BS) itself reducing the post-processing complexity at
the receiver side. Impact of perfect channel knowledge and
channel estimation errors on overall system performance is
investigated. BS identifies the inter and intra-cell interference
for each user and designs the precoder for each user. This
precoder cancels the interference by forming beams orthogonal
to the interference channels. Each beam accommodates STBC
(Space-Time Block Codes) blocks allowing to exploit spatial
multiplexing and diversity gain.
Comparing the performance of derived precoder in contrast
with classical Zero-forcing precoder for Single-cell Single User,
Single-cell Multi-user, and Multi-cell Multi-user scenarios, significant improvement in reliability observed.
As we are considering and eliminating the interferences at
BS, the complexity of the proposed scheme is minimized by
making the receiver structure as simple as possible

dimensions make random parameters asymptotically deterministic: distribution of singular values of the channel matrix
approaches deterministic [12] and scaling up dimension results in increased resolution to resolve individual scatterings
with precision.
Massive MIMO is a promising technology, which could
exploit the multipath nature of the channel, to increase the
throughput, range, and reliability using the Spatial Multiplexing, Beamforming, and diversity, respectively [4]. In this
paper, we exploit a combination of both Space-Time diversity
along with beamforming gain.
A. Space Time Block Code
Multipath fading induced by scattering environments reduced by antenna diversity. Space-Time Block Codes are the
robust transmit diversity techniques, Alamouti codes belong
to such a promising method with simple encoding/decoding
process to combat different fading effects [5]. Conventional
STBC doesn’t demand any channel state information (CSI),
which would reduce the complexity and need for channel
estimation. For a transmitter with two antennas and single
receiving antenna, full spatial diversity achieved by sending
two different versions of same symbols within consecutive
periods, following strategy mentioned in Table I, where xk
is k-th symbol. The receiver signals can be expressed as:

I. INTRODUCTION
Thanks to the continuous evolution of the wireless connectivity across different applications, which significantly
increased the data traffic and expected to meet very highspeed data rate. Massive MIMO can accommodate large
capacity gain, coverage, and energy efficiency. Substantial
capacity gain is the result of huge spatial multiplexing exploited with large antenna array, which can also contribute to
serving many tens of UEs in the same space-time-frequency
resources. Apart from huge spectral efficiency, the ability to
reduce the latency over the air interface simplified multiple
access layer and potentiality to combat interference sources
[1]. A massive MIMO system provides a plethora of degrees
of freedom, excessive unused degrees of freedom can be lead
to small peak-to-average ratio or even constant envelope [2],
[3]. These reasons made Large MIMO arrays as a promising
research field both in communication theory, propagation,
and electronics. Large MIMO designs can provide robust
solutions, even with the failure of a few of the antenna units
would not affect the performance of the system. Increasing

Rx1,1 = h1 x1 + h2 x2 + n1,1

(1)

Rx2,1 = −h1 x2∗ + h2 x1∗ + n2,1

(2)

where Rxk, j received symbol at k-th transmitting antenna
and j-th receiving antenna. The received sequences can be
rearranged into r = [Rx1,1 Rx2,1 ]T , where H ∈ C2×2 is the
effective channel matrix, satisfying the orthogonal property
HH H = I2

h
r = 1∗
h2

h2
−h∗1

   
n
x1
+ ∗1,1 = Hx + n
n2,1
x2

(3)

Multi-user communication allows BS to exploit the same
time and frequency resources to serve multiple users simultaneously. In this article, we used spatial diversity order of four,
which is transmitted using a large antenna array. Space-time
coding matrix, S ∈ Cdiv.order×T and H ∈ CT ×div.order is the
effective channel matrix, designed for diversity order of four
needs T = 8 successive channel periods to combine these
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TABLE I
2 X 1 A LAMOUTI S EQUENCE .
Time slot, t=1
Time slot, t=2

Tx antenna 1
x1
−x2∗

Tx antenna 2
x2
x1∗

transmitted symbols (5) with being successfully decoded
with Maximum Likelihood Decoder [7], using equation (6).

x1
x2
S=
x3
x4

−x2
x1
−x4
x3

−x3
x4
x1
−x2

−x4
−x3
x2
x1

x∗1
x∗2
x∗3
x∗4

−x∗2
x∗1
−x∗4
x∗3

−x∗3
x∗4
x∗1
−x∗2


−x∗4
−x∗3 
 (4)
x∗2 
x∗1

X̂ = HH r

(6)
Fig. 1.

Base Station allocates all users over the same frequency
band simultaneously for a certain period, they might experience a lot of CCI (Co-Channel Interference). To suppress
CCI, devised low complexity multi-user precoder can establish interference-free down-link for each user by using their
CSI (Channel State Information). Devised precoder can successively eliminate co-channel interference and optimize the
effective SINR (Signal-to-Interference Ratio), increased the
complexity shared among all users. To suppress interference
from other users, interference channel matrix, H̄k (7) formed
by K-1 interference signals which can result (8), and the
solution for this is (9)
H
... Hk−1

H
Hk+1

These weights correspond to strongest channels are derived
from correlation channel matrix formed by covariance matrix
(11)


R = E hH h
(11)

(5)


min 2 ˆ
x1 = arg
d X1 , x1
x1 ∈ x


H̄k = H1H

order four, using different weights w1 , w2 , w3 and w4 can
steer the four strongest channels.
 
x1

 x2 

(10)
x = w1 w2 w3 w4  
x3 
x4

... HKH



H¯kH Wk = 0


†
Wk = I − H̄k H̄k Dk ,0 †0 psuedoinverse

(7)

Massive MIMO Down-link System Model

Figure 1 depicts the system model for single user scenario,
which can exploit Spatial diversity gain and Beam-forming
gain.
II. S YSTEM M ODEL
A Massive MIMO downlink model presented in this
section, each BS per cell has M antennas, K users, where
M > K and L cells. Increase in the number of serving
users can cause intra-cell interference, serving multiple cells
result in inter-cell interference, which degrades the signal
quality. Antenna array response can serve spatially multiplex
users in the downlink; such spatial processing is called
transmit precoding [6]. Precoder part has an OSTBC encoder
multiplied with different beam-forming weights as we can
see in Figure 3.

(8)

Intra−cellinter f erence

y j = wHjk h jjk s jk +
| {z }

(9)

Desiredsignal

where, Dk is an arbitary unitary matrix, but in order to exploit
the beamforming gain.

z

Kj

∑

i=1,i6=k

}|

{

wHjk h jji s ji +
L

Kl

H
∑ ∑ wHjk hlij sli + |w{z
jk n j
}

l=1,l6= j i=1

B. Beamforming
The unique property of the antenna array allows the
signal processing techniques to alter the field strength pattern
to form variant dominant directivity by forming different
beams. With appropriate weights and phase, Precoding, for
each antenna, the antenna array response can steer the direction of a signal by attenuating signals from other direction,
known as beamforming [6]. The spatial division is used to
divide the channel between each user into multiple beams
onto which we can superimpose the Orthogonal Space-time
Block codes so that we can exploit the beamforming and
diversity gain. Superimposing OSTBC symbols of diversity

|

{z

}

(12)

Noise

Inter−cellinter f ernce

Where, h jjk means channel k-th user in cell j and BS lies
in cell j.
A. Channel model
We consider a ULA (Uniform Linear Array) with half
wavelength distance intervals as the BS antenna model, and
one-ring scattering model, shown in Figure 2, where each kth user surrounded by a ring of scatterers with radius Rk and
the distance between k-th user and BS is Dk [8], [9], [10].
For Q i.i.d paths with αk,q ∼ CN (0, 1) as complex channel
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†

Wk = (I − H̄k Hk )Dk

(18)

After successfully eliminating CCI, by forming beams
towards each user without causing interference between
users, downlink multiuser can divide into K parallel beams,
by completely removing the CCI, each user can achieve the
similar performance like single-user scenario.

Fig. 2.

One-ring Scattering Model

gain, we can represent the channel vector hk ∈ CM×1 can be
expressed as
1 Q
hk = √ ∑ αkq a(θkq )
Q q=1

(13)
Fig. 3.

where a(θkq ) is the array response vector expressed as

a(θkq ) = 1

e− jπsin(θkq )

.... e− j(M−1)πsin(θkq )

T

(14)

One ring model is most reasonable
channel

 model with
an angular spread within θ̄ − ∆k , θ̄ + ∆k , where θ̄ ∈
[−90◦ , 90◦ ] being azimuth angle and ∆k = arqtan(Rk /Dk ) is
angular spread of k-th user. For the one-ring model, we can
derive covariance matrix using (11)
[Rk ]m,n =

1
2∆k

Z θ̄ +∆k
θ̄ −∆k

∂

e− jπ(m−n)sin(θ ) ∂ θ

(15)

where [Rk ]m,n formulates Toeplitz form with m-th row, n-th
column with m,n = 1,2,3,...,M. Using eigenvalue decomposition weights of beamformer are evaluated,
hk = Uk Λk 1/2 vk

C. Zero-forcing Precoder
Zero-Forcing beamforming, also known as null-steering,
which nullifies the interference sources. We used Zeroforcing precoder (19) to compare the performance of Integrated STBC precoder
j H j −1
j
wZF
j = Ĥ j ((Ĥ j ) Ĥ j )

To epitomize the closest real time scenario, and analyze
the performance of Square pattern cells, with each cell area
(0.25km × 0.25km), simulation parameters listed in Table
(II).
TABLE II

(16)

S YSTEM PARAMETERS CHOSEN FOR S IMULATIONS

B. Beamformer design
We have discussed the channel mode and appropriate
beamformer weights for single cell single user case, for
multi-user and multi-cell scenarios there is an included intracell interference and inter-cell interference, which should be
mitigated. In the previous section, we discussed optimized
precoder (9) to eliminate the CCI, column vectors span the
nullspace of the interference channel matrix[11]. To exploit
the beamforming gain we should find the strongest directions
by performing SVD of (17), and consider the corresponding
strongest singular vectors and form arbitrary matrix Dk ∈
(M × diversity order) for each symbol leading to optimal
precoder(18).
†

(19)

III. S IMULATION R ESULTS

Rk = Uk ΛkUkH , where Λk diagonal matrix, with eigenvalues
as diagonal elements which correspond to the strongest
directions of each user and UkH Uk = I are corresponding
normalized Eigenvectors. w1 , w2 , w3 and w4 are chosen from
these vectors.

Gk = Hh (I − H̄k Hk )

Massive MIMO Down-link System Model

(17)

Index

Parameter

Value

1
2
3
4
5
6
7
8
9
10
11
12
13

MT x (No.of Tx antennas)
MRx (No.of Rx antennas)
K(No.of Users/cell)
Pathloss exponent
Shadow fading
Bandwidth
Coherence Block
OSTBC spatial diversity
Data Frame length
Modulation
Number of cells
Pilot reuse
Channel Model

64
1
4
α = 3.76
σ = 10
B = 20 MHz
τ p = 200
Div.order = 4
64
QPSK
L = [1 2]
f =1
One-Ring

14
15

Spatially separated paths
Angular Standard Deviation

Q = 32
10

Figure 5 compares the performance of Integrated STBC
precoder with respect Zero-Forcing, for a BER of order 10−6 ,
almost 4dB improvement is observed, which substantiates the
premise of exploiting both diversity and beamforming gain.
Proposed precoder shows substantial improvement in performance in single user scenario, but in Multi-Users case,
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Fig. 4. Cell topology with L = 2 cells, K = 4 users with pilot reuse factor
1 denotes both cells use same orthogonal pilot sequences.
Fig. 6. Performance analysis of Integrated STBC precoder for a Multiple
Users Scenario.

Fig. 5. Performance analysis of Integrated STBC precoder for a Single
User Scenario.

intra-cell interference degrades the performance. Precoder
(18) can successfully eliminate the intra-cell interference,
which results in each user attaining the same performance as
a Single user Scenario without any CCI. Figure 6 supports
this promising result.
BS performs Channel estimation using Uplink Pilot Sequences. Using channel reciprocity, estimates of Uplink (UL)
ĥlij used to derive corresponding Downlink (DL) channel
(ĥlij )H . Obtained CSI at BS used to design precoder to
separate the UEs spatially. Estimation errors are independent
and cause distortions by the residual reciprocity mismatch
will combine non-coherently over antenna array [14].
Figure 7 demonstrates the performance of precoder under
imperfect channel knowledge. Observing results can depict that the information about the channel plays a strong
influence on the overall performance. Including obtained
CSI of UEs from different cells in (7) can successfully
eliminate the inter-cell interference, Figure 8, corresponds to
cell topology (Fig. 4) with pilot refuse factor 1, shows with
perfect Channel knowledge Multi-cell scenario can attain the
similar performance as Single-cell scenario.
IV. CONCLUSIONS
In this article, we discussed modeling a precoder suitable
for Massive MIMO downlink, to achieve full spatial diversity
as well as beam-forming gain. Extended precoder design
for Multi-Users and Multi-cells, mitigated the Co-Channel

Fig. 7. Performance Analysis of Integrated STBC precoder under different
Channel Estimation Errors.

Fig. 8. Comparison of Zero forcing and Integrated STBC precoder with
pilot reuse factor f = 1.

interference with the knowledge of the interference channel
matrix. The improved reliability comes with a cost of halved
SE (Spectral Efficiency), but for emerging applications demanding URLLC (Ultra Reliable Low Latency Communications), such solutions are acceptable. Channel knowledge at
the BS plays a major role as the precoder designed is based
on Interference Channel matrix, imperfect or partial CSI can
affect the overall performance. The stringent requirement of
availability of channel knowledge is a delicate issue which
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needs to be addressed, as Massive MIMO channel estimates
demand huge complex matrix operations. Considering this
as motivation investigating CSI independent precoders could
be a proper research direction for the future.
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Abstract—Automatic building extraction from aerial imagery
has several applications in urban planning, disaster management,
and change detection. In recent years, several works have adopted
deep convolutional neural networks (CNNs) for building extraction, since they produce rich features that are invariant against
lighting conditions, shadows, etc. Although several advances have
been made, building extraction from aerial imagery still presents
multiple challenges. Most of the deep learning segmentation
methods optimize the per-pixel loss with respect to the ground
truth without knowledge of the context. This often leads to
imperfect outputs that may lead to missing or unrefined regions.
In this work, we propose a novel loss function combining both
adversarial and cross-entropy losses that learns to understand
both local and global contexts for semantic segmentation. The
newly proposed loss function deployed on the DeepLab v3+
network obtains state-of-the-art results on the Massachusetts
buildings dataset. The loss function improves the structure and
refines the edges of buildings without requiring any of the
commonly used post-processing methods, such as Conditional
Random Fields. We also perform ablation studies to understand
the impact of the adversarial loss. Finally, the proposed method
achieves a relaxed F1 score of 95.59% on the Massachusetts
buildings dataset compared to the previous best F1 of 94.88%.
Index Terms—building segmentation, adversarial loss, aerial
imagery

I. I NTRODUCTION
Several developments in the collection of remote sensing
imagery have resulted into the availability of high-resolution
aerial image datasets for exploring applications such as object
detection, image retrieval, etc. Detection and recognition of
objects in aerial imagery is crucial for urban planning, disaster
mitigation, map making, and change detection. One of the
most prominent objects that are maintained and updated are
buildings. Therefore, building extraction reaps a plethora of
benefits for the aforementioned applications. Because of the
increasing amount of aerial imagery, automating the detection process becomes desirable. In recent years, advances of
machine learning along with the development of low-cost
hardware have resulted in high-performance object detection
algorithms. However, building detection from remote sensing
images still faces several challenges, where large variations
in building appearance (varying building shapes, sizes, and
colors), lighting conditions and shadows, often pose difficulties
for reliable detection.
Many of the earlier approaches relied on hand-engineered
features for building extraction. They exploited the features
such as the structure, color and hyper-spectral data of remote sensing images to improve performance. These feature-

Fig. 1: Building segmentation results using our proposed
method on Massachusetts building dataset. The colors white,
black, blue and red indicate true positives, true negatives, false
positives and false negatives, respectively.
based methods are coupled with machine learning algorithms
for detection and classification [1]–[3]. However, due to the
limitations of low-level features, these algorithms have low
performance. In contrast to traditional methods, deep learning
methods benefit from learning features by optimizing an
objective function. The success of deep learning algorithms,
such as Convolutional Neural Networks (CNNs), has resulted
in an improved performance on various computer vision tasks.
These advances in deep learning have benefited several remote
sensing applications, such as aerial image object detection,
image retrieval.
Building detection in remote sensing is usually posed as
a segmentation problem. Recent works have obtained stateof-the-art results in semantic segmentation for remote sensing
imagery. Most works have explored encoder-decoder network
structures to limit the parameter increase in the bottleneck
layers for semantic segmentation [4]–[6]. Fully Convolutional
Networks (FCNs) introduced the first encoder-decoder struc-
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ture for semantic segmentation. FCNs replaced the fully connected layers with a fully convolutional layer, which reduces
the number of parameters of the CNN model [4]. Other
work has built further on this encoder-decoder structure, while
improving segmentation performance.
Apart from utilizing a sophisticated architecture, most CNNbased segmentation algorithms rely on cross-entropy or similar
loss functions as the objective function. Due to the limitations
imposed by cross-entropy, we explore an alternative loss function inspired by adversarial learning, that preserves structure
and refines the results without the need of additional postprocessing steps like Conditional Random Fields (CRFs). In
particular, we explore adversarial learning in conjunction with
direct per-pixel optimization utilized by cross-entropy loss [7].
II. R ELATED W ORK
Satellite imagery has been systematically captured over
the last decade and a large amount of research has been
conducted by both the remote sensing and the computer
vision communities. Several approaches have been proposed
for segmentation of buildings and other terrestrial objects from
aerial imagery.
a) Image segmentation: : In recent years, deep learning
algorithms have provided state-of-the-art results for segmentation. Earlier work that relied on deep learning used fully
connected layers to produce a vector that was later reshaped
to a tensor [8]–[10]. However, this has been replaced by
fully convolutional layers which have removed the output
size restriction. Most segmentation networks use an encoderdecoder architecture such as a Fully Convolutional Network
(FCN), U-Net, etc. However, the unique nature of remote
sensing imagery has fuelled the design of several custom
architectures which have been also proposed for aerial image
segmentation [6]. Much of the work on building segmentation
has been focused on improving the network architecture. The
success of deep learning in computer vision has also resulted
in concentrating on network architectures specifically designed
for aerial image segmentation. Approaches such as attention
[11], larger receptive fields [12], and other post-processing
techniques are often added to existing networks to improve
aerial image segmentation [12]. Besides these aspects, a few
works have also considered larger context as input for the
networks [10], [13]. Context provides an understanding of
the object inside and provides higher quality segmentation.
However, most of these works consider per-pixel loss to
improve the performance, rather than capturing the properties
of aerial imagery.
b) Adversarial learning: Adversarial learning has been
primarily explored for generative models, where it is used to
synthesize perceptually realistic images [7]. Adversarial learning is also used to create robust models against adversarial attacks. An adversarial learning approach utilizes a discriminator
network besides the generator network, to distinguish real and
fake samples. Instead of post-processing techniques such as
CRFs, adversarial learning provides conditioning and structure
to the segmentation outputs. Few previous publications have

considered adversarial learning for semantic segmentation
[14]. The general approach in the previous results deploys a
pair-wise input to the discriminator, where both the generated
and input images are fed to the discriminator. Finally, the direct
pixel-level and adversarial losses are combined in a weighted
scheme. Adding the adversarial loss fills in missing regions by
learning to capture the overall structure of a building, similar
to inpainting to task of from context information [15].
III. M ETHOD
A. Dataset
For the experiments, we use the Massachusetts building
dataset [16]. It consists of 151 high-resolution RGB aerial
images of regions in Boston. Each image has a resolution of
1,500 × 1,500 pixels with a spatial resolution of one square
meter per pixel. The regions depict primarily urban and suburban areas with a coverage of 340 m2 . The dataset is split
into 137, 4 and 10 images for training, validation and testing.
During training, each image is divided into 300 × 300 pixel
patches without any overlap. Data augmentation is performed
by flipping the images left-right and top-down and applying
rotations of 90°, 180°and 270°.
B. Adversarial learning
We combine both adversarial and cross-entropy losses to
jointly optimize the generator. The final loss L is defined as
L = min max Ladv (G, D) + Lc.e (G),
G

D

(1)

where G is the generator network and D is the discriminator
network. Parameter Ladv is the adversarial loss and Lc.e is the
cross-entropy loss. Losses Ladv and Lc.e are specified by
Ladv (G, D) = E [log(D(y))] + E [log(1 − D(G(x)))],
y∼Pl

x∼Pr

Lc.e (G) = −y · log(ŷ) + (1 − y) · log(1 − ŷ),

(2)
(3)

where ŷ denotes the output from the segmentation network
G(x), parameter y is the label (sampled from a real distribution Pl ) and x (sampled from a real distribution Pr ) is
the input RGB image. During training, the generator weights
are updated based on the combination of equally weighted
adversarial and cross-entropy losses.
C. Network architectures
The segmentation network acts as a generator for adversarial training. Like most adversarial training approaches, our
architecture is composed of a generator and a discriminator.
An overview of the method is shown in Figure 2.
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Fig. 2: Overview of the proposed method. Dotted lines indicate combined cross entropy and adversarial loss of the generator
samples, fed back to update the segmentation network parameters. The adversarial loss of both real and generated samples are
used to update the discriminator parameters (not shown in this figure).
1) Generator: To test the effectiveness of adversarial learning in conjunction with cross-entropy loss, we deploy the
combined loss on several existing state-of-the-art networks.
We test the new loss on DeepLab v3+ [17], DenseNet [5],
[18], and PSPNet [19]. DeepLab v3+ is an extension to
the series of DeepLab architectures. DeepLab v3+ consists
of Atrous Spatial Pyramid Pooling, combined with the lowlevel features from earlier layers of a pre-trained ResNet
model [20]. DenseNet is comprised of dense blocks where
every layer is connected to every other layer by concatenation.
PSPNet utilizes a pooling module where the final output of
the network is pooled at different levels and are combined via
concatenation.
2) Discriminator: In all experiments, we employ the same
discriminator architecture. Unlike previous work, we do not
have a symmetric discriminator as the generator. Our discriminator consists of 4 convolution layers (3 × 3 kernel size
with 32, 64, 128, 256 filters) and 2 fully connected layers
(512, 1 outputs) that classify the image as real or fake. Batch
normalization [21] is not applied and exponential linear units
are used for training the discriminator as done in [22].

10−5 for DenseNet. The discriminator to generator training
ratio is set to unity.
E. Evaluation metric
The commonly used metrics for the evaluation of detection
results are the precision and recall measures. Precision and
recall are also known as correctness and completeness in
remote sensing literature. For evaluation, we use the Accuracy,
the F1 measure and the mean IoU (mIoU) metrics, to obtain
valid comparisons with previous work. Accuracy is computed
by
T.P + T.N
Accuracy =
,
(4)
T.P + T.N + F.P + F.N
while the F1 score and Precision and Recall are defined by
F1 = 2 ·
Precision =

T.P
,
T.P + F.P

Recall =

T.P
.
T.P + F.N

(5)

(6)

Similary, IoU is computed as
IoU =

D. Implementation details
All the networks that are trained with cross-entropy loss
using the Adam optimizer (β1 =0.9 and β2 =0.99) with a batch
size of 3 for 90 epochs. Both DeepLab v3+ and PSPNet
networks are trained using a pretrained model with a learning
rate of 10−5 . DenseNet is trained without pretraining with a
learning rate of 10−4 . The networks trained with adversarial
and cross-entropy losses use the same settings as above for
the generator (the segmentation network). The discriminator
is also trained with the Adam optimizer (β1 =0.5 and β2 =0.9)
with a learning rate of 10−6 for DeepLab v3+ and PSPNet, and

precision · recall
,
precision + recall

T.P
,
T.P + F.P + F.N

(7)

where T.P , T.N , F.P , and F.N are the true positives,
true negatives, false positives, false negatives, respectively. In
building and road detection, the relaxed version of the F1 and
IoU metrics are used. The relaxed version of Precision is the
fraction of predicted building pixels that are within a radius
of ρ pixels of the ground-truth building pixel, whereas the
relaxed Recall represents the fraction of ground-truth building
pixels that are within ρ pixels of a predicted building pixel.
The value of ρ is set to ρ=3 in all the experiments, which is
identical to previous work.
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Aerial Image

DeepLab v3+

PSPNet

PSPNet + adv.

FC-DenseNet

FC-DenseNet + adv.

Fig. 3: Building segmentation results for various segmentation networks. The +adv indicates the addition of adversarial loss
with cross-entropy loss. The colors white, black, blue and red pixels indicate true positives, true negatives, false positives and
false negatives, respectively.
TABLE I: Performance of different methods on the Massachusetts Building dataset. Best results are presented in bold,
second best are between [ ] brackets. Results in ( ) parenthesis
are improvements with adversarial + cross-entropy loss.
Network
Mnih & Hinton
Saito et al.
ELU-FCN-CRF
Dual Path Network
DeepLab v3+
PSPNet
PSPNet + adv.
FC-DenseNet
FC-DenseNet + adv

Accuracy
92.13
90.9
91.02 (+0.12)
[93.18]
93.45 (+0.27)

Relaxed F1
92.11
[94.88]
93.93
94.23
92.65
89.52
91.17 (+1.65)
94.33
95.59 (+1.26)

Relaxed IoU
89.08
86.31
81.2
83.78 (+2.58)
[89.27]
91.55 (+2.28)

IV. R ESULTS
To compare the results against previous methods, we measure the performance across different metrics. The results are
summarized in Table 1. From this table, it is evident that Fully
Convolutional DenseNet (FC-DenseNet) with adversarial loss
offers the best performance. We observe that with sufficient
data augmentation, we are able to produce competitive results
with other state-of-the-art methods. The addition of adversarial
loss to the segmentation task consistently offers better performance across all the metrics. We observe this positive trend
with both DenseNet and PSPNet. Note that the first 3 methods
in Table 1 deploy CRFs as a post-processing step. Compared to
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dual-path networks, our method is significantly less expensive
to train and run inference, since dual-path networks use
parameter intensive AlexNet and VGGNet to learn global and
local features. During inference, the discriminator network
is not used and hence has the same computation cost of
running a standard segmentation network. From qualitative
results, it can be seen that the addition of the adversarial
loss fills in missing regions more coherently than the standard
cross-entropy loss. This effect is visualized in Figure 3. The
proposed system partly acts as an inpainting network where
a prior segmentation is generated simultaneously using the
cross-entropy loss and is reconstructed by the adversarial loss.
V. C ONCLUSION
We have proposed a loss function to train CNNs for
semantic segmentation of aerial imagery. The proposed loss
function, which is a combination of the adversarial and crossentropy losses, consistently improves performance without any
additional cost during inference. We have concluded that the
addition of the adversarial loss improves the overall structure
and produces a more coherent output taking the context into
consideration. Furthermore, our method has been evaluated
across commonly used metrics and a comparison with stateof-the-art methods is provided. Finally, the proposed method
outperforms the state-of-the-art results on the Massachusetts
building dataset with a relaxed F1 of 95.59% without any
additional post-processing techniques.
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Abstract—For patients who suffer from hand diseases, like
rheumatoid arthritis, simple tasks like holding a plastic coffee
cup or lifting a book are not self-evident. In order to study grip
patterns and compare grip patterns between people suffering
from hand diseases to those of healthy people, we developed
an instrument called the e-cone, which consists of a pressure
sensitive matrix wrapped around a cone shaped base which allows
visualisation of the grip force pattern in the form of an image.
The original e-cone used a commercially available pressure sensor
mat with a limited resolution which was not easy to attach to
curved objects (like the e-cone) and was expensive. Therefore,
we decided to develop our own pressure sensor mat using cheap
pressure sensitive material and flexible printed circuit boards.
The resulting sensor mat has a resolution of 64x64 sensor pixels,
higher than any commercially available sensor, can more easily
be attached to curved surfaces and allows acquisition of 15 fps
across a wireless interface.
Index Terms—pressure sensor matrix, e-cone, grip force

I. I NTRODUCTION
In our daily routine, we hardly realise the delecacy of a
simple act like holding a plastic coffee cup or lifting a book.
This requires precise coordination of the muscles in our hands
and an accurate tuning of the force in every finger in order not
to drop the object or to crush the coffee cup. For patients who
suffer from hand diseases, like rheumatoid arthritis [1], [3],
these actions are not self-evident. They often have a limited
range of motion and/or loss of muscle strength and suffer from
pain. The limited range of motion, loss of muscle strength
and fear of hurting themselves results in improper use of the
muscles: they either drop the plastic coffee cup or crush it.
Another example of the importance of the way people grasp
or hold objects is in sports e.g. the way a professional tennis
player holds the racket or a golf player his club is different
from how a beginner holds the objects.
In order to study grip patterns and compare grip patterns between people suffering from hand diseases to healthy people,
we developed an instrument called the e-cone [4]. It consists
of a pressure sensitive matrix wrapped around a cone shaped
base which allows visualisation of the grip force pattern in the
form of an image, see Figure 1.
The real-time feedback of the force in this form turned
out to be very useful to patients. The original e-cone used
a commercially available pressure sensor mat which suffers

Fig. 1. Hand grip force measurement using the e-cone

.

from a number of disadvantages. The resolution was limited
to 44x44 pixels, it was not easy to attach the sensor mat to
curved objects (like the e-cone), the connectors to the sensor
mat were impractical and the sensor mats were expensive.
Therefore, we decided to develop our own pressure sensor
mat using cheap pressure sensitive material and flexible printed
circuit boards. Unlike the original sensor matrix, we do not use
stripes of pressure sensitive material, but a a complete sheet
and decouple the individual sensor points using electronics.
We managed to create a sensor mat with a resolution of
64x64 sensor pixels and showed that higher resolutions are
still possible. Also we developed a controller based on a
Raspberry Pi Zero, which allows transmitting the pressure
images wirelessly to mobile phones and tablets. In the design
of the sensor, we took into account the placement of the
contacts and the fact that the sensor is to be attached to curved
objects.
In the remainder of this paper, first the basic operation
of the pressure sensor will be explained in section II. Next,
development of pressure sensors with resolutions ranging from
2x2 to 64x64 pixels will be described in section III. Then the
software design for reading the images from the sensor and
making them available through a web interface on a Raspberry
Pi Zero is described (section IV). In section V the operation
of the sensor is tested and measurements on the sensor are
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presented. Finally, section VI presents conclusions.
II. P RESSURE SENSOR PRINCIPLES
A. Basics
The principle of the pressure sensor mat can be explained
using figure 2. We use a small 4 × 4 array to illustrate the
principle. The mat has three layers. On the top layer, we
have four electrode strips that are placed horizontally, and
on the bottom layer, there are four strips placed vertically.
There is a thin sheet of piezoresistive material between the two
layers. In such a construction, a resistive element exists at each
crossing point. The resistance of the element is sensitive to the
pressure. Thus, we can measure the resistance to indicate the
pressure. The resistance of the piezoresistive mat decreases
with increasing pressure.

that the resistance of the piezoresistive material decreases with
pressure and can decrease with a factor of 100-1000 relative
to the resistance with no pressure. Therefore, in our setup,
the magnitude of the output voltage should increase with the
pressure, because the output voltage is inverse proportional
to the sensor cell resistance R33 . The choice of Vtest and Rk
determines the sensitivity and range of the sensor. In order
to obtain a reasonable range for the output voltage, Rk is
typically chosen a factor 100-1000 smaller than the resistance
of the sensor cell with no pressure and approximately equal to
the resistance of the sensor cell at the maximum pressure to be
measured. The voltage at the negative input of the amplifier
will be very close to 0V if the amplification factor is high
enough. Therefore, we refer to it as Virtual Ground. By using
analog multiplexers we can scan the cells sequentially and
obtain the resistance of every single cell. In this way a pressure
map can be generated. The output of the amplifier is connected
to the input of an AD converter, which transfers the data to a
microcontroller.
B. Finite element modeling

Fig. 2. Sensor mat and measuring circuit

Each crossing point of the sensor array is referred to as one
sensor cell. To measure the resistance of each sensor cell, we
need an analog measuring circuit, shown in figure 2. The rows
of the sensor array are connected to a 4-to-1 analog switch, and
the columns are connected to four 1-to-2 analog switches. By
selecting a specific row and a column and connecting them into
a circuit, we can calculate the resistance of a specific sensor
cell. The selected column is the one which is connected to the
test voltage Vtest , other columns are connected to ground. The
selected row is the one which is connected to the input of the
amplifier, other rows are left open. In our circuit, Rs = R33
is the resistance of the selected cell. The output voltage of the
amplifier is inverse proportianal with R33 and is given by:
Vout = −Vtest

Rk
Rs +

Rk
A

+

Rs
A

≈ −Vtest

Rk
Rs

(1)

The approximation is a good approximation if the amplification factor A of the amplifier is high and its input resistance
Ri is high as well. Typically, for operational amplifiers, A >
100 000 and Ri > 1MΩ. In [2] and elsewhere it is reported

In figure 2, we assume the current only flows through the
sensor cell we selected. Other cells should have no influence
on the behavior of the selected one. But there does exist
other paths for the current. In order to figure out what exactly
happens when the current goes through the sensor array, we
performed some simulations. At first, we made a model with
only two cells to check whether the current will follow the
correct path. As shown in figure 3, the model contains three
layers. Two electrode strips lie horizontally on the top layer.
One electrode that represents the selected column is set to
Vtest = 5 Volts and the other is set to ground. The bottom
layer is an electrode, which represents the selected row. It has
been set to the virtual ground, the same as the negative input
of the amplifier. The inner layer is the resistive material with
an electric resistivity of 5000 Ω · m, which is a typical value
for this type of material.

Fig. 3. Sensor model with two cells

Figure 4 shows the calculated current density using the finite
element simulation. We can see that current only flows through
the selected cell and not to the Ground in the other cell. The
resistance between the test voltage and the virtual ground is
much smaller than between the test voltage and the ground,
because the thickness of the piezoresistive material is much
smaller than the electrode spacing. A similar behaviour results
if pressure is applied and the resistivity drops, only the current
density will increase.
If the area of a cell and the spacing between the electrodes
and the thickness of the piezoresistive material are much
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Fig. 4. Current density of 2x1 sensor

closer, leakage of current to the electrode connected to the
groud does occur as is shown in the simulation result in figure
5. Since a typical conductive sheet is less than 0.1 mm and the
area of a cell wil be relatively large, it should not be a problem
to reduce area and spacing of cells to 0.5 mm. Simulations
show that leakage to neighbouring electrodes in this case are
negligible.

Fig. 6. Cross-talk between cells in a row (horizontal)

to leak and the voltage at the input of the amplifier to drop
and hence the measured output voltage. If we represent the
resulting resistance of all the parallel alternative paths in the
sensor grid by RL and the resistance of the selected sensor
cell by Rs , then the schematic in figure 7 results.

Rk
Vtest

Rs
Vout

RL

Fig. 5. Current density of 2x1 sensor with electrode spacing comparable to
the thickness of the piezoresistive material.

Fig. 7. Schematic for calculation of cross-talk: Rs is the resistance of the
selected sensor cell, RL is the resistance of neighbouring cells causing leakage
current

The output voltage is now given by:
C. Cross-talk between sensor cells
In the previous paragraph, we saw the influence of the
neighbouring sensor cells through the piezoresistive material
is negligible. However, there is another way that cross-talk can
occur. If multiple sensor cells in a row are pressed at the same
time, other paths for the current to the amplifier can result. As
an example, consider figure 6. Sensor cell A is selected for
readout in this case. Now suppose also sensor cell B on the
same row is pressed and sensor cell C on a neighbouring row.
In that case an alternative path for the current from VCC is
possible, namely through the horizontal electrode in Row 2
to sensor cell B, from B to the electrode in Column 1, then
through sensor cell C to the electrode in Row 1 and through
this electrode to the ground. Because electrode A is connected
to virtual ground, the leakage current will be very low and only
have a small impact on the measured resistance at sensor cell
A.
In a high resolution sensor, however, many alternative paths
for the current may be present causing part of the current

Vout = −Vtest

Rs +

Rk
A

Rk
+ RAs +

Rs Rk
ARL

≈ −Vtest

Rk
Rk
Rs ( ARL

+ 1)
(2)
Now normally, when the amplification factor A is suffiRk
ciently high, we can ignore the term AR
which again results
L
in equation 1. However, in extreme cases, where many sensor
cells are pressed very hard, the resulting RL due to the many
paths could become so small that this may impact the resulting
output voltage. E.g. suppose that a large area of 1000 sensor
cells is pressed so hard that the resistance in those cells is
1000 times lower than the selected sensor cell for readout.
Because there are 1000 alternative paths, the resulting leakage
resistance is another 1000 times as low, so:
RL =

Rs
= 10−6 Rs
1000 · 1000

Let’s assume that A = 100 000 = 105 and Rk = 0.01Rs .
In that case equation 2 results in:
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Vout ≈ −Vtest

Rk
Rk
Rs ( ARL

+ 1)

= −Vtest

0.01Rs
s
Rs ( 1050.01R
·10−6 Rs + 1)

=

−0.009 · Vtest
whereas using equation 1 would have resulted in an output
voltage of −0.01 · Vtest . In this case we measure approximately
a 10% lower output voltage. In most cases, extreme pressure
will not often be applied to the sensor and we may safely
neglect the possibility of cross-talk.

Fig. 10. 8x8 pressure sensor

III. D EVELOPMENT OF PRESSURE SENSORS
The piezoresistive material, see figure 8, also known as
”Velostat” or ”Linqstat”, can be obtained for a few euros per
sheet of about 30x30 cm. The material we used was 0.1 mm
thick and had a resistivity of 500 Ω · m.
Fig. 11. 8x8 pressure sensor with resulting pressure image

Fig. 8. Sheet of piezoresistive material

First, we built a 2x2 sensor to obtain some experience
with the material, see figure 9. The electrodes were made of
stripes of copper foil. We tested the operation of the sensor
by pressing each of the individual cells and measuring the
voltage using the circuit in 2. Only the voltage of the pressed
cell increased, so it was operating as expected.

Fig. 9. 2x2 pressure sensor

Next we built an 8x8 sensor as shown in figure 10. This
time, we also realised the multiplexers and an Arduino microcontroller was used to control the sequential read out of all
cells and convert the data into an image.
We again verified the proper operation of the sensor and
found that it operated as expected, showed good sensitivity to
pressure of fingers on the sensor and there was no observable
cross-talk to other cells.

In figure 11, it can be seen that we can register the pressure
by two fingers on the sensor.
The maximum resolution of commercially available sensors
at the time of our research was 44×44. Therefore, we decided
to attempt to develop a sensor with a higher resolution. We
chose a resolution of 64 × 64 and the width of and the spacing
between the electrodes was set to 0.8 mm, resulting in a sensor
mat of about 10 × 10 cm. The electrodes were created on flexible Printed Circuit Boards (PCB) with integrated connectors
and manufactured in China. Because this sensor is much larger
than the 8 × 8 sensor, a more powerful microcontroller was
used: the Raspberry Pi Zero. In addition, this microcontroller
includes WIFI, thus wireless transfer of the pressure images
to other devices becomes possible. The multiplexer we choose
is ADG739. It is a CMOS analog matrix switch with dual 4channel. It has an 8-bit shift register to control the states of
the 8 switches. The maximum switch speed can reach 30MHz.
For the rows of the sensor, we need to connect one of the 64
rows to the input of the amplifier and keep the others. That is
one switch for one row. Thus, 8 multiplexers are needed for
the rows. For the columns, we need to connect each column
either to Vtest or ground. That is two switches for one column.
16 multiplexers are needed for the columns. The output of
the shift register can be connected to the input of register
of the next one, which makes it possible to have a number
of these multiplexers daisy- chained. Using the SPI protocol,
we can easily control the states of each switch by shifting
8 bytes for rows and 16 bytes for columns. The ADC we
use has a resolution of 16-bit. The external clock cycle ranges
between 24kHz and 2.4MHz. The maximum throughput rate is
100KHz. The ADC can also be controlled with SPI, which can
be shared with multiplexers. The complete sensor including
electronics and microcontroller is shown in figure 12.
To scan all cells in the sensor, each time a column is selected
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TABLE I
C OLOUR MAPPING OF ADC READOUTS

Fig. 12. 64x64 pressure sensor with control electronics

and then the rows are selected using the shift registers. The
data are passed to the amplifier and the ADC and transferred to
the microcontroller. We were able to realise a frame time of 60
ms or 15 frames per second with the chosen setup and ADC.
Figure 13 shows the 64 × 64 sensor in use with corresponsing
pressure image.

Fig. 14. Overview of the software

Fig. 13. Pressure sensor with 64x64 points resolution

In figure 13, the measured values in the pressure image have
been mapped to colours to improve visibility. Black and blue
mean little pressure, whereas red means high pressure. The
mapping is provided in table I.
IV. S OFTWARE DESIGN
The overall operation of the software is illustrated in Figure 14. First, the C program sends signals to the GPIO of
Raspberry Pi to control the states of multiplexers by using the
WiringPi library, which is a pin based GPIO access library
written in C for Raspberry Pi. Also, IO signals read from the
ADC can be captured. The captured sensor readout signals

are represented as an image in memory. FreeImage, a library
for processing images, formats, is used to convert the images.
Those images are sent to the 8080 port of the processor in a
stream by using mjpg-streamer. Mjpg-streamer is a command
line application that copies JPEG frames from one or more
input plugins to multiple output plugins. The pre-installed web
server reads the image stream by accessing the 8080 port.
Then, a web page is built up with the image shown on it.
We can access the web page from any device that has a web
browser. In order to make the sampling process controllable
from the client interface, on the server side we use a PHP
program to react to the request from the web page. This PHP
program can call system commands to control the running
state of the sampling process.
Figure 15 shows a pressure image as shown in the webbrowser of a mobile phone.
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Fig. 15. Pressure image on a mobile phone

Fig. 16. Relation between applied pressure and sensor readout

V. E XPERIMENTS
In order to further analyse the operation and properties of
the sensor, we performed two experiments. The aim of the
first experiment is to determine the relation between applied
pressure and sensor readout. The second experiment is aimed
at determining the cross-talk between sensor cells, i.e. the
influence of pressure on one sensor cell on the readout of
neighbouring cells.
A. Relation pressure and sensor readout
In order to determine the relation between applied pressure
and the sensor readout, we created a container for weights
with a contact area A of 1.0cm2 = 1.0 · 10−4 m2 . We had a
total of 24 copper weights available each with a weight of 78
grams = 78 · 10−3 kg. This means that every weight adds a
pressure of:
g
78 · 10−3
=
= 0.078 · 104 kg/m2
A
1 · 10−4
The maximum pressure is:

applied by human fingers. The sensitivety can be increased
by choosing a higher Vtest , but the relation between measured
voltage and applied pressure will deviate more from a linear
relation.
B. Cross-talk between sensor cells
We only investigated the cross-talk between sensor cells in
a qualitative way. First we pressed the sensor using two fingers
with moderate preasure. Next while keeping the pressure the
same on the right side we pressed the sensor on the left side
with as large a force as we could manage. If the prediction
of equation 2 is valid, then a reduction of measured output
voltage may be observable. The results of the experiment are
shown in figure 17.

P =

Pmax = 24 · 0.078 · 104 = 1.87 · 104 kg/m2

The measured readout will also depend on the value of
Vtest and Rk . In this experiment we fixed Rk and varied Vtest .
We averaged the measured readouts of all sensor cells in the
contact area of the container and the sensor. The averaged
measured readout for a range of values of Vtest are plotted in
a graph shown in figure 16.
The range of the ADC is 0-65535, so the maximum readout
is 6.55 · 104 on the vertical axis. From the graph we can
observe that the readout (the measured voltage) increases with
the applied pressure. Furthermore, we see that for low values
of Vtest the relation between applied pressure and measured
voltage is nearly linear. For higher Vtest the measured voltage
saturates at the maximum value of the ADC. This means
that the sensor can very well be used to measure pressure

Fig. 17. Cross-talk across rows. Top: two fingers with moderate pressure;
bottom: by pressing very hard on the left side, the measured voltage on the
right side decreased
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In the top image both fingers are pressed with moderate
force. In the image at the bottom, the left finger is pressed
really hard as can be seen by the colour that changed to red
(it is actually beyond the range that the ADC can register). The
result is that the measured voltage of the pressure on the right
is somewhat decreased even though the force was kept the
same. However, this effect is only clearly observable if extreme
pressure is applied over a relatively large area. Therefore, for
normal use we can safely ignore this cross-talk effect.
VI. C ONCLUSIONS
The aim of this research was to develop a pressure sensor
mat with a high resolution that can be used to analyse human
grip patterns. Commercially available sensors have a limited
resolution, are expensive and the connectors are not convenient
for our purposes (wrapping around a cone). Using cheap
piezoresistive material we developed a sensor with a resolution
of 64x64 sensor elements, higher than any commercially
available sensor. A Raspberry Pi zero microcontroller was used
in combination with analog switches to read the individual
sensor cells and represent the measurements in the form of a
pressure image. We were able to acquire up to 15 frames per
second. In addition we implemented a wifi-stack and a simple
web-interface, so that the image can be displayed wirelessly
on any device with wifi and a web-browser.
With the resulting sensor we were able to measure pressure
in a range that covers the pressure exerted by a human hand
well. Furthermore, cross-talk between the sensor cells was
only observed when extreme forces were applied over a large
area of the sensor. For normal use cross-talk can be neglected.
The sensor can be built for a fraction of the cost of commercial
sensors and, since we designed the layout ourselves, the
connectors can be placed in a more convenient way.
Finally, we believe that the techniques we applied can be
used to develop sensors with even higher resolution, but in
that case we may have to further improve the electronics in
order to be able to realise a sufficently high frame rate and
limit the cross-talk between sensor cells.
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Fig. 1. Normalized energy in the joint STFT and GFT domain averaged over
all temporal frequencies during SR. The red circles mark the time instants of
the atrial activity peaks and the red triangles mark the time instants of the
ventricular activity peaks. Note that k represents the graph frequency index.
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Abstract—Atrial fibrillation (AF) is a type of arrhythmia characterized by rapid and irregular electrical activity in the atria,
which increases the risk of heart failure, stroke or other heartrelated diseases. Epicardial electrograms (EGMs) are important
for investigating the mechanisms underlying AF. However, during
AF, the recorded atrial potentials are commonly corrupted by farfield ventricular activity (VA) in both time and frequency domain.
To obtain a better analysis of AF, it is important to extract the
atrial activity (AA) from noisy recordings.
Template matching and subtraction methods such as average
beat subtraction (ABS) have been proposed for AA extraction by
subtracting the ventricular template from raw measurements.
However, they cannot adapt to changes in the morphology of
the electrograms very well. To solve this problem, adaptive
ventricular cancellation (AVC) techniques have been proposed,
but their performance is unstable due to the dependence on
the reference recording. Signal separation algorithms such as
independent component analysis (ICA) have also been explored
for AA extraction. However, the statistics assumption of ECG
components may not still hold for EGM components.
The EGMs considered in this work are measured from the
epicardium sites of the atria by a high-resolution mapping
technique. These data are living in a high dimensional domain
with irregular properties during AF. As graph signal processing
(GSP) has proven its ability to analyze such data, we construct
an undirected graph to represent the electrical activity network
under normal sinus rhythm (SR) and AF. Then, GSP tools are
explored to analyze the spatial propagation properties of the
AA and VA over the graph. Considering that EGMs are timevarying and non-stationary, we put forward to combine the shorttime Fourier transform (STFT) with the graph Fourier transform
(GFT) to analyze the graph signal along both time and vertices
in short time periods. It is found in the joint domain that the
AA has more energy in the high graph frequencies than the VA,
as shown in Figure 1, which implies that the AA has higher
spatial variation than the VA over the graph. This motivates
us to propose a graph smoothness-based AA extraction (GAE)
algorithm. Experimental results on synthetic and real data show
that the smoothness analysis of the EGMs over the atrial area
enables us to better extract AA for AF study. Examples of noisy
EGM and extracted AA based on different algorithms during
AF are given in Figure 2.
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Fig. 2. Examples of noisy EGM (blue) and extracted AA (red) based on
different algorithms during AF.
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Code availability for image processing papers:
a status update
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Abstract—Reproducing computational results described in a
publication often requires more than only the article itself:
code and data are also needed to reproduce these results.
Code availability is analyzed here for articles published in
IEEE Transactions on Image Processing in 2017, and compared
to an earlier study covering the same journal for 2004-2006.
Approximately a quarter of the publications from 2017 have
code available online, compared to less than 10% in our earlier
study. On average, papers with code available online get cited
about twice as often, providing a clear incentive for sharing code
more frequently.
Index Terms—reproducible research, open science, open
source, code availability, impact

I. I NTRODUCTION
When publishing our work, we want to share our research
and results with the broader research community. This brings
the current state of the art forward, and allows others to
build further upon our work. When our work consists in a
theoretical analysis, such as the proof of a theorem, the paper
as a combination of text and equations is usually sufficient
for others to verify and repeat those results. However, when
writing a paper about computational results, such a paper
description rarely allows other researchers to reproduce the
same results. There is a lot of additional information such as
initial conditions, simulation environment, input data, etc. that
is very difficult (if not impossible) to fit into the constraints
of a research publication.
In order to make our computational results reproducible, it
is therefore often essential to also share data and code together
with the actual publication. Ten years ago, J. Kovačević, M.
Vetterli and I wrote a paper about reproducible research in
signal processing [1]. This paper provides a status update, in
particular with respect to code availability: where are we now?
Next to simply being good practice, making code and data
available to improve reproducibility of a publication also offers
another advantage: it is often linked to an increased impact of
the work. Articles with code and/or data available online, or
even where the article itself is openly made available online
(commonly called ‘open access’) are said to be cited more
often than their counterparts sharing less information.
II. R ELATED WORK
A set of studies related to this work have been performed in
different domains. In many of these studies, the focus is more

on data availability than explicitly on code availability. In some
of them the term ‘data’ is used to cover both measurement data
and the code to analyze it. Piwowar et al. analyzed 85 cancer
microarray clinical trial publications and found a clear citation
advantage (of 69%) for the papers using publicly available
microarray data [2]. In a much larger follow-up study in 2013,
Piwowar and Vision analyzed 10555 studies on gene expression microarray data [3]. Taking a broad set of covariates into
account such as publication date, journal impact factor, open
access status, first and last author publication history, they
found a 9% citation advantage for publications with online
data. Drachen et al. found a significant citation advantage for
papers in astrophysical journals sharing data [4]. Henneken
and Accomazzi analyzed astronomy articles sharing data, and
concluded that on average, articles with data links received
20% more citations compared to articles without data links [5].
Data and code sharing policies of 170 journals in the ISI
Web of Knowledge fields of “mathematical & computational
biology”, “statistics and probability” and “multidisciplinary
sciences” were analyzed by Stodden et al. [6]. In 2012, 38% of
these journals had a data policy, and 22% had a code policy. In
another study, Stodden et al. tested the code and data sharing
policy for Science, a high-impact journal [7]. Combining a
web search for code and data with contacting the authors, they
obtained artifacts (code and/or data) for 44% of the analyzed
articles, and were able to reproduce results for 26%.

On a related matter, a citation advantage is also often found
for papers that are openly available online themselves: the
open access citation advantage. This has been studied first in
a large study by Lawrence [8], followed by a large number
of studies in various disciplines. An overview of studies until
2010 is made by Swan [9], and more bibliographies on the
topic are available online. Piwowar et al. have made a largescale study on the state of open access in 2018 using the
free oaDOI service, checking open access status for about 67
million articles [10]. They conclude that at least 28% of those
are open access, and that this proportion is growing (indicated
by higher percentages for the most recent literature). In terms
of increased impact, they found that open access papers receive
18% more citations than average.
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TABLE I
S UMMARY STATISTICS

total number of papers
papers with code
citations papers without code
mean
median
citations papers with code
mean
median
U-test p value

2004

2005

2006

2017

134
10 (7%)

182
12 (7%)

329
25 (8%)

450
108 (24%)

79.7
36

65.8
35

54.0
27

8.5
4

1430.2
124
5.0e-2

292.7
120.5
5.1e-3

233.4
131
3.8e-6

17.1
9.5
8.6e-6

III. C URRENT STATUS

IV. C ITATION ADVANTAGE

I analyzed articles published in IEEE Transactions on
Image Processing (TIP) in 2017, and compared these results to those from our previous study on TIP 2004-2006.
Code and data used for this analysis are available online at
https://gitlab.com/PatrickVandewalle/onlinecode tip sitb19.
A total of 450 regular papers were published in Transactions on Image Processing in 2017, excluding comments,
corrections and editorials. For each paper, a web search was
performed for the paper title (between quotes), in combination
with the term “source”. The first and second page of results
were manually analyzed searching for links to the code.
Additionally, a script was run to search code for papers on
Github as that is clearly one of the popular locations for source
code.
I found code available online for 108 papers, or 24%. This
has more than doubled compared to the 9% found for the
papers from 2004 [1], and 10% found when analyzing 20042006 later [11]. Typical locations for such source code are
GitHub repositories (65 of the 108 links found) and personal
web pages.
Since early 2017, IEEE offers authors the possibility to
share code related to their publication via the IEEE platform
through Code Ocean [12]. Code Ocean is not only a platform
for sharing research code, it also allows visitors to run the code
or parts of it using a cloud service without having to download
or install anything. So far, this feature is only used by a small
minority of TIP papers: 4 papers from 2017 make use of this
feature, 2 papers from 2018, and so far two paper from 2019
(current ongoing year). Seven papers published prior to 2017
include code via Code Ocean.
For these 450 papers, I also checked whether the publication
itself is open access: is it freely available online? This analysis
was performed using the oaDOI service. Using this method, I
found open access versions of 141 papers (31%), while only
18 papers are flagged on the IEEE Xplore website as (paid)
open access. Only 42 of the papers with code are available in
open access (39%), so it seems that code availability and open
access status are not directly linked.

When looking at the citations of those papers (as measured
on IEEE Xplore), we can see that papers in our test set
(published in 2017) with code available online have an average
of 17.1 and a median of 9.5 citations, compared to an average
of 8.5 and a median of 4 citations for papers with no code
available. This shows a correlation between code availability
and number of citations, with on average approximately twice
as many citations for papers having code available compared
to the papers having no code available online. We ran a twosided Mann-Whitney U-test to verify the significance of this
difference. It shows that the null hypothesis (which states that
sets of citations with and without code have the same median)
can be rejected with p-value 8.6 ∗ 10−6 .
The analyzed year 2017 was chosen to be a recent year
because of rapidly changing practices in making code available
online. However, a disadvantage of choosing such a recent year
is that it is still very early to analyze citations. Citation rates
for publications typically show a peak after a few years, which
may not have been reached for the analyzed publications. Also,
the large relative time difference between a publication made
in January 2017 or December 2017 may have a big impact
on the citation numbers. I performed my analysis under the
assumption that these effects will equally affect papers with
and without code available.
Next to these analyzed papers from 2017, I also updated the
links and citations for the papers from 2004 to 2006 analyzed
earlier [11]. I did not search for new links, but checked the
validity of the links found earlier. If the link was not valid
anymore (and straightforward fixes did not work), I removed it
(although a link to code has been available for this publication
for an unknown period). Unfortunately, this was the case for
19 of the links found earlier. Citations were updated using
the citation counts on the IEEE Xplore webpage. Results are
summarized in Table I, and show similar behavior as for 2017
(but now with higher overall citation numbers).
Although all the data consistently show more citations for
papers having code available online, please note that causality
of this relation can only be determined through a large
scale controlled experiment where other control parameters
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are taken into account, such as the number and seniority of
authors, home institution, etc. This is beyond the scope of the
current analysis.
V. D ISCUSSION
In this work, I focused on online availability of code. I did
not check explicitly for availability of data or data sets. Both
are of course crucial in any computational research publications. While there is a clear increase in papers providing code
from 9% in 2004 to 24% in 2017, this still represents only a
minority of the published articles in that year. We still have a
way to go before this is common practice.
Of course, there may be a variety of reasons for not making
code available. In industrial projects, the company or contract
often does not allow public sharing of the code (if publishing
is accepted at all). When dealing with medical or privacysensitive data, the data can often also not be shared directly.
Sometimes anonymization can be a solution in those situations.
Next to these legal and privacy-related issues, there are also
some technical hurdles. The average lifetime of a web page is
a concern when making additional information such as code
available. Out of the 66 links to code found in 2012, only
47 were still valid (or easy to fix). Hopefully some of the
recently developed and currently popular platforms such as
GitHub, Code Ocean, PapersWithCode.com and institutional
repositories can guarantee a longer lifetime for future publications.
Searching open access versions of the articles was performed using the freely available oaDOI service (using the
same underlying database as the Unpaywall plugin). While it
does seem to miss some openly available articles (Piwowar
et al. report a recall of 77% in their test [10]), this service
offers an easy and convenient method for checking online open
access availability of papers. Unfortunately such a system does
not exist (yet?) for code and/or data related to a publication,
so the analysis performed for this study required a lot of timeconsuming manual web searches.
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1. INTRODUCTION
Over recent years, a paradigm shift has taken place in the
development of endoscopic imaging tools: from image enhancement towards image understanding. Automated image
analysis, such as Computer-Aided Detection and Diagnosis
(CAD), has increasingly become a field of interest in endoscopy. CAD algorithms have been proposed for a variety
of clinically relevant tasks, like esophageal cancer detection or colorectal polyp classification. While demonstrating
promising results, these algorithms have only been evaluated
on images with high perceptual image quality. In a realclinical setting, however, a large number of video frames will
have insufficient quality for proper analysis, leading to a high
number of false positives. Therefore, prior to application
in clinical practice, an essential pre-processing step for the
detection of informative frames (i.e. suitable for analysis)
should be developed. While a number of successful attempts
have been presented [1, 2], the temporal domain is mostly
unexplored. In this work, we employ a Convolutional Neural
Network (CNN) to classify video frames and exploit the temporal domain by means of a Hidden Markov Model (HMM),
leading to a better and more robust classification.

Fig. 1: Informative (left) and uninformative frames (right).

Fig. 2: Qualitative results: CNN (dashed line) vs.
CNN+HMM (black line) vs. grount truth (background).
3. RESULTS
Table 1 shows the classification results on the test set. The
proposed approach using a HMM clearly improves the performance of the algorithm by exploiting the temporal domain.
Furthermore, the algorithm outperforms the best known stateof-the-art approach up to date. For quantitative evaluation,
Figure 2 shows resulting scores on a video sequence containing several sections with informative frames (green background) and non-informative frames (red background). The
dashed blue line indicates the output of the CNN and the
black line highlights the response after the HMM. This figure portrays how the HMM corrects several false negatives
by accounting for the temporal information.

2. METHODS
The data set used in this study consists of 22,163 frames from
86 endoscopic pullback videos. From the 86 videos, 25% are
reserved for testing (22 videos) and 75% are used for training
(64 videos). Figure 1 shows some examples of used frames.
A pre-trained architecture similar to ResNet with 18 layers is employed, adapted to be fully-convolutional. The algorithm was trained using ADAM and AMS-grad with a weight
decay of 10−5 . A cyclic cosine learning-rate scheduler was
used to control the learning rate, while applying batch-norm
and data augmentation for regularization. After classification
of individual frames, an HMM is employed to derive temporal
information of the training video sequences.
Model
Dongen et al.
CNN-only (Ours)
CNN-HMM (Ours)

Accuracy

Sensitivity

Specificity

F1

fps

0.85
0.94
0.94

0.86
0.76
0.86

0.84
0.98
0.96

0.85
0.85
0.91

3
260
261

4. CONCLUSION
In this work, have presented a method for informative frame
classification of endoscopic videos. In contrast to alternative
methods, we exploit the temporal domain by using a CNN
combined with a HMM, achieving an accuracy and F1 score
of 94% and 91%, respectively.
5. REFERENCES
[1] J. Oh et al., “Informative frame classification for endoscopy
video,” Med Imag Anal, vol. 11, no. 2, pp. 110–127, 2007.
[2] A.B.M. Islam et al., “Non-informative frame classification in
colonoscopy videos using cnns,” in Proc Int Conf Biomed Imag,
Sign Proc. ACM, 2018, pp. 53–60.

Table 1: Classification results and computation times.
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Abstract—To reduce the labour cost and operating time on
the field, there is an ongoing trend towards heavier and wider
machinery in agriculture. This, however, has a negative impact
on soil quality, structure and biodiversity, which result in overall
yield reduction. The use of multiple small scale autonomous
robots for field applications offers the potential to overcome these
problems, while further reducing the growing labour cost. This
article focuses on the development of a point-to-point navigation
system for a price-efficient robot, only using a Global Navigation
Satellite System Real-Time Kinematic (GNSS RTK) and an
Inertial Measurement Unit (IMU) as sensors. The implementation
of the algorithm will be done in Robot Operating System (ROS),
from which the core is running on a Raspberry Pi. A Fuzzy Logic
and Sliding Mode Control (SMC) algorithm have been evaluated
through simulation. The SMC-based control algorithm benefits
an easy implementation and depends on very little parameters.
The Fuzzy Logic algorithm is more complex to implement, but is
more intuitive for the programmer. Because of the good stability
and the limited set of implementation parameters the SMC-based
algorithm was selected and implemented on the robot platform.
Finally, this was tested under varying conditions (in the field).
Index Terms—Agricultural robot, Autonomous point-to-point
navigation, Sliding Mode Control (SMC), Fuzzy logic, Lyapunov
functions

I. I NTRODUCTION
Precision Agriculture aims to increase the efficiency of
agricultural production systems by implementing technology.
One recent example is the emergence of agricultural robots.
Robots are able to execute tasks precisely and accurately in an
autonomous way. While cultivation treatments are performed,
robots can simultaneously gather information on the soil, the
crop and the environment which can be used for decision
support. Where traditional agriculture focuses on field level,
precision agriculture looks at the needs of each individual plant
and takes into account the variability within the field (e.g.
soil condition). This results in a more efficient production
with less impact on the environment. Next to the precision
agricultural aspect, robotics could solve the problem of soil
compaction [1]. To reduce labour cost and operating time on
the field, there is an ongoing trend towards heavier and wider
machinery in the agriculture. This, however, has a negative
impact on soil quality, -structure and soil related processes,
which result in yield reduction and a negative impact on
biodiversity. The use of multiple small scale robots offers the

potential to overcome these problems, while further reducing
the growing labour cost.
Because of the reasons mentioned above, robotic systems
have started to make their entrance in agriculture. Autonomous
navigation is an essential attribute for these systems, but it
seems to be a difficult and often underestimated challenge. To
navigate a robot autonomously in a greenhouse, an orchard or
a field, different approaches can be taken. A first example
makes use of visual row detection where a camera and
image processing enables the robot drive between the crop
rows. This is a technique in development at the Flemish
Institute of agriculture and fishing research (ILVO) and Ghent
university [2]. Another example investigated at the university
of Wageningen uses Laser Imaging Detection And Ranging
(LIDAR) to navigate a robot in between the tree rows of an
orchard [3]. To make the introduction of robotics possible
at a large scale in the agriculture, it is crucial that accurate
navigation methods are developed without the need of plantor tree rows. An easy to access infrastructure to achieve this
is Global Navigation Satellite System (GNSS). An example
of a robot that realizes autonomous navigation with GNSS is
the Smart Weeding Robot from Ecorobotix. Similar projects
in the academic world describe that the minimum required
hardware for autonomous navigation is a GNSS and Internal
Measurement Unit (IMU) [4], [5]. These can detect the robot’s
position, the orientation and the linear and angular velocity of
the robot. This is briefly called the state or posture of the robot
and can be expressed as a matrix P = (X, vX , Y, vY , θ, ω)T .
To find an appropriate algorithm for autonomous point-topoint navigation on a agricultural field, in this work, two
algorithms will be extensively investigated, simulated and evaluated on their stability. Autonomous control algorithms implement mathematical methods, such as Proportional Integrated
Differential (PID) - tuning or Lyapunov functions, to detect if
the system evolves towards its equilibrium. Both mathematical
mechanisms define certain stability criteria which are able
to detect whether the system is in a stable state or not.
The first algorithm, simulated and evaluated in this paper,
uses Lyapunov functions to check the stability of the system.
Sliding Mode Control (SMC) [6] pushes the robot in the stable
state and makes sure that the asymptotic stability theorem of
Lyapunov is met. The second algorithm uses the PID theorem
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Fig. 1. Coordinate-system robot using SMC

as mathematical method to check the stability of the system.
Fuzzy logic [7] is used to alter the PID-parameters depending
on the current state of the robot. It is not possible to use a
fixed set of PID-parameters because of the non-linearity of the
system [8].
The next section will showcase our preliminary study on
SMC and Fuzzy PID-based navigation algorithms. These have
been implemented and simulated in Simulink (The Mathworks
Inc). Based on these simulations, an appropriate algorithm is
selected to be implemented on the robot test platform. This
implementation will be discussed in Section III. The software
is implemented on Robot Operating System (ROS) and will
run on a Raspberry Pi (RPi). Next to the RPi, the robot
platform contains a Global Navigation Satellite System RealTime Kinematic (GNSS RTK), an Inertial Measurement Unit
(IMU) and four brushless DC-motors each driven by its motor
driver. The GPIO’s1 of the RPi together with a Digital-toAnalog Converter (DAC) are used to control the motor drivers.
In addition to the control algorithms, Kalman filtering will be
used to increase the update frequency. The results of the robot
platform field-test will be discussed in Section IV. The final
section will state our conclusions and plans for future work.
II. P RELIMINARY STUDY
A. Sliding Mode Control (SMC)
SMC as trajectory tracking control algorithm has a fast
response and can handle uncertainties from the system itself
due to disturbances on the sensor data. SMC is a not linear
control strategy where, in this case, a switching function is
composed starting from a stable Lyapunov function. Only
when the switching function converges to zero, the system
is in sliding mode and is Lyapunov stable.
Based on Figure 1, the error matrix pe of the robot can be
defined as:
1 General

Purpose Input/Output

(1)

To create the sliding mode controller two steps have to be
made.
1) The correct switching function s(t) has to be found. In
this situation the sliding mode surface has to contain two
switching functions s1 (t) and s2 (t) in order to receive
two control laws, one for the linear speed v and one for
the angular speed ω.
2) In a next step the control laws have to be constructed in
a way that the system achieves sliding mode and remains
in it (s1 (t) = 0 and s2 (t) = 0).
The process of finding the switching surface can be simplified by choosing the first switching function xe = 0, as pointed
out by [9]. The second switching function is constructed
using Lyapunov functions. A Lyapunov candidate function
V (X) = V (xe , ye ) = a · x2e + b · ye2 is chosen. Because
the first switching function xe = 0, this can be reduced to
V (ye ) = 21 ·ye2 choosing b = 12 . Derivation to t and substitution
of (2) yields:
V˙y = ye y˙e = ye (−xe ω + vr sin(θe ))
= −xe ye ω − vr ye sin(θe )

(3)

In [10] it is proven that the third condition for a Lyapunov function ( dV
dt ≤ 0 ∀ X ∈ U ) is fulfilled if θe =
−arctan(vr ye ). In his orignal work [11], Lyapunov stated
that if in a neighborhood U of the zero solution X = 0 of an
autonomous system there is a Lyapunov function V (X) with
a negative definite derivative dV
dt < 0 for all X ∈ U \{0}, then
the equilibrium point X = 0 of the system is asymptotically
stable. Considering this theorem, the system is Lyapunov
stable and in the equilibrium Vy ≡ 0 ⇒ xe = 0, ye = 0 and
θe = −arctan(vr ye ) = 0. This equilibrium will be achieved
if xe → 0 and θe → −arctan(vr ye ). The switching surface
can be written as:
  

s1
xe
s=
=
(4)
s2
θe + arctan(vr ye )
Whereas the switching surface is constructed, the appropriate
control laws can be searched. According to the position of the
system on the switching surface, the functions f1 or f2 will be
executed. f1 and f2 are determined by the switching function
ṡ = ds
dt . Consider ṡ = −k ·sat(s), where sat(s) is a saturation
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function. Then this will have to match with the derivation of
the switching mode functions described in equation 4.
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−k1 · sat(s1 )
=
= ˙
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Equation 5 describes the control laws only having two
parameters k1 and k2 . Implementation of these control laws in
a Simulink model gives rise to an error as shown in figure 3b
when the system travels along a trajectory shown in figure 3a.
Given the simulation results, the SMC algorithm can be
considered as stable. Also when artificial noise is added in
the Simulink scheme the error remains low, which proves the
robustness of this algorithm [12].
In the above simulation the required angular speed ωr is
proportional to θe using a third parameter k3 . In this way the
responsivity of the system is increased even more reducing the
overall error.
B. Fuzzy PID
A second algorithm that has intensively been researched is
one based on Fuzzy logic. Where most of all binary values are
considered (true or false, 1 or 0), Fuzzy logic uses Membership
Functions (MF) [13] in an interval [0, 1]. Here a fuzzy logic
network is developed where the fuzzy sets depends on θe
and de , as defined in figure 2. The linear velocity v and the
variation on the PID - parameters to determine the angular
velocity ω are calculated using input set MFs for θe and de .
Triangular type-1 Fuzzy set MFs are used, these should satisfy
the real-time requirements [14]. Centroid deffuzication is used
to determine the outcome. The fuzzy rules are composed using
logic reasoning. For example when θe ≈ 0 and de is not, the
robot is driving with an offset error along its path and it is
appropriate to enlarge the Ki parameter. For the linear velocity
v, the robot should slow down when θe is large. The lower
the speed, the lower the eventual error in respect to the ideal
trajectory.
In simulation the stability of the algorithm is proven. The
error with respect to the desired trajectory (figure 3b) is smaller
compared to a same constellation using PID-tuning for the
angular velocity and a constant speed for the linear velocity
as control laws [12]. In comparison to the SMC algorithm,
the fuzzy algorithm is less responsive. Another significant
disadvantage is the amount of parameters that has to be
controlled. The input MFs for θe and de , the output MFs for
v, dKp , dKi , dKd and the fuzzy rules has to be carefully
chosen. This makes the implementation of this algorithm on
a robot platform very inefficient.

Robot track
Trajectory
𝑂

𝑋
Fig. 2. Definition θe and de in Fuzzy logic algorithm

variances by an averaging of the measurements. The Kalman
estimation is done on a timestamp t = k · Ts , for simplicity
we write t = k.
On timestamp t = k
T
• The robot state xk = (Xk , vX,k , Yk , vY,k , θk , ω)
• The observation zk = (XGN SS,k , vX,GN SS,k ,
YGN SS,k , vY,GN SS,k , θIM U,k , ωIM U,k )T
T
• The action uk = (vk,action , ωk,action )
Instead of doing xk = zk on timestamp t = k a Kalman estimation is made. A Kalman model is used to calculate the next
state, consequently a gain Kk is calculated which determines
the weights of the calculated state and the measurements.
The kalman model used in this study is given in equations
(6) to (9).

C. Kalman filtering
To increase the update frequency of the navigation algorithm
Kalman filtering is used. Moreover, the filter eliminates large
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(6)

xk = Fk xk−1 + Bk uk + wk
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Fig. 3. SMC and Fuzzy PID navigation simulations – starting position P = (0, 0, − π4 )T

This model gives rise to good simulation results (Fig. 4).
The first graph shows the observed values along given trajectory (for the X-coordinate). Due to observation noise, the
measurements vary around the ideal trajectory. The second
graph plots the observation noise and the error on the Xcoordinate after Kalman estimation between samples 400 and
600.
The superposed observation noise in simulation is Gaussian
and is added to the X, Y , vX , vY , θ and ω value. When
the variance on these observation noise gets too small, the
error on the Kalman estimation will overrule the observation
noise. By then the raw sensor data are more accurate than
the Kalman estimation, consequently Kalman filtering is not
useful anymore.
III. I MPLEMENTATION
Based on the simulations, the SMC is stable and in comparison to the Fuzzy PID algorithm the amount of tunable parameters is rather small. Moreover, the total error remains smaller
than the error of the Fuzzy PID algorithm (Fig. 3b). Hence, an
SMC-based algorithm is chosen for this implementation. This
algorithm is be combined with Kalman filtering in order to
increase the update rate and to smoothen inaccurate measurements. The software implementation is done in ROS,2 a robot
software development platform in which the programmer is
able to abstract hardware- and software functions into nodes.
ROS makes communication between these nodes possible.
This increases the modularity of a robot program. Also, the
nodes can be tested individually.
A. Hardware
An illustration of the robot can be seen in figure 5. As
mentioned in the introduction, the four wheels are driven by
2 ROS

website: http://www.ros.org/

brushless DC motors (type EC-max 40 serie from Maxon motor) each driven by its motor driver (type 4-Q-EC EC DECV
50/5 305259 from Maxon motor). The GNSS RTK is centrally
taped on the robot. Considering the speed measurements done
with it, the orientation is important. The antenna of the Emlid
Reach is mounted on the electricity box at the upper left
side of the robot. This electricity box contains the Raspberry
Pi and an LTC1661 DAC. The Razor 9-Degrees of Freedom
(DoF) IMU from Sparkfun is mounted at a certain level above
the platform to reduce iron interference after calibration. The
48 V battery is mounted under the platform. The Raspberry
Pi is powered with a power bank that can be found at the
upper right corner of the robot platform. On the power bank a
device, to connect with the 4G network, is mounted. From this
device the GNSS RTK receives its Flemish Positioning Service
(FLEPOS) - corrections. This hotspot can also be used to ssh
on the Raspberry Pi for debugging purposes.
B. Software
An overview3 of the ROS nodes and topics is given in Fig. 6.
The two services, Angle.srv from the odometry source to the
imu driver and GetPoint.srv from the odometry source to the
point creator are indicated with dotted arrows.
The reach rs driver [15] publishes sensor msgs/NavSatFix
on the ∼fix topic and sensor msgs/TwistStamped on the
∼vel topic. These messages are composed using the National
Marine Electronics Association (NMEA) sentences from the
GNSS. The 3D location and its covariance matrix are extracted
from the Global Positioning System Fix Data (GPGGA)
sentence and added in a sensor msgs/NavSatFix. The Global
positioning Recommended minimum specific GPS/Transit data
(GPRMC) sentence is used to get information about the speed
to compose a sensor msgs/TwistStamped.
3 ROS catkin ws and Simulink simulation files can be found on
https://github.com/axelwillekens/Point-to-Point-Navigation.git

129

4
3.5

X [m]

3
2.5
2
1.5
1
0.5

Ideal value
Observed value
0

100

200

300

400

500

600

700

800

900

1000

# samples

0.2

error X [m]

0.1

0

-0.1
Observation noise
Error kalman estimation

-0.2
400

420

440

460

480

500

520

540

560

580

600

# samples

Fig. 4. Kalman filter response for the X-coordinate

the odometry source publishes geometry msgs/Twist which
contains the linear and angular speed action the robot should
take. These values are mapped to vl and vr , respectively
the
 
speed of the left and the speed af the right wheels m
.
Using
s
figure 7 the following equations for vl and vr can be found:
2 · vx
vx
vl = R+a
with R =
ωz
R−a + 1
2 · vx
vx
vr = R−a
with R =
ωz
R+a + 1
where ωz

> 0 and ωz  < 0

The values for vl and vr have to be mapped to a Digitalto-Analog Converter (DAC) value. The DAC used in this
project is the LTC1661.
  With a tachometer the relationship
between the speed m
s and the DAC value [/] can be found.
With Logger Pro, the following linear fit is calculated:

Fig. 5. Robot platform hardware

The imu node [16] is necessary to connect to the 9DoF
Razor IMU M0 on the Sparkfun breakout board. On the
topic ∼imu, a sensor msgs/Imu is published which contains a
quaternion (to indicate the orientation of the robot), the angular
and the linear velocity. To ensure a good operation of the IMU,
a callibration has to be done. The imu driver supports the ROS
service Angle.srv. In this method, the quaternion is mapped to
euler angles, which is necessary because the yaw is used in the
algorithm. To get the yaw, the consequent formula is used [17]:
θ = arctan2(2(q0 q3 + q1 q2 ), 1 − 2(q22 + q32 ))
The drive controller listens to the cmd vel topic on which

DAC value = 421.3 · v − 71.43

These DAC values are published on the steering topic.
The motor driver listens to this topic and put these values
on the GPIOs of the RPi using a wiringPi and LTC1661
library [18][19].
The node point creator updates the points on which the
robot drives (trajectory points). To calculate the next point,
the current position and orientation are passed as parameters
for the GetPoint.srv. xe , ye and θe are then returned to the
odometry source.
The odometry source implements the control laws from
the SMC algorithm (equation 5). Using Kalman filtering the
update frequency can be increased form 10 Hz to 20 Hz.
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Fig. 6. Rosnodes (ovals) and rostopics (rectangles, solid arrows)
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Two different approaches are used to evaluate the robot
implementation of the SMC algorithm on the field. For a linear
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and the track. For non-linear tracks the error is also defined as
the shortest distance between a measured point and the track.
Here the error is found in an iterative way.
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IV. R ESULTS AND DISCUSSION
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The error of the implementation of the SMC algorithm
depends on the following parameters:
• k1 and k2 : the parameters in the SMC control laws.
• dtraject : the distance between the trajectory points (the
points where the robot drives to).
• dswitch : the moment the robot is dswitch [m] removed
from a point, the trajectory point is updated.
• update frequency: can be increased using Kalman filtering.
• required linear speed vr and angular speed ωr . ωr varies
proportionally with θe using k3 .
The result of a linear trajectory for a certain parameter set
is given in Fig. 8. The best founded parameter set gives rise
to an absolute error of ≈ 20 cm.

(b) Error with respect to ideal trajectory [m]
Fig. 8. Accuracy test – linear trajectory

To evaluate the response time of the system, non-linear
trajectories are followed. To achieve a good responsivity, a
different parameter set has to be chosen. At a non-linear
trajectory the error remains lower than 50 cm. These results
can be seen in Fig. 9 and Fig. 10.
Figures 9 and 10 suggests that the algorithm is responsive
enough to handle unexpected conditions in the field. Yet not
responsive enough to handle sharp 90◦ corners. To turn on the
headland a different approach will have to be investigated.
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Fig. 9. Responsivity test – trajectory 1

(b) Error with respect to ideal trajectory [m]
Fig. 10. Responsivity test – trajectory 2

V. C ONCLUSION
In this study different algorithms for autonomous point-topoint navigation have been evaluated relying only on a GNSS
and an IMU. The SMC trajectory algorithm and the fuzzy PID
trajectory algorithm are simulated in Simulink. Although both
algorithms seemed to be stable the SMC algorithm yielded
the smallest error. Furthermore, the limited amount of tunable
parameters is very interesting for implementation.
For a well-chosen parameter set an in-the-field4 accuracy
of 20 cm is achieved on linear trajectories. This is accurate
enough to navigate between crop rows which are planted
with 50 to 75 cm in between. However, a higher accuracy is
desirable for some cultivation operations, e.g., weeding (in
the row). For these operations a sensor fusion will be needed,
combining GNSS, IMU and visual images for more precise
navigation.
For non-linear tracks a higher responsivity is configured
at the expense of the accuracy, but still the maximum error
remains under 50 cm. The responsivity is not large enough
4 This

to conquer 90◦ corners. A different approach to turn on the
headland has to be investigated.
We can conclude that a maximum absolute error of 20 cm
is accurate enough to navigate between crop rows, which has
mostly an interrow distance of 50 to 75 cm, though a higher
accuracy is desirable.
The SMC algorithm can be used to follow linear trajectories
on the field. Turning on the headland requires the development
of another navigation algorithm. Further research can check
if other Lyapunov functions result in increased accuracy.
Accuracy may also be gained from improving on the kinematic
model.
In addition to increasing the accuracy, attention should be
given to integrating robotics in precision agriculture, e.g., how
to collect information about soil and crops to optimize yield.
Mainly the financial impact needs to be considered, i.e., will
the increased yields compensate the cost of utilizing robotics?
That is why the development of low-cost navigation systems
deserves attention.

can be taken literally.
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Abstract—Passive radars opportunistically capture communications signals to detect and track targets in the environment.
Since Wi-Fi signals are widely available today and have a limited
coverage, interestingly they can be used by passive radars in local
areas. Until now, passive radars based on Wi-Fi signals have only
been designed for 11a/b/n signals, which makes the radar range
accuracy insufficient for object detection because of the limited
signal bandwidth (20-40 MHz). This paper investigates the use of
the recent 11ac signals of much wider bandwidth (80-160 MHz)
to significantly improve the range accuracy. The radar works
by observing the 11ac preamble transmitted at the beginning of
each data burst by the Wi-Fi access point and applies either
a two-dimensional cross-correlation or a frequency/time domain
channel estimation to build range/Doppler maps of the radar
scene. It is shown by simulations that radar processing based on
time-domain channel estimation is the only viable solution due
to the frequency guard bands introduced in the signal that cause
significant sidelobes in the range/Doppler map. Experimental
results held in our research lab confirm that the radar is capable
of separating objects of small size in an indoor environment (a
fan and an electric train in our experiments).
Index Terms—Passive Radar, OFDM radar processing, Wi-Fi,
802.11ac, indoor object detection

I. I NTRODUCTION
In order to detect and track objects, active radars are being
used since World War I. To do so, radars provide rangeDoppler maps (RDM), where each echo is associated with a
distance and speed. To be precise and reliable, the active radars
require well-designed signals along with high emission power
to cover long distances. Thanks to the advances in electronics,
the active radars have become more efficient in terms of power
consumption and accuracy.
On the other hand, passive radars (PR) are devices that use
the signals transmitted by non-cooperative sources as signals
of opportunity, in order to build RDMs. Thereby they do not
emit any additional signal. This is an excellent opportunity
for detecting/tracking targets, along with estimating channel
parameters for communication purposes. Moreover, it is well-

known that the radar accuracy largely depends on three factors: the ambiguity function of the signals which determines
their suitability for radar processing; the bandwidth, which
determines the range resolution; the integration time, which
determines the speed resolution. One of the main challenges
in PR is the requirement to have a perfectly reconstructed
reference signal in order to apply radar processing techniques.
To do so, a separate reference channel is usually implemented
[1], which increases the cost and complexity of the system.
Wi-Fi, based on the IEEE 802.11 standard, is the most popular WLAN technology. 802.11n/ac standards use Orthogonal
Frequency Division Multiplexing (OFDM) modulation due to
its ability to efficiently deal with time dispersive channels.
From a PR point of view, Wi-Fi is an excellent opportunity
for various reasons. First, it is widely available today. Second,
the ambiguity function analysis of OFDM, studied in [2],
provides enough accuracy for target detection. Third, since the
bandwidth also determines the accuracy of range estimation, it
is appropriate to consider newer versions of this standard. With
bandwidths equal to 20 and 40 MHz for 802.11n, the range
resolution is limited to 7.5-3.75 meters, as studied in [3]. The
802.11ac amendment [4], builds on 802.11n to further improve
the delivered throughput, by allowing higher bandwidths (80160MHz). This evolution may also significantly improve the
PR range accuracy up to 1.875m and 0.9375m range resolutions, respectively. Finally, in 802.11 standards, channel
parameters are estimated with the known OFDM symbols
in the preamble. Therefore the requirement for a perfectly
reconstructed reference signal can be solved by only using the
preambles of OFDM frames, and not the random data part.
The literature proposes mainly two methods for OFDM radar
processing: Computation of two dimensional cross-correlation
functions (2D-CCF) proposed in [1], which involves high computational complexity; frequency domain channel estimation
proposed in [5] for active radars, under the assumption that
the OFDM subcarriers are fully loaded. However, such an
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assumption is not realistic for Wi-Fi based PR, since there
are empty subcarriers on DC and Guard Bands (GB).
The contribution of this paper is threefold:
• We demonstrate that the emerging 11ac/ax signals offer
new opportunities in terms of PR processing. Namely
objects or persons can be discriminated based on their
range thanks to the increased bandwidth.
• We adapt the radar processing to take the specificities of
the 11ac preambles into account. A new method based
on the time-domain channel estimation inspired from the
communication domain is shown to well circumvent the
problems coming from the GB inserted into the signal in
frequency domain.
• We experimentally assess the radar in an indoor scenario
and demonstrate its capability to separate real objects.
This paper is structured as follows: in Section II, the
802.11n/ac signals are introduced along with the packet structure. In Section III, the OFDM signal model is introduced and
the three radar processing techniques are briefly discussed. In
Section IV, the experimental setup is introduced and different
radar processing techniques are assessed, by using 802.11n/ac
preambles as signal of opportunity. Finally, in Section V, the
conclusion is drawn.
Single and double underlines represent vectors and matrices
(v, M ); forward and inverse Fourier matrices are denoted with
F and F H ; the frequency domain vectors are represented with
a tilde (s̃).
II. 802.11 N / AC S IGNALS
Each amendment of the 802.11 standard, aims to improve
the throughput and reliability of the communication for both
indoor and outdoor scenarios. To achieve the desired improvements, the parameters are adapted and new technologies are
introduced in the communication chain. Table I shows some
of these parameters for 11n and 11ac. From a PR perspective,
the effect of these parameters can be summarized as follows:
• Increasing the bandwidth allows for a better range resolution to discriminate target echoes.
• Empty subcarriers on GB and DC are also increased with
respect to bandwidth.
• For data-aided PR processing, the reference signal reconstruction is mandatory. However, due to higher modulation orders the reference signal may not be perfectly
reconstructed.
The OFDM frame of 802.11ac is shown in Figure 1. It
consists of three main blocks: The legacy for backwards
compatibility, the Very-High-Throughput (VHT) for the 11ac
technology, and the data. For channel estimation, only LegacyLong Training Field (L-LTF) and VHT-LTF are used.

Fig. 1: Wi-Fi packet structure. For a detailed explanation of the
standard, refer to [4],[6]

Parameter
Bandwidth [MHz]
Number of Subcarriers
Guard Bands [Left, Right]
Empty at DC
Max. Modulation Order [QAM]
Carrier Frequency [GHz]

802.11n/ac
20
40
64
128
{4,5}
{6,5}
1
3
64
2.45-5

802.11ac
80
160
256
512
{6,5}
{6,5}
3
11
256
5

TABLE I: 802.11ac includes all the parameters from 802.11n for
legacy service. For 160 MHz bandwidth, there are additional null
carriers besides the ones at DC and GB. When subcarrier indices are
denoted with -256 to 255, the empty subcarrier indices are -256 to
-251, -129 to -127, -5 to 5, 127 to 129, 251 to 255.

III. OFDM R ADAR P ROCESSING
The OFDM signals in complex baseband can be defined as,
s = F H s̃

(1)

H

where F is size of Q and Q is the number of subcarriers.
The vector s̃ contains the complex frequency domain symbols,
which are mapped on subcarriers. Since there is GB inserted
into OFDM signals, depending on the bandwidth and the
standard, some of the elements on the two sides of s̃ will
be zero. Moreover, the channel model can be defined as,
P
X
h(τ ) =
αp exp(jφ)δ(τ − τp )
(2)
p=1

where P is the total number of multi-path components (MPC);
αp and τp are the complex amplitude and propagation delay of
each MPC, respectively; φ is the random phase due to reflections. The received signal is the convolution of the transmitted
signal with the channel impulse response. Therefore, the
convolution can be mathematically written by multiplication
with a channel matrix H which is circulant thanks to the
addition and removal of a cyclic prefix (CP),
r=Hs

(3)

Since H is circulant, it can be decomposed as follows,
H = F H Λh̃ F

(4)

where the diagonal elements of Λh̃ are the frequency domain
channel coefficients, i.e. the inverse Fourier Transform (IFT)
of (2) after sampling. Therefore, by replacing the transmitted
signal and the channel matrix with their equivalents, the
received signal can be written in time domain as,
r = F H Λh̃ s̃

(5)

or equivalently in the frequency domain,
r̃ = Λh̃ s̃ = Λs̃ h̃

(6)

where Λs̃ is a diagonal matrix, defined by s̃. Both (5) and (6)
show that the transmitted complex symbols are affected by
the channel coefficients. From a communication perspective,
estimating the parameters of (2) for known preambles at
the receiver, allows to equalize the distortions on the data.
However, from a radar perspective, MPCs can be seen as the
target returns. Their distances are linked to the propagation
delay with two-way propagation, τ = 2R/c, where R and c
are the target distance and speed of light, respectively.
In the following subsections, we briefly introduce the pro-
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cessing stages to obtain a RDM: Sections III-A/B/C introduce
range estimation alternatives, while Section III-D introduces
the Doppler estimation.
A. 2D Cross Correlation
Range and Doppler estimations can be handled with two
dimensional cross correlations. By applying a two dimensional
matched filter on the received signal with time-delayed and
Doppler-shifted copies of the transmitted signal, the propagation delay and the Doppler frequency can be estimated. Since
this computation has high complexity, methods are proposed in
order to reduce the complexity. For the processing of 2D-CCF
and proposed methods to reduce its complexity, the reader
is referred to [1]. It should be noted that the matched filter
response of the signal plays an important role for the radar
accuracy, especially when there are the sidelobes appearing
due to the poor auto-correlation properties of the signal.
B. Frequency-Domain Channel Estimation
Assuming that the transmitted sequence is known at the
receiver, the channel coefficients can be estimated with
frequency-domain least squares estimation (FDLSE), i.e. performing a Fourier Transform (FT) on the received signal and
dividing element-wise by the transmitted frequency domain
symbols,
ˆ
r̃
(7)
h̃ = Λ−1
s̃
ˆ
where h̃ is the estimated frequency domain channel coefficients. In case of PR, computing the IFT of (7) yields to
the estimate of the channel impulse response which can be
considered as a range profile. If 802.11 compliant signals are
ˆ
considered, there will be zero elements in h̃ due to the presence
of null carriers at GB and DC. When IFT is computed, null
carriers will act like a rectangular window in the frequency
domain, which yield a sinc function in the time domain. This
effect may degrade the radar accuracy.

D. Doppler Processing
In any radar system, multiple successive signals, separated
with a constant time interval, are measured for range estimations. By observing the same range bin over multiple range
profiles, we can find the Doppler frequency since moving targets affect the phase of each range bin. Therefore, computing
an FFT for each tap yields to Doppler estimations. For more
information, the reader is referred to [8].
IV. E XPERIMENTAL S ETUP & R ESULTS
To experimentally assess the PR and compare the different radar processing approaches, two separate USRPs with
UBX160 daughterboards are used to implement the Wi-Fi
transmitter and the PR [9]. The USRPs are synchronized in frequency and time by sharing the same clock. Transmit/receive
antenna gains are 0 dBi, and additional 20 dB amplifiers
are added at both sides of the link to increase the power
of the received signal. The USRPs are physically co-located.
Therefore the range is calculated with two-way propagation.
For TDMLE, channel length, L, is chosen to be the length
of the CP.Two types of signals are considered. First, fullyloaded OFDM signals of bandwidths equal to 40 and 160
MHz are transmitted. Second, 802.11n/ac compliant signals
are transmitted. The compliant OFDM packet consists of 4
VHT-LTF and 30 data symbols. In total, 128 packets are
transmitted per measurement.
In Table II, we provide the characteristics of the two targets.
Each distance is measured precisely with laser-meters. The
speeds are measured with a Doppler radar. Finally, to measure the Radar-Cross-Section (RCS) of each target, separate
experiments are conducted. The radar equation is applied on
those measurements to obtain an estimate of the RCS values
[8]. The mean power of the noise is normalized to 0dB. In the
RDM plots, a Blackman window is applied on the Doppler
dimension, in order to suppress the sidelobes. For 2D-CCF,
the Doppler estimation is integrated within the processing. For
the latter two techniques, the FFT-based method is used.
Target
Metallic Fan
Toy-Train

C. Time-Domain Channel Estimation
The received signal can also be written as,
(8)

r = S ĥ

where ĥ is the channel coefficients in the time-domain, and S
is a Toeplitz matrix (defined by s) of size [Q, L], where L is
the channel length. Notice that (3) and (8) are identical, since
convolution can be written with Toeplitz matrices as well.
Therefore, the channel coeffecients can be estimated with a
time-domain maximum likelihood estimator (TDMLE),
ĥ = (S H S)−1 S H r

(9)

Here, to have a unique channel estimation, S S must be
nonsingular. This can be achieved by L ≤ Q, i.e. the number
of samples in a transmitted signal should be longer than the
length of the channel. For more information on frequency
and time domain channel estimation techniques, the reader
is referred to [7].
H

Distance
1 meter
3 meters

Speed
2.4m/s
0.75m/s

RCS
0.8dBsm
2.1dBsm

TABLE II: All values are separately measured for each target. An
additional metallic surface is mounted on the train, in order to
increase its RCS.

In Figure 2, we provide the two RDMs obtained with fullyloaded OFDM signals. Since all subcarriers are loaded, no
additional distortions due to band filtering are expected. For
both RDM, we observe a strong and wide peak along range
profile, centered at 0 m/s. This effect is known as clutter, and
since the experiment takes place in an indoor environment, the
clutter echo is strong and it extends to 10 meters. Beyond 10
meters, the MPCs of clutter have lower energy, therefore they
are hidden under the noise floor. In case of 40 MHz bandwidth,
we observe three different speeds. Since the movement of the
fan has two directions due to its rotation from its center (one
approaching, one going away), the same speed appears at two
different signs. The third peak at 1 meter range bin corresponds

136

a rectangular window in the frequency domain. Since the
IFT of a rectangular window yields to a sinc function, such
sidelobes appear over the range profile. For TDMLE, the
channel estimation is computed in the time domain, and it
does not show any additional distortions. In fact, the RDM
with TDMLE provides the same result as fully-loaded noncompliant signals. However, there are challenges to implement
this technique. First of all, if the transmitted symbols in (9) are
not binary, the square matrix must be non-singular in order to
compute its inverse. Second, the maximum range is limited by
the value of L. However, in terms of range-Doppler distortions,
the TDMLE outperforms both 2D-CCF and FDLSE.

Fig. 2: Measurements with 40 and 160MHz, fully-loaded OFDM
signals. Range resolutions are 3.5 and 0.9375 meters, respectively.
FDLSE is used for range profile processing. Black, grey and white
arrows identify the fan, train and tip of the fan, respectively.

to a reflection from the tip of the fan, which has a higher speed
but a lower reflection surface. The train, on the other hand,
is not well separated over the range dimension. In case of
160 MHz bandwidth, the train is also clearly observed which
shows the interest of using higher bandwidths.

Fig. 4: Experimental results with 802.11ac compliant 160 MHz VHTLTF signals. Vres = 0.62m/s

Fig. 3: Numerical results for 160MHz with higher RCS and transmit
power. Vres = 0.62m/s.

Figure 3 compares the three radar processing methods when
the actual 11ac preamble is considered. The analysis is first
made by simulations in order to reduce the noise and get
rid of the clutter. Thanks to the better range resolution, all
targets are well separated over the range dimension. With 2DCCF, we observe additional sidelobes aligned with target peaks
through range dimension. The sidelobes are coming from the
limited auto-correlation properties of the OFDM waveform.
They may be detected as additional targets, and cause a high
performance degradation. For FDLSE, we also observe similar
but weaker sidelobes. The origin of these sidelobes is due
to the GB inserted into OFDM signals. In order to estimate
the channel impulse response, i.e. range profile, the IFT of
the estimated channel transfer function is computed. In this
computation, the effect of empty subcarriers can be seen as

Figure 4 shows the experimental comparison for the radar
processing methods, where 802.11ac compliant signals are
transmitted. As expected, the clutter appears with similar characteristics at 0m/s. Depending on the processing technique, we
also see additional sidelobes along the clutter. However, such
sidelobes are not visible for moving targets. This is because,
the RCS values of the targets are small enough, such that
their sidelobes are below the noise floor. In a scenario where
detection/tracking is considered for persons or small objects,
such RCS values are realistic. With objects such as cars, the
RCS values will be much higher. In such a scenario, the
sidelobes will not only cause false detections, but they will
also hide real targets.
V. C ONCLUSION
It is experimentally shown that passive radars based on
802.11ac signals provide enough accuracy to detect objects in
an indoor environment. The passive radar works by capturing
the preamble transmitted by the Wi-Fi base station at the
beginning of each data burst, which allows us to remove the
reference channel. Three different radar processing methods
have been compared. While radar processing options based on
two-dimensional cross-correlation or frequency-domain channel estimation are shown to have a poor performance due to
range sidelobes, using time-domain channel estimation delivers high-accuracy range profiles. Our experiments consisted of
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detecting a fan and an electric train located a few meters away
from the radar, in a 20m2 room.
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Abstract—We aim to simplify the worst-case horizontal attack
on scalar multiplication published at CHES 2017 [1] by making
use of deep learning techniques, and to automate the critical
steps of this previous work, namely the information identification, information extraction and information combination
steps. For this purpose, we gradually increase the number of
automated steps, targeting a very challenging assembly-level
regular Montgomery ladder scalar multiplication implementation
on a BeagleBone Black (BBB) Board running at 1 GHz. Our
results demonstrate that the latter two steps can be simplified
using deep learning techniques and lead to similar results as
previous work. By contrast, the first step still requires some
additional engineering. By showing that points of interest (POIs)
selection can play an important (sometimes necessary) role
for attacking asymmetric cryptography algorithms using deep
learning techniques, we bring a more contrasted view on the
advantage and limitations of such techniques. To the best of our
knowledge, this is the first public report of deep learning based
attack on ECC implementations. Besides, we propose the use of
Fully Convolutional Networks as an alternative (deep) learning
tool for side-channel analysis.
Index Terms—ECC, Scalar Multiplication, Deep learning, Sidechannel attack, Fully Convolutional Networks

I. I NTRODUCTION
Scalar multiplication is the cornerstone of Elliptic Curve
Cryptography (ECC), thus its implementation security is critical for concrete deployment. As surveyed in a recent work
by Poussier et al. [1], in the past decades, two categories of
attacks targeting the scalar multiplication have been presented
in the literature: Divide and Conquer (DC) ones and Extend
and Prune (EP) ones. The DC approach is trying to recover the
scalar bits independently, so each scalar bit is associated with
a probability of score. The EP approach is trying to recursively
recover the scalar bits, so that the attacker has to recover all
the i − 1 first bits to recover the i-th bit.
In this work, we are concerned with a very powerful type of
EP attacks, denoted as Horizontal Differential Power Attack
(HDPA) [2], [3]. As discussed in [1], these attacks are in
the same time very interesting for security evaluations (since
they are able to extract a lot of information from leakage
traces) and cumbersome to mount. In order to systematize their

analysis, the authors proposed a principled approach based on
three steps – information identification, information extraction
and information combination. Concretely, they performed the
information identification with a correlation attack, and the
next two steps with linear regression [4], which implies
significant engineering efforts (in terms of time complexity,
amount of data to collect and memory complexity). It also
requires a good knowledge of the implementation and sidechannel analysis techniques.
On the other hand, in the last few years, the development
of machine learning/deep learning in the side-channel context [5]–[18] is booming as a powerful alternative to conventional profiling techniques. In this work, we are motivated to
use deep learning techniques to simplify the complicated steps
of the previous work [1]. For this purpose, we investigate the
challenging case of a regular Montgomery ladder scalar multiplication implementation based on a BeagleBone Black (BBB)
Board running at 1 GHz. We show that a good part of the
single-trace attack by Poussier et al. can be automated, which
is relevant to security evaluation labs since it provides them
with an easier way to conduct worst-case security evaluations
of ECC cryptosystems. Yet, our results also show that some
alignment and preprocessing (i.e., information identification)
remains necessary for the deep leaning attacks to succeed
against such challenging targets. This conclusion is similar to
the RSA case studied in a recent CHES’19 paper [6] by Carbone et al. using the signal-to-noise ratio (SNR) for points of
interest (POIs) selection. Generally speaking, for asymmetric
cryptography implementations, the number of sample points
of target operations is normally pretty large, so POI selection
is very important for the deep learning attack performance.
To the best of our knowledge, this is the first public report of
deep learning based attack on ECC implementations.
The rest of the paper is organized as followed. Section II
introduces the necessary background on ECC scalar multiplication and the Fully Convolutional Networks (FCN) that we
used. Section III shows the target implementation, the required
preprocessing of the EM traces and deep learning experimental

139

results. Finally, we conclude and offer some directions for
future research in Section IV. For the completeness and understating of our work, we still describe the target implementation
details which are similar to [1].
II. BACKGROUND
A. Notations
We use the same notations as in previous work [1]. In this
work, capital letters and small caps are respectively used to
denote random variables and their realizations. Functions (e.g.
F) are denoted with sans serif font and calligraphic fonts for
sets (e.g. A). We use small bold caps for vectors (e.g. v).
B. ECC Scalar Multiplication
We denote a finite field with a characteristic bigger than 3 as
Fp . The set of points (x, y) ∈ F2p (so-called affine coordinates)
that satisfy the Weierstrass equation y 2 = x3 + ax + b,
(a, b) ∈ F2p with discriminant ∆ = −16(4a3 + 27b2 ) 6= 0
is defined as E(Fp ). A point at infinity O together with
E(Fp ) build an Abelian additive group. We denote [k]P as
scalar multiplication, a k-times repeated point additions over
E(Fp ), in which, k ∈ N is called a scalar and P is a curve
point. k ∈ [1, #P−1] and #P corresponds to the order of the
subgroup generated by the point P .
For most of ECC cryptosystems, the scalar k is sensitive
data because it is either directly used as a private key (e.g.
ECDH key exchange) or used as an ephemeral key (e.g.
ECDSA) related to the private key. Because of its regularity,
Montgomery ladder scalar multiplication [19] as described in
Algorithm 1 is representative of state-of-the-art implementations secure against SPA-like single trace attacks. As in
previous work [1], we also target this representative implementation in this work. The results can be naturally applied to
implementations using scalar randomization countermeasures
against DPA attacks.
Algorithm 1 Montgomery ladder scalar multiplication (leftto-right).
Require: P a point on elliptic curve E, an n-bit scalar k =
(kn−1 , ..., k0 )
Ensure: Q = [k]P
R0 ← O; R1 ← P;
for i = n − 1 to 0 do
R¬ ki ← R¬ ki + Rki
Rki ← [2]Rki
end for
return R0
In this work, we also convert the affine coordinates to
Jacobian coordinates to avoid expensive filed inversion operations of point addition and point doubling as illustrated
in Algorithm 2 and 3 in Appendix A. The cost of each point
addition and each point doubling is 16MUL + 1ADD + 6SUB and
10MUL + 9ADD + 4SUB, respectively.

C. Fully Convolutional Networks
Fully convolutional networks (FCN) have been first introduced for semantic segmentation on images [20] and have
been achieved great success in that field. In addition, recently
Facebook deployed their FCN-based speech recognition system [21]. FCN is a kind of CNN without fully connected
layers, it recovers the pixel-level classification information
from abstract features. We refer the readers to the original
paper [20] for more details. The core difference between
traditional Convolutional Neural Networks (CNN, such as
AlexNet, VGGNet) and FCN is that traditional CNNs are
suitable for image-level tasks but FCN is extended to be more
suitable for pixel-level tasks. We consider sample points of
side-channel traces as pixels and there is no previous work
using FCN in side-channel context, so we want to introduce
FCN into side-channel attacks. They have then been widely
used for different applications, due to their compelling quality
and efficiency. Classification is of course one of its application
scenarios.
The design idea of FCN is simple: as depicted in Fig. 1, it is
a stack of several basic blocks. Each basic block is composed
of three layers: a convolutional layer γ followed by a batch
normalization layer β [22] and a ReLU activation layer σ [23].
After stacking five basic blocks, a global average pooling layer
δ is adopted (instead of a fully connected layer), in order to
largely reduce the number of weights to be trained. Finally
a softmax layer s is adopted to generate the class label of
the input side-channel trace. We adopt the same strategy as in
ResNet [24] to exclude any pooling operation for each basic
block, in order to prevent overfitting. Batch normalization
is applied to speed up the convergence and help improve
generalization.

Fig. 1. Structure of FCN.

In summary, the FCN model can be written as:
FCN = s ◦ δ ◦ [σ ◦ β ◦ γ]n1 ,

(1)

where n1 denotes the number of basic blocks (we set it to 5
for all our experiments). We further use 32, 128, 128, 256 and
256 filters for these five basic blocks. The kernel size of the
first and last convolutional layer is 8 and 3, respectively. The
other three convolutional layers are using the same kernel size
of 5. Regarding our choice of hyperparameters, we followed
the best practice of other deep learning application fields to do
a small grid-search, that is, varying the number of basic blocks
from 3 to 7, and then varying the optimizer among ”Adadelta”,
”Adam”, ”Nadam”, ”RMSProp” and ”SGD”. For the number
of filters we reuse the typical values used in most of computer
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vision applications, and for the kernel size we also use small
values since they showed better performance in other deep
learning fields. We must mention that it is not a ideal way to
decide the network structure and other hyperparameters, one
of our future work direction is to use latest Neural Architecture
Search (NAS) [25], [26] techniques to automatically designing
effective neural network architecture for our data set.
D. Accuracy, Loss, First-Order Success Rate
Accuracy and Loss are twin metrics that are widely used
in the machine learning community to monitor and evaluate
neural network models. Training accuracy is the successful
classification rate over the training data and training loss is the
error rate over the training data. After each epoch, the trained
model is applied to the validation data to calculate validation
accuracy and validation loss. These two values indicate how
good the trained model is at predicting outputs for inputs it
has never seen before. Validation accuracy increases initially
and saturates as the model starts to overfit.
For comparison with the previous work [1], we also use the
same first-order Success Rate (1-O SR) metric, which is just
the probability to recover the target n-bit scalar computed over
repeated experiments.
III. E XPERIMENTAL R ESULTS ON B EAGLE B ONE B LACK
I MPLEMENTATION RUNNING AT 1GH Z
A. Target Implementation and Measurements
The finite field and elliptic curve arithmetic are implemented in assembly on our target BeagleBone Black Board.
For comparison with the previous work, we also choose the
NIST P-256 curve [27] as previous work and our attacks are
independent of the curve being used, the regularity of the
scalar multiplication implementation is the only requirement.
We must note that, although our attacks are independent of
the chosen curve, but the number of field multiplications for
information identification step will be different. In our case,
we have 26 field multiplications per iteration for information
identification step. The regular Montgomery ladder scalar
multiplication as described in Section II-B is implemented in
ARM assembly using Jacobian coordinates. The point addition
and doubling formulas are illustrated in Algorithm 2 and 3.
An entire scalar multiplication takes approximately 17.000.000
clock cycles since our focus is constant time implementation
without optimizations.
Regular scalar multiplication implementations (Montgomery ladder in this case) are composed of a fixed and
predictable sequence of operations. All operations in the
sequence that affect the internal state depending on the scalar
bit value contain sensitive information. It is a hierarchical
sequence. The top level is a loop of scalar bits handling.
A fixed number of point additions and point doublings for
each scalar bit are the second level. The third level is a fixed
number of field operations per each point addition (resp. point
doubling). At the bottom, a sequence of fixed number of
register operations (such as register multiplications, additions
and subtractions) forms a field operation. So the sequence of

register operations for an n-bit scalar can be divided into n
parts depending on the scalar bit index. We assume that each
part consists of N register operations. In total, an entire regular
binary scalar multiplication has n sequences of N sensitive
operations. The N intermediate computation results occurring
during the manipulation of the i-th scalar bit are denoted as
ri = (rij ), j ∈ [0, N −1]. We denote by li = (lij ), j ∈ [0, N −1]
side-channel leakages caused by each of these computations.
Field additions and subtractions are straightforwardly implemented using carry additions and subtractions. Field multiplications are conducted using the Long Integer Multiplication (LIM) followed by a modular reduction. LIM is easily
implemented using the 32-bit unsigned multiplications umull
and umaal (with accumulate) assembly instructions yielding a
64-bit result as depicted in Algorithm 4 in Appendix A. The
modular reduction is implemented according to [27].
A modular reduction for both addition and multiplication
is always executed for constant time against timing-type of
attacks purpose. Both the results before and after reduction
are saved in memory. A Boolean is computed whose value
is true or false depending on the need or not of a reduction.
This Boolean value will decide the result’s pointer linked to the
actual value to be returned. This Boolean value will be always
true for multiplications since we need the modular reduction.
Our target BeagleBone Black board is a 32-bit AM335x
1GHz ARM Cortex-A8 linux-based single board computer.1
This is a very challenging device in terms of side-channel
analysis (see for example [28], [29]) as mentioned in previous
work [1]. A full version of Ubuntu 14.04 is running on the
board. A lot of noise and interruptions are introduced by the
running Linux operating system and modern CPU design.
A Langer HV100-27 magnetic near field probe and a Lecroy
WaveRunner 620Zi oscilloscope at a sampling rate of 10
GS/s are used to measure the EM emission. We set the CPU
frequency to the highest 1 GHz and the CPU frequency governor to ‘Performance’ during the measurements. We recorded
the processing of the first 4 bits of the scalar. Each trace
contains 2,000,000 sample points. We used the ‘nohup’ trick
as mentioned in [1] to avoid the long interruptions randomly
appearing in the traces introduced by the running Linux
system. Still, a lot of smaller interruptions are present in the
EM traces.
B. Preprocessing of the traces
To handle those smaller interruptions, the preprocessing of
the EM traces iterates over three steps. The first step is to align
the traces around a field multiplication. Secondly we cut the
traces around the aligned area into slices. Finally, each slice
is concatenated to the set of preprocessed traces. We repeat
these three steps for each field multiplication.
We use the same method as in previous work [1], which
exploits correlation in order to synchronize the EM traces
1 http://infocenter.arm.com/help/topic/com.arm.doc.ddi0344k/DDI0344K
cortex a8 r3p2 trm.pdf
https://beagleboard.org/black
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focusing on the leakage part of the targeted sensitive data.
This method works in three steps.
• Firstly, a searching interval A that contains the operation
to be synchronized is manually selected among all the
traces.
• Secondly, a smaller reference interval Bq specific to each
trace q is also manually chosen.
• For each trace, we finally find the portion to be synchronized by using the second window Bq to search over
the whole interval A. The right portion is selected as the
one having the maximum correlation with the reference
interval. If the correlation is lower than a given threshold
(chosen by the attacker/evaluator), the trace is assumed
not good enough and discarded.
We use 100,000 preprocessed EM traces for profiling and
2,200 preprocessed traces to attack (similar to [1]). 20% of
the profiling traces are used as validation data to improve
the training of weights. Each preprocessed EM trace contains
518,491 sample points.
C. Neural Network Architecture
Our experiments are implemented using Keras [30] and Tensorflow [31] with Nvidia GTX 1080Ti GPU. We employ the
aforementioned FCN neural network model in Section II-C.
During our experiments, we use dropout of 0.2 for the last
two basic blocks (after the ReLU activation layer) and of 0 for
the rest [32]. All layers are randomly initialized with uniform
initialization [33].
We use batch size of 1 due to the large number of sample
points per trace and Adadelta optimizer with an initial learning
rate of 1.0, adaptively reducing the learning rate with a factor
of 10 if the validation accuracy is not increased within 30
consecutive epochs. The training will be stopped after 150
epochs or if the learning rate is getting lower than 10−3 .
D. BBB Results
As mentioned before, we are motivated to simplify the three
critical steps of systematic approach proposed in previous
work [1] using deep learning techniques. We take a two-step
progressive strategy to conduct our experiments. We start with
only simplifying the most sophisticated (information extraction
and information combination) steps of the systematic approach
by Poussier et al. We next try to automate all three steps (i.e.
including the information identification).
1) Results with Information Identification: In this first
experiment, we use the same information identification step
as [1] to identify the POI to feed into the neural networks.
This step consists of three parts: unprofiled correlation, partial
SNR and optimizations.
We only focus on the higher 32-bit result of each umull and
umaal instructions for all the available register operations ri
of each scalar bit.
We apply the unprofiled correlation attack and the partial
SNR approach from [1] to efficiently identify the time positions of the corresponding registers rij . The POI search is
performed using the preprocessed Npoi = 100, 000 traces l

acquired using random known inputs (P q ) and scalars (kq ),
q ∈ [0, Npoi − 1]. The Npoi leakages of the t-th time sample
of each trace is denoted as a l[t] vector of size Npoi .
The unprofiled correlation approach boils down to compute
Pearson’s correlation coefficient ρ between each time sample for the Npoi internal values rij = rij (P q , dkq ei ) and a
Hamming weight leakage model HW. For our POI search, we
compute ρ(HW(rij ), l[t]), t ∈ [0; 518, 490].
To calculate partial SNR, the 32-bit values of rij are first
truncated to x bits. Then each trace is labeled with its truncated
value and split into 2x sets Si . The partial SNR of each time
var(mean(Si ))
, in which, var and mean are the
sample equals to mean(var(S
i ))
sample variance and mean functions. The time sample showing
the highest SNR ratio is chosen as the time sample of rij .
Applying each of these two methods on the full trace for
all rij ’s is computationally intensive. So using the fact that the
N −1
),
time order of the registers is (r00 , ..., r0N −1 , r10 , ...rij , ...rn−1
0
we first search r0 among the first W time samples. Using
correlation, we decide r00 ’s position by computing a p-value
with a threshold of 5 [34]. We repeatedly move the window
to the next W time samples until r00 is found. The search of
r01 is similar with setting the initial offset of the window to
r00 . We iterate this process to find all the registers. We use a
window value W of 20,000 for our POI search.
As in [1], we finally attack the first 4 bits of the scalar.
The number of POIs is 3,492 so we feed those POI sample
points into the neural network. We label each trace using the
value of the first 4 bits of its scalar. The training accuracy/loss
and validation accuracy/loss (as described in Section II-D) of
the FCN model are given in the left graph of Fig. 2 when
using 80,000 training traces and 20,000 validation traces out
of 100,000 profiling traces. The training takes about 23 hours,
it could be halved because the validation accuracy is getting
stable after 70 epochs as can be seen from the accuracy graph.
After the training, we use the trained model to recover the 4
scalar bits of all 2,200 attack traces. We calculate the 1-O SR
and use the same threshold mechanism as in [1] to discard the
wrong attack results. That is, by setting a probability threshold
under which some attack traces will be discarded. A higher
threshold provides more confidence to have a successful partial
nonce recovery, but it comes with the cost of increasing the
number of discarded attack traces.
Concretely, we summarize in Table I the evolution of
success rate in function of the probability threshold over the
2,200 attack traces. The scalar 1-O SR is 0.6692 when the
threshold is set to 0.5. Yet we need 140 ECDSA nonces to
recover the secret key with 4 bits of partial information using
lattice attacks [1]. Since no error on the partial information is
tolerated in a lattice attack context, the success rate of the key
recovery is calculated as 0.6692140 ≈ 3.7 · 10−25 . So we have
to discard wrong attack results.
As can be seen, the first-order success rate is increasing
with higher probability thresholds. We achieve a success rate
of 1 using a threshold of 0.99. In that case, we discard 2,055
of the attack results and still remain 145 of them, which is
remarkably similar to the results of Poussier et al.
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TABLE I
E VOLUTION OF THE ECDSA SCALAR AND KEY RECOVERY SUCCESS RATE
IN FUNCTION OF THE THRESHOLD

Threshold
value
0.5
0.75
0.9
0.95
0.96
0.97
0.98
0.985
0.99

(a) 80,000 training traces.

(b) 40,000 training traces.
Fig. 2. FCN Model Accuracy and Loss with POI selection.

Scalar
1-O SR
0.6691519105
0.7562225476
0.8251572327
0.8950495049
0.9090909091
0.9247910863
0.9503546099
0.9629629630
1

Key
1-O SR
3.7 · 10−25
1.0 · 10−17
2.1 · 10−12
1.8 · 10−7
1.6 · 10−6
1.7 · 10−5
0.0008
0.0051
1

# discarded
result
764
1,167
1,564
1,748
1,800
1,868
1,957
2,012
2,055

# remaining
result
1,436
1,033
656
452
400
332
243
188
145

We further investigated the impact of reducing the number
of training (resp. validation) traces to 40,000 (resp. 10,000).
The bottom graph of Fig. 2 illustrates the training and validation accuracy/loss. The validation accuracy is worse than
using 80,000 training traces. A similar observation holds for
the scalar 1-O SR and key 1-O SR. Both suggest that the
model is still improving for the amount of collected traces.
2) Results without Information Identification: We finally
investigated the full automation of the three steps in Poussier
et al.’s systematic approach.
For this purpose, we skipped the POI search and directly
feed all the 518,491 sample points per trace into the neural
networks. Due to the huge number of sample points per
trace, the training is very time consuming. We use the same
neural network architecture as in Section III-C to conduct
the experiments, but in this case we only use 100 epochs
because each epoch takes about 2.5 hours. Fig. 3 displays
the training accuracy/loss and validation accuracy/loss. The
training accuracy and validation accuracy are pretty low, the
validation accuracy is stabilized at only 18%, which means
very few scalar bit classes can be correctly identified, leading
to unsuccessful attacks. The big drop of validation accuracy
(spike of validation loss resp.) is caused by the dropout
mechanism that we used during the training, and at that stage
the weights of neurons have not converged yet. Later there is
no big drop when the training is getting stabilized.
Regarding the failure of the attack, we provide the following tentative explanation. First, as we mentioned before,
FCN model is designed for extracting pixel-level classification
information from the raw data, taking into account that there
are more than half million sample points (pixels) per trace,
the tuning of neuron weights are depending on about 150
times more sample points (pixels) compared to the previous
case of training with POIs. From deep learning point of view,
generally it requires more data and more epochs to make
the training converge, which we can not afford due to our
computation power and will be considered in a future work.
Secondly, the neural network model is directly reused from the
previous experiment, which we did small grid-search based on
the POIs dataset to choose the number of blocks and optimizer
of FCN model. The adaptation of the network architecture
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For the developers of scalar multiplication implementations, our results confirm that scalar randomization activated
implementations are generally at risk, considering both the
huge amount of informative samples such implementations
offer and the simplicity deep learning techniques provide. To
mitigate this issue, point randomization is probably the most
suitable solution. Evaluating that kind of implementations is
an interesting track for further investigations. Another potential
direction is to target register manipulations of point addition
and point doubling operations from the elliptic curve arithmetic level.
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Fig. 3. FCN Model Accuracy and Loss without POI selection.

could be considered given our results. For example, NAStype of techniques [25], [26] are interesting candidates for
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learning based attacks benefit from a good selection of points
of interest in case of challenging targets (in particular, it allows
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application is an interesting scope for further research.
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A PPENDIX
Algorithm 2 Jacobian Addition.
Require: P = (X1 , Y1 , Z1 ), Q = (X2 , Y2 , Z2 ), P 6= ±Q
Ensure: P + Q = (X3 , Y3 , Z3 )
A ← Z12 , B ← Z22 , C ← X1 B, D ← X2 A, E ← C −
D, F ← Y1 BZ2 , G ← Y2 AZ1 , H ← F − G, I ← E 2 , J ←
IE, K ← CI
X3 ← H 2 + J − 2K
Y3 ← H(K − X3 ) − F J
Z3 ← Z1 Z2 E
return (X3 , Y3 , Z3 )
Algorithm 3 Jacobian Doubling.
Require: P = (X1 , Y1 , Z1 )
Ensure: P + P = (X2 , Y2 , Z2 )
A ← X12 , B ← Y12 , C ← Z12 , D ← 3A+aC2 , E ← B2 , F ←
4X1 B
X2 ← D2 − 2F
Y2 ← D(F − X2 ) − 8E
Z2 ← 2Y1 Z1
return (X2 , Y2 , Z2 )
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Algorithm 4 Long Integer Multiplication in ARM Assembly.
Require: x = (x7 , ..., x0 ), y = (y7 , ..., y0 )
Ensure: m = x × y = (m15 , ..., m0 )
m←0
r2 ← load(x7 )
r3 ← load(y7 )
r0 , r1 ← umull(r2 , r3 )
m15 ← store(r0 )
for i = 6 to 0 do
r3 ← load(yi )
rimod2 ← 0
r1−imod2 , rimod2 ← umaal(r2 , r3 )
m8+i ← store(r1−imod2 )
end for
m7 ← store(r0 )
for i = 6 to 0 do
r2 ← load(xi )
r3 ← load(y7 )
r0 ← 0
r1 ← 0
r0 , r1 ← umull(r2 , r3 )
r3 ← load(m8+i )
r0 ← adds(r0 , r3 )
m8+i ← store(r0 )
for j = 6 to 0 do
r3 ← load(yj )
rjmod2 ← 0
r1−jmod2 , rjmod2 ← umaal(r2 , r3 )
r3 ← load(mi+j+1 )
r1−jmod2 ← adcs(r1−jmod2 , r3 )
mi+j+1 ← store(r1−jmod2 )
end for
r0 ← adcs(r0 , 0)
mi ← store(r0 )
end for
return m
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