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Abstract
Interpreting the events present in the video is a complex task, and the same
gesture or motion can be understood in several ways depending on the context
of the event and/or the scene. Therefore the context of the scene can contribute
to the semantic understanding of the video. In this paper, we present our research on context analysis on video sequences. By context analysis we mean not
only determining the general conditions such as daytime or nighttime, indoor or
outdoor environments, but also region labeling [1] and motion analysis of the
scene. This paper reports on our research results on sky and water labeling and
on motion analysis for determining the context. Later, this can be extended
with regions such as roads, greenery, buildings, etc. Experiments based on the
above detection techniques show that we achieve results comparable with other
state-of-the-art techniques for sky and water detection, although in our case the
color information is poor. To evaluate results, we use the Coverability Rate (CR)
which measures how much of the true sky or water is detected by the algorithm.
The obtained average of CR for water detection is about 96.6% and for sky
detection it is about 98%.

1

Introduction

Content analysis of digital images and video sequences is widely used, with applications ranging from high-level image understanding and semantic-driven image- and
video retrieval, to pixel-level applications like object recognition and local picture quality improvement∗ . Sky is one of the important visual cues, which appears frequently
in video and images [2]. Sky detection provides the context information for further
image analysis, and it helps to extract information about weather and illumination
conditions [3]. Accurate identiﬁcation of the sky area also enhances advanced object
recognition algorithms [3]. Due to sky variations, systems which restrict themselves to
blue sky detection have limited practical value [3]. From [2] we learn that the color of
the sky changes gradually from dark blue in the zenith to a bright, sometimes almost
white, blue near the horizon. In this case, we can model the values in three color
channels along straight lines from zenith to horizon as three one-dimensional functions
for further analysis. Sky detection in [2] is based on calculating an initial ”sky belief
map”, followed by a selection of connected areas based on texture and color analysis
and the ﬁtting degree to a two-dimensional (2D) model [2]. An alternative approach
is based on the analysis of color, position and shape properties of color-homogeneous
spatially connected regions [3].
Another research direction for outdoor environment analysis is the localization of water
regions. This analysis involves several inﬂuencing factors, like day/night time, reﬂection at the water surface, relative size of the water region, wave state and possible
∗

The research of this paper is part of the ITEA 2 ViCoMo research project.

occurrence of material at the water surface [4]. Matthies et al. [5] developed a color
image classiﬁer based on a mixture of Gaussians to exploit mean and standard deviation of brightness and saturation, and they trained this classiﬁer on water regions in
the RGB color space.
In our research, we also perform context analysis based on motion, which can be used
to annotate roads and to restrict the computationally heavy search for moving object to
the areas where the motion is detected. Most motion analysis techniques are based on
comparing the current video frame with a previous frame or with the background [6].
In [7], the motion is detected by comparing neighboring frames when a video stream
is recorded in real-time. In this paper, we present and evaluate our approaches to
sky and water detection when the color information is poor. The sky detection algorithm [2] that we apply has two phases: (1) training phase which deﬁnes the color
model, texture properties at multi-resolution and vertical position, (2) detecting phase
which adapts the color model, vertical position and calculates texture properties. The
water detection algorithm that we present in this paper also consists of two parts: (1)
graph-based image segmentation, which generates initial regions, and (2) SVM-based
region recognition. Normalized RGB color information is used as a feature for SVM,
and we evaluate the entropy of pixels as an additional metric. We also consider the location of pixels, but this feature reduces the ﬂexibility. To analyze motion, we develop
a heat map, which is a 2D histogram indicating main regions of motion activity [8],
and identify the direction of the movement in the scene using optical ﬂow [8]. The
structure of this paper will start by presenting water, sky and motion detection algorithms. Sections 3 will show the evaluation method which was used in this work then
the diﬀerent results of this work.

2
2.1

Description of context detection algorithms
Sky detection algorithm

Our sky detection algorithm is based on [9]. It assumes that sky regions are smooth and
are found around the top of the image. An initial sky probability is calculated based
on color, texture and vertical position, and the features of high probability areas are
used to compute a ﬁnal sky probability. The applied algorithm has clearly lower false
detection/rejection rates compared to state-of-the-art algorithms. The improvements
are primarily due to an extensive multi-scale texture analysis, adaptive thresholds and a
spatially-adaptive color model. Next to position and color features, the key assumption
of our system is that sky has a smooth texture and shows limited luminance and
chrominance gradients, which are diﬀerent in the horizontal and vertical directions.
Using predeﬁned settings for the color, vertical position, texture, and horizontal and
vertical gradients, an initial sky probability is calculated for each image pixel by [9]:
Psky = Pcolor × Pposition × Ptexture × Qsky ,
(1)
where Pcolor is computed by a three-dimensional Gaussian function in the YUV color
space, having a ﬁxed variance, and centered at a predetermined color. Parameter
Pposition is deﬁned by a function that emphasizes the upper parts of the image. For the
texture probability Ptexture , a multi-scale analysis is performed on the image, using an
analysis window of 5 × 5 pixels. Furthermore, we compute a conﬁdence metric Qsky ,
that prevents small sky-blue objects from being accepted as sky, in images where large
areas with high sky probability are absent [9].

2.2

Water detection algorithm

Finding water regions in the image provides a useful context for image understanding.
For example, to improve the robustness of ship detection, it can be helpful to locate

the water region in the image. The idea is that the detected ship can be conﬁrmed
if its major part is included within the water region. Our system basically consists of
three components. First, each image is segmented in terms of the color uniformity of
a region. In order to choose a proper segmentation algorithm, several popular algorithms, including mean shift, graph cut, normalized cut and graph-based algorithms,
are investigated and compared. The graph-based method is proven to be suited for our
application due to both its real-time processing capabilities and suﬃcient accuracy.
Let us now explain the ﬁrst component - segmentation - of our water detection algorithm. The whole image is treated as a graph {V, E}. Each pixel is regarded as a node
vi ∈ V , and for each adjacent pixel vi,j , there is an edge vi,j ∈ E. The weight of the
edge is the Euclidean distance of the two nodes in color space, speciﬁed by:
√

Wi,j =

(Ri − Rj )2 + (Gi − Gj )2 + (Bi − Bj )2 .

(2)

Here, two kinds of weights are deﬁned for regions: inner-region weight and inter-region
weight. the inner-region weight is deﬁned as the maximum edge weight within a region,
and the inter-region weight is speciﬁed as the minimum edge weight that connects two
regions. The basic idea behind this graph-based method as discussed in [10] is that
pixels within one region are closer in feature space (color space in this case) than pixels
from diﬀerent regions. The diﬀerence between inter-region weight and inner-region
weight is not a ﬁxed number. Instead, there are high variance regions and smooth
regions, so that the image cannot be segmented simply according to the absolute edge
weight. However, there should always be signiﬁcant weight changes if we go from one
region to another. Such a change depends also on the size of a region. We assume that
a larger region has a bigger tolerance while a smaller region can hardly have a large
variance. Or if a region is large, it typically incorporates more neighboring pixels.
In this algorithm, the Euclidean distance in RGB space is used as a metric. However,
for this application, when there is strong disturbance in the river, usually caused by
the movement of ships, the river tends to be broken into diﬀerent regions. Instead, the
desired result is to segment the whole river as one region. The idea is to reduce the
distance in gray scale and increase the distance in color scale. As an extreme, we could
segment mainly according to its color. This is because one object usually has one color
but its appearance may change because of the light, shadow and reﬂection conditions.
Moreover, usually the color change caused by the environment does not have a high
saturation. Therefore, we explored the normalized RGB color to segment the image.
This leads to a weight
Wi,j =

v
u(
u Ri
t

Rj
−
Li
Lj

)2

(

Gi Gj
+
−
Li
Lj

)2

(

Bi Bj
+
−
Li
Lj

)2

,

(3)

where Li is the brightness, Li = max{Ri , Gi , Bi } in pixel i. It can be seen that the
normalized RGB is less sensitive to the brightness, which is good for detecting river
and mush regions. However, the sand bank and ships sometimes also merge with the
river and sky. Therefore, we combine the normalized diﬀerence with the brightness as
the weight of edge. This results in the ﬁnal deﬁnition of the weight, giving
Wi,j = (1 − α)

v
u(
u Ri
t

Rj
−
Li
Lj

)2

(
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+
−
Li
Lj

)2

(

Bi Bj
+
−
Li
Lj

)2

+ α.|Li − Lj |,

(4)

where α is used to adjust the ratio of brightness and normalized RGB. Graph-based
segmentation can be performed with fast processing and its result is still acceptable.
This explains why we ﬁnally adopt a graph-based segmentation technique.
In the second processing stage of water detection, visual features of each region, such

as the color feature (RGB) and the texture feature (entropy) are extracted and analyzed. It is possible to sample the region and calculate the mean saturation in an HSV
histogram to distinguish the regions. However, this method may
∑ not robust. Therefore
we explore the entropy as a feature, which is deﬁned by E = p log p, where p is the
probability in the local histogram or occurrence matrix. Here we use 5 × 5 neighborhoods to calculate the entropy. Generally, the sky is a smooth area with a low entropy,
mush has a large entropy, while water has a moderate entropy. We have found that the
entropy of the pixels does not achieve much improvement in segmentation. For this
reason, the ﬁnal model only uses RGB as input vectors.
Finally in the third stage, a Support Vector Machine (SVM) classiﬁer is used to recognize the water region. The classiﬁer is trained oﬀ-line, based on the image samples
captured at the same harbor in diﬀerent weather conditions.

2.3

Motion detection algorithm

Context analysis based on motion is another goal of this work which can be used to
annotate roads and to restrict the computationally heavy search for moving objects to
the areas where the motion is detected. To analyze and visualized the motion, we apply
the concept of a heat map. A heat map is a 2D histogram indicating main regions of
motion activity [8]. We also identify the direction of the movement in the scene using
optical ﬂow [8].
Our approach is based on motion variation in regions of interest. First, a motion intensity heat map is computed. The motion heat map represents “hot” and “cold” areas
on the basis of motion intensities. The hot areas are the zones of the scene where the
motion is high. The cold areas are regions of the scene where the motion intensities are
low. This histogram can be designed from the accumulation of binary blobs of moving
objects, which are extracted following the background subtraction method [8]. The obtained heat map can be used as a mask to deﬁne regions of interest for a following step
of the processing algorithm, such as change detection. The use of the heat map image
improves the quality of the results and reduces processing time which is an important
factor for real-time applications.
We track a moving object over the succeeding frames using the optical ﬂow technique. For this tracking, we have employed the Kanade-Lucas-Tomasi (KLT) feature
tracker [8]. After matching an object between frames, the result is a set of vectors which
indicate the direction of that moving object. Optical ﬂow is an approximation of the
local image motion, based upon local derivatives in a given sequence of images. Thus,
the computation of diﬀerential optical ﬂow is essentially a two-step procedure [11].
First, it involves a measurement of the spatio-temporal intensity derivatives, which is
equivalent to measuring the velocities normal to the local intensity structures. Second, it includes the integration of normal velocities into full velocities, for example,
either locally via a least squares calculation, or globally via a regularization. Assume
I(x, y, t) is the center pixel in a n × n neighborhood and moves by δx, δy in time δt to
I(x + δx, y + δy, t + δt). Since I(x, y, t) and I(x + δx, y + δy, t + δt) are the images of
the same point (and therefore identical) we conclude:
I(x, y, t) = I(x + δx, y + δy, t + δt).

(5)

After performing a Taylor series expansion of I(x, y, z) in Equation (5) on n × n × n 3D
block, we obtain a 3D motion constraint which is used in the KLT algorithm, speciﬁed
by:
Ix Vx + Iy Vy + Iz Vz = −It ,
(6)
where Ix ,Iy , Iz and It are the 3D intensity derivatives in an n × n × n neighborhood
centered at a voxel (x, y, z), so that
Ix =

δI
δI
δI
, Iy = , It = .
δx
δy
δt

(7)

A constant velocity (Vx , Vy , Vz ) in that neighborhood is solved by:
−
→
v = [AT W2 A]−1 AT WB,

(8)

where the diagonal elements of W are the N = n × n × n 3D Gaussian coeﬃcients.
The N rows of A consist of Ix , Iy and Iz for each (x, y, z) position and the N rows of
B consist of the It values for those (x, y, z) positions, see [11] for further details. The
previous considerations lead to the following matrices:
A = [▽I(x1 , y1 , z1 ), ..., ▽I(xN , yN , zN )],
W = diag[W (x1 , y1 , z1 ), ..., W (xN , yN , zN )],
B = −(It (x1 , y1 , z1 ), ..., It (xN , yN , zN )).

3

(9)

Experimental results

To express the performance of our evaluated results, we use the Coverability Rate (CR),
which measures how much of the true sky or water is detected by the algorithm [3].
This rate is computed by
|O ∩ GT |
CR(O, GT ) =
,
(10)
|GT |
where Ground Truth (GT) is manually annotated water or sky, and O is the area detected as sky or water. For quality evaluation, we have manually annotated sky on 17
images and water on 15 images.
Let us ﬁrst discuss the sky detection results. Fig. 1 (left) shows the original image
of our data set which is one frame of a video sequence. As can be observed, this data
set does not provide suﬃcient information in terms of color. Fig. 1 (middle) visualizes
the probability map of the sky region which is achieved by the sky detection algorithm
on the original image, and Fig. 1 (right) shows the result of applying a threshold on
the found probabilities shown on Fig. 1 (middle). For sky detection, the average CR
is about 98%.
For water detection, we use RGB colors as a feature. We omitted the pixel location
as a feature, because this feature reduces the ﬂexibility. Hence, the ﬁnal model only
uses normalized RGB as input vectors. In the region recognition stage, SVM is used
to classify the regions using the normalized RGB feature. Fig. 2 shows the original
image and the obtained detection results of the detection algorithm. Fig. 3 shows an
alternative case, where a ship is entering the camera scene. In both cases the water
region is correctly found and the obtained average of CR for water detection is about
96.6%.
For motion analysis, we have applied background subtraction on our video sequence
to compute a heat map. The threshold that we impose on the gray scale values during
background subtraction is 120. The resulting heat map corresponding with our video
sequence expressed in gray values, is shown in Fig. 4 (left). We have applied KLT
technique to pairs of smoothed neighboring frames of our data set, after which velocity
vectors of each pixel are computed. If velocity vectors are zero, we ignore them to
achieve better visualization. The result of the motion detection is shown in Fig. 4
(rigth). At the right side of the Figure, we show the direction of the moving object.

4

Conclusions

In this paper, we have presented our research on context analysis for video sequences.
The purpose of a context detection system is to provide additional background in-

Figure 1: Original image (left). Probability of the sky region (middle). Result of the
sky detection after thresholding (right).

Figure 2: Original image (left). Result of water detection algorithm (right).

Figure 3: Original water vision image with ship (left). Result of water detection
algorithm (right).

Figure 4: Result of gray scale heat map on video of a moving ship ( The white area
indicates region with highest movement) (left). Result of optic ﬂow KLT on a moving
ship, arrow shows the direction of ship’s movement(right).
formation to the already existing foreground object detection, to facilitate further interpretation about event classiﬁcation in the scene. This view point is shared in the
research program of the European ViCoMo project. Our research concentrates on sky
and water labeling and on motion analysis for determining contextual information of
the scene.
For sky detection, we have adopted a detection algorithm from earlier work, based on a
probability map that jointly uses a color model, texture properties at multi-resolution
and the vertical position [9]. We have designed a supplementary water detection algorithm, combining segmentation and region recognition. Water segmentation is carried
out at the ﬁrst stage to increase the robustness of detection and to decrease the calculation complexity in region recognition. Besides this, the usage of the normalized
color space and also an additional parameter measuring the intensity diﬀerence of two
neighboring pixels are introduced to the graph-based segmentation, in order to improve
the algorithm with respect to light reﬂections at the water surface and sub region scattering. In the region recognition stage, color is analyzed, and SVM is used to classify
the regions using the RGB pixel values. To analyze motion, we compute a heat map.
This information provides context for identifying regions in the scene where the motion
occurs and it helps in fast searching of moving objects. As a result, less video processing is required when this context is used. We use a method for motion detection that
is sensitive to velocity and direction. This method is based on optical ﬂow and the
KLT tracker.
To evaluate the results, we have computed the Coverability Rate (CR). The obtained
CR average for water detection is about 96.6% and for sky detection it is approximately
98%.
The advantage of this work is reusing the several detectors in one system to achieve
parallel context analysis. It will be interesting to explore our concept with another
real object detection such as group detection to estimate the abnormality of the scene
events.
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Abstract
We propose two algorithms for anchorless cooperative network localization in mobile wireless sensor networks (WSNs). In order to continuously localize the mobile network, given the pairwise distance measurements between different wireless
sensor nodes, we propose to use subspace tracking to track the variations in signal eigenvectors and corresponding eigenvalues of the double-centered distance
matrix. We compare the computational complexity of the proposed algorithms
with a recently developed anchorless algorithm exploiting the extended Kalman
filter (EKF) as well as an anchored algorithm exploiting ordinary least squares
(LS). We show that our proposed algorithms are computationally efficient, and
hence, are appropriate for practical implementations. Simulation results further
illustrate that the proposed algorithms have an acceptable accuracy in comparison with the aforementioned algorithms and are more robust to an increasing
sampling period of the measurements.

1

Introduction

Many of the current research efforts on WSN localization have focused on proposing
solutions to derive the location of the nodes using their pairwise distance measurements
in a cooperative context. The aforementioned studies can be divided into two main
categories, i.e., anchorless and anchored localization, where in the former there are no
nodes with known locations (so-called anchors) and determining the relative location of
the nodes is the ultimate goal. One popular solution to find the relative locations of the
nodes based on distance measurements in a fixed network is to use multidimensional
scaling (MDS) or its distributed version for large networks [1]. On the other hand, by
exploiting the availability of the anchor nodes and the knowledge of their locations, a
set of linear equations can be obtained. This is the basis of the so-called weighted MDS
(WMDS) which avoids an eigenvalue decomposition (EVD) and attains the CramerRao bound (CRB). This idea has been developed in [2] for multiple unknown nodes in
a static network.
The problem of cooperative localization for mobile WSNs is of special interest, and
surprisingly has not been efficiently solved yet. In [3], an anchorless localization scheme
for mobile (dynamic) networks called SPAWN is proposed based on the theory of factor
graphs. In this scheme, each node requires knowledge about its own movement model
as a probability distribution in order to do predictions, which is not so simple to be
acquired in a real application and additionally increases the computational complexity
significantly. In [4], an EKF-based method is developed which incorporates the location
of the nodes as well as their velocities in a state-space model. Although velocity
measurements of the nodes are beneficial to cooperative network localization, it requires
This work was supported by NWO-STW under the VICI program (project 10382).

the use of Doppler sensors, which increases the implementation cost, and hence, we
avoid using them.
Inspired by the simplicity and robustness of MDS localization in fixed WSNs, we
propose an MDS-based cooperative localization for a mobile network. It is worth
mentioning that classical MDS involves an eigenvalue decomposition (EVD) calculation
on a double-centered distance measurement matrix, which has a high complexity for
a large network. For a mobile network, computationally intensive EVD calculations
should be conducted in each snapshot of the mobile network to localize the nodes
in an ad-hoc fashion. To avoid this problem, we propose to use two novel subspace
tracking algorithms to track the variations in the signal eigenvectors and corresponding
eigenvalues due to variations in the double-centered distance matrix. We show that
this can enable us to estimate the next location of the moving nodes in the network
given their previous location estimates.
The main advantages of the proposed algorithms can be described as follows. First,
the proposed algorithms are computationally efficient, and hence, are suitable choices
for practical implementations. Besides, the algorithms have an acceptable positioning accuracy and they are more robust to an increasing sampling period (Ts ) of the
measurements compared to the other algorithms under consideration. Finally, the algorithms do not rely on the movement model of the nodes (i.e., they are non-parametric)
and can be applied to many practical scenarios. The remainder of this paper is organized as follows. In Section 2, we present the system model underlying our analysis
and evaluations. Section 3 describes the proposed cooperative localization algorithms
based on subspace tracking. Section 4 compares the computational complexity of the
algorithms under consideration in this paper. Section 5 provides simulation results for
mobile sensor networks with different network parameters. Concluding remarks are
presented in Section 6.

2

System Model

We consider a network of N mobile wireless sensor nodes, living in a D-dimensional
space (D < N ). Let {xi,k }N
i=1 be the actual vector coordinates of the sensor nodes,
or equivalently, let Xk = [x1,k , . . . , xN,k ] be the matrix of coordinates at snapshot k.
By collecting the noisy pairwise distance measurements di,j,k = kxi,k − xj,k k + vi,j,k
between the nodes in a distance matrix Dk , i.e. [Dk ]i,j = d2i,j,k , the double-centered
2
distance matrix can be calculated as Bk = −1/2ΥDk Υ, where vi,j,k ∼ N (0, σi,j,k
)
is the independent and identically distributed (i.i.d.) noise and Υ is the centering
operator [1]. In case of a network with fixed nodes, Bk can be used in the classical
MDS to recover the locations of the nodes Xk (up to a translation and orthogonal
transformation) by means of the EVD as described in [1].
One trivial solution for a mobile scenario is to perform these computationally intensive EVD calculations for every snapshot of the mobile network. Instead, we propose
two low-complexity localization algorithms. The proposed algorithms are anchorless
in the sense that the relative positions of the mobile nodes can continuously be calculated without requiring information about the anchor nodes. Still, determining the
exact location of the nodes (removing the unknown translation and orthogonal transformation) requires a coordinate system consisting of at least D + 1 anchor nodes with
known locations. It is assumed that these anchor nodes are equipped with long distance transmission devices to continuously localize themselves with respect to (w.r.t)
a central coordinate system. Since the number of anchors is generally small compared
to the total number of nodes in a network, this requirement is not intensive from a
computational and power consumption point of view.

3

Proposed Subspace Tracking Algorithms

We start by considering the noiseless case (vi,j,k = 0) and we expect that the presence
of noise will only slightly degrade the performance of the algorithms. In the noiseless
case, the double-centered distance matrix Bk will be a symmetric N × N matrix of
rank D. For the k-th snapshot of the mobile network, the trivial approach is to find
the locations as the minimum of min kBk − X̃T X̃k2 over all D × N matrices X̃. The
EVD of Bk can be expressed in the following form



 Σ1,k 0 UT1,k

= U1,k Σ1,k UT1,k .
(1)
Bk = U1,k U2,k
0 0 UT2,k
Then the location matrix (up to a translation and orthogonal transformation) can be
written as
1

2
UT1,k .
X̃k = Σ1,k

(2)

Although the above procedure can be done for every snapshot of a mobile network, the
complexity of computing the EVD in (1) can be quite intensive for large N [5]. The
idea behind the proposed subspace tracking algorithms is that in order to calculate the
location of the nodes using (2), we only need to update the D signal eigenvectors in
U1,k and their corresponding eigenvalues in Σ1,k . This can be done by more efficient
iterative approaches as proposed in the following.

3.1

Perturbation-Expansion-Based Subspace Tracking

In this section, we will explain the idea behind the perturbation-expansion-based subspace tracking (PEST). If the movement of the nodes satisfies the property that the
invariant subspace of the next (perturbed) double-centered distance matrix (Bk =
Bk−1 + ∆Bk ) does not contain any vectors that are orthogonal to the invariant subspace of the current double-centered distance matrix (Bk−1 ), the two bases respectively
spanning the signal and noise subspace of the next double-centered distance matrix follow the expressions [6]
Ũu1,k = Ũ1,k−1 + Ũ2,k−1 Pk ,

(3)

Ũu2,k = −Ũ1,k−1 PTk + Ũ2,k−1 ,

(4)

where Pk is a coefficient matrix, Ũi,k represents an orthonormal basis spanning the
same subspace as the matrix of eigenvectors Ui,k , and Ũui,k is an unorthonormalized
version of Ũi,k . To compute Pk in (3) and (4), we will resort to a first-order approximation. However, since we will continuously use first-order approximations, we can not
assume that Ũ1,k−1 and Ũ2,k−1 in (3) and (4) are exact orthonormal bases spanning
respectively the signal and noise subspaces of Bk−1 . And thus, the first-order approximation of Pk in [6] does not hold anymore, and we need to derive a new Pk . The value
of Pk should satisfy the necessary and sufficient condition for Ũu1,k and Ũu2,k to be new
bases for the new perturbed signal and noise subspaces, and thus we need
(Ũu2,k )T Bk Ũu1,k = 0.

(5)

We can expand (5) by substituting (3) and (4) as follows
(−Ũ1,k−1 PTk + Ũ2,k−1 )T Bk (Ũ1,k−1 + Ũ2,k−1 Pk ) = 0.

(6)

After neglecting the second-order terms, we obtain
− Pk ŨT1,k−1 Bk−1 Ũ1,k−1 + ŨT2,k−1 ∆Bk Ũ1,k−1
+ ŨT2,k−1 Bk−1 Ũ1,k−1 + ŨT2,k−1 Bk−1 Ũ2,k−1 Pk = 0.
{z
} |
{z
}
|
6=0

(7)

6=0

Different from the derivations in [6], the third and fourth terms in (7) are not exactly
equal to zero and also the value of their elements increases with each iteration due to
the fact that we are using first-order approximations in each snapshot. It is notable
that (7) is linear in the elements of Pk and can easily be solved w.r.t Pk . However, this
requires a DN × DN matrix inverse calculation which is undesirable due to its high
complexity. Therefore, we confine our approximation of Pk to the first three terms in
(7). By defining
Σ̃1,k−1 = ŨT1,k−1 Bk−1 Ũ1,k−1 ,
(8)
this results in

Pk = ŨT2,k−1 Bk Ũ1,k−1 (Σ̃1,k−1 )−1 .

(9)

To avoid updating Ũu2,k in (3), we use Ũ1,k−1 ŨT1,k−1 + Ũ2,k−1 ŨT2,k−1 = I (I represents
the identity matrix). Together with (9), this allows us to rewrite (3) as
Ũu1,k = Ũ1,k−1 + (I − Ũ1,k−1 ŨT1,k−1 )Bk Ũ1,k−1 Σ̃−1
1,k−1 .

(10)

Now, to be able to use the above formula in an iterative manner we should normalize it
using any possible orthonormalization process like Gram-Schmidt (GS) factorization.
We call the orthonormalized result Ũ1,k . As described in [6] and as can be seen from
the above derivations, Ũ1,k is an approximation of the orthonormal basis which spans
the same subspace as its corresponding signal eigenvectors in U1,k . However, to be
able to calculate the relative locations using (2), we have to find U1,k . To this aim, we
look for a matrix Ak so that
Ũ1,k = U1,k Ak .
(11)
Note that since Ũ1,k and U1,k are isometries, Ak will be a unitary matrix. To be able to
estimate the locations according to (2), we also need to calculate Σ1,k , which depends
on the value of U1,k and Ak as follows
Σ1,k = UT1,k Bk U1,k .
From (8), and using (11), we finally obtain
Σ̃1,k = (U1,k Ak )T Bk (U1,k Ak ),
= ATk UT1,k Bk U1,k Ak ,
= ATk Σ1,k Ak .

(12)

From (12), Ak and Σ1,k can be calculated by an EVD of Σ̃1,k . Note that, our main
goal for using perturbation expansion was to avoid computationally intensive EVD
calculations, while here we require it again. However, the point is that Σ̃1,k is a D × D
matrix, which is very small in size compared to the N × N double-centered distance
matrix Bk for large scale sensor networks. The PEST algorithm is summarized in
Algorithm 1.

Algorithm 1 PEST
1: Start with an initial location guess
2: for k = 1 to K do
3:
Calculate Ũu1,k using (10)
4:
GS orthonormalization Ũ1,k = GS(Ũu1,k )
5:
Calculate Σ̃1,k , Ak and Σ1,k using (8) and (12)
6:
Calculate U1,k using (11)
7:
Location estimation using (2)
8: end for

Algorithm 2 PIST
1: Start with an initial location guess
2: for k = 1 to K do
3:
Calculate Ũu1,k = Bk Ũ1,k−1
4:
GS orthonormalization Ũ1,k = GS(Ũu1,k )
5:
Calculate Σ̃1,k , Ak and Σ1,k using (8) and (12)
6:
Calculate U1,k using (11)
7:
Location estimation using (2)
8: end for

3.2

Power-Iteration-Based Subspace Tracking

Power iterations can also be used to efficiently calculate an invariant subspace of a
diagonalizable matrix (like Bk ) [5]. Power iterations are normally used in an iterative
manner to reach an acceptable accuracy. Depending on a random initial guess, the
number of iterations can be large, which in turn leads to a high computational complexity. Additionally, an inappropriate choice of the initial guess can sometimes lead
to instability and divergence problems [5]. To avoid both problems (complexity and
divergence) in mobile network localization, we propose to do just one iteration in each
snapshot of the mobile network and use the previous estimate of the orthonormal basis
as the initial guess for the next estimate. This leads to a scheme that tracks the desired
invariant subspace in a similar fashion as PEST, and we call it power-iteration-based
subspace tracking (PIST). Note that this power-iteration-based approach leads to a
unique orthonormal basis spanning the desired signal subspace. Thus, the same EVD
calculations as in (12) are required to obtain the matrix of eigenvectors. The PIST
algorithm is shown in Algorithm 2.

3.3

EKF Tracking and Ordinary LS

For the sake of comparison, we consider two other algorithms. First, we consider
cooperative mobile network localization using the EKF proposed in [4]. However, as
we do not have velocity measurements in our setup, we simplify the EKF model of [4].
The discrete-time state and measurement equations can be written as
xk = Φxk−1 + wk ,
dk = h(xk ) + vk ,

(13)
(14)

where xk = [xT1,k , . . . , xTN,k , ẋT1,k , . . . , ẋTN,k ] is the column vector of length 2DN containing the nodes’ locations and velocities at the k-th snapshot, dk = [d1,2,k , . . . , d(N −1),N,k ]T
is the column vector of pairwise distance measurements of length N (N − 1)/2 at the
k-th snapshot, and Φ = I + FTs , with Ts the sampling period and F given by


0DN ×DN IDN ×DN
.
F=
0DN ×DN 0DN ×DN

Algorithm 3 EKFT
1: Start with an initial location guess
2: for k = 1 to K do
3:
Next state:
x̂−
k = Φx̂k−1
4:
Next error covariance:
T
P−
k = ΦPk−1 Φ + Q
5:
Compute the Kalman gain:
− T
−1
T
Kk = P−
k Hk (Hk Pk Hk + Rk )
6:
Update the state:

−
x̂k = x̂−
k + Kk dk − h(x̂k )
7:
Update the error covariance:
Pk = (I − Kk Hk )P−
k
8: end for

Table 1: Computational Complexity
Algo.

FLOPS for Lin. Op.

Orthonorm.

SQRT

Matrix Inverse

EVD

PEST

4N 2 D + 3N D 2 + N D

1(N × D)

2

1 (D × D)

1 (D × D)

PIST

2N 2 D + 2N D 2 + N D

1 (N × D)

2

-

1 (D × D)

-

DN (N − 1)/2

2 (2DN × 2DN )

-

-

-

N − l (D × D)

-

EKFT

Ordinary
LS (l anchors)

(D/2)N 5 + (5D 2 /2
D)N 4 + (12D 3
5D 2 /2 + 2D)N 3
(4D 2 − D/2 + 2)N 2
2N
(D 2 )N 3
+
(l
2lD 2 )N 2 + (D 2 (1
2
l ) + D(1 + l) − l2 )N
(D + D 2 )l

−
−
+
−
−
+
−

Total FLOPS
4DN 2 +(5D 2 +D)N +
2D 3 + 6D 2 + 24
4DN 2 +(5D 2 +D)N +
D 3 + 24
(D/2)N 5 + (5D 2 /2 −
D)N 4 + (28D 3 −
5D 2 /2 + 2D)N 3 +
(52D 2 + 11D/2 +
2)N 2 + (−6D − 2)N
(D 2 )N 3
+
(l
−
2lD 2 )N 2 + (D 3 +
2
2
D (7 + l ) + D(1 + l) −
l2 )N −(D+7D 2 −D 3 )l

Further, we set wk = [0T , w̄kT ]T , where we assume that the entries of w̄k and vk are
uncorrelated zero-mean white Gaussian noise processes with standard deviation σw
and σi,j,k , respectively. To linearize the measurement equations, we take the Jacobian
matrix of h(xk ) defined by an N (N − 1)/2 × 2DN matrix Hk = ∇h(xk ). The EKF
tracking (EKFT) algorithm is shown in Algorithm 3. Pk , Rk and Q are the covariance
matrix of the error in the state estimate, the measurement noise, and the process
noise, respectively. We also consider one anchored localization algorithm similar to the
WMDS in [2]. We employ the known locations of the anchors to end up with a set
of linear equations in the unknown locations and then we use ordinary LS to estimate
the location of the unknown nodes. Hence, we consider the WMDS algorithm with
the weighting matrix equal to identity matrix and we do not adopt any iterations per
snapshot of the movement.

4

Computational Complexity

We define the computational complexity as the number of operations required to create
one estimate of the location of the unknown nodes. For the sake of simplicity, we do not
count the number of additions and subtractions as well as the number of multiplications
by 1, −1, or powers of 2, due to the negligible complexity in comparison with more
general multiplications. Also, we consider the same complexity for multiplications and
divisions, and hence, present the sum of them as the number of floating point operations
(FLOPS). The results are summarized in Table 1.
The last column in the table presents the total number of FLOPS. To calculate this,
we assume that Gauss-Jordan elimination is used to calculate the matrix inverse and
N 3 + 6N 2 FLOPS are required to calculate the inverse of an N × N matrix. As well, we
assume that the Newton method is used to calculate a scalar square root (SQRT) and
12 FLOPS are required. Moreover, the GS orthonormalization process (Orthonorm.)
is considered which requires 2N D2 FLOPS for an N × D matrix. And, for a D × D

matrix EVD computation, we consider a maximum number of D3 FLOPS. As can be
seen in the table, both PEST and PIST have a quadratic complexity in N while it is
of order 5 in N (using the matrix inversion lemma) for the EKFT and of order 3 for
the ordinary LS. This results in a much higher complexity (especially for large N ) for
the EKFT and ordinary LS in comparison with the proposed algorithms.

5

Simulation Results

In this section, we compare the performance of the explained algorithms (PEST, PIST,
EKFT and ordinary LS) in different mobile network localization scenarios. We consider
a network of N = 14 mobile sensors, living in a two-dimensional space (D = 2). The
mobile nodes are considered to be initially deployed in an area of 100 m ×100 m.
To obtain a fair comparison, we consider the random walk process and measurement
model as described for the EKFT in Subsection 3.3. Further, we consider l = 4 anchors
to linearize the measurement model for the ordinary LS and also l = 4 anchors to
resolve the unknown translation and orthogonal transformation of the obtained location
estimates from the anchorless algorithms using Procrustes analysis as explained in
[7]. As explained earlier, the distance measurements are impaired by additive noise.
The derivations for the CRB of range estimation in an additive white Gaussian noise
(AWGN) channel with attenuation in [8] show that the CRB is inversely proportional
to the signal-to-noise ratio (SNR) of the transmissions and directly proportional to the
distance powered by the path loss exponent (κ). Therefore, for a free space model (κ =
2
2), we consider a constant γ = d2i,j,k /σi,j,k
, which acts like the SNR and punishes the
longer distances with larger measurement errors. To be able to quantitatively compare
the performances of the algorithms under consideration, we consider the positioning
mean squared error (PMSE) of the algorithms at the k-th snapshot, which is defined
by
P M PN
e2n,m,k
,
(15)
PMSE = m=1 n=l+1
M
where en,m,k represents the distance between the real location of the n-th node and
its estimated location at the m-th Monte Carlo (MC) trial of the k-th snapshot. All
simulations are averaged over M = 100 independent MC runs where in each run the
nodes move toward random directions starting from random initial locations.
Fig. 1 depicts the PMSE performance of the algorithms versus γ at snapshot k = 30
for Ts = 1 s and σw = 0.1. As can be seen from the figure, the EKFT performs
better than the other algorithms for γ values less than about 85 dB. The ordinary
LS is performing close to the PIST and their performance does not saturate with γ.
PEST has approximately the same performance as PIST till γ = 70 dB and after
that the performance of the PEST saturates. This is because the error due to first
order approximations in the PEST becomes dominant after γ = 70 dB. The EKFT
performs better than the proposed algorithms because it has perfect knowledge of the
statistical properties of the process and the measurement models while this knowledge
is not required for our algorithms (being non-parametric) and this is a considerable
advantage. To highlight this effect, we feed the EKFT with Q and Rk matrices by
keeping their structure but applying a perturbation on the non-zero values. The result
(EKFT with imperfect model knowledge) illustrates that the performance of the EKFT
degrades and becomes worse than the other algorithms for a large span of γ. Fig. 2
shows the previous scenario but for Ts = 10 s and σw = 2. To emphasize the effect of
the Ts , we have also increased the value of σw , which increases the movement dynamics
of the process model. As can be seen from the figure, the performances of both the
ordinary LS and the EKFT are affected which can be justified by their dependency on
Ts . It is notable that the performance of the EKFT is significantly degraded making
it the worst among the algorithms under consideration.
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Conclusions

Classical MDS is a popular cooperative localization scheme in static WSNs. However,
computing an EVD for each snapshot of a mobile network is computationally intensive.
To overcome this problem, we have proposed two novel algorithms based on subspace
tracking to track the variations in the signal eigenvectors and corresponding eigenvalues
of the double-centered distance matrix. It has been shown that the proposed algorithms
have a low computational complexity and an acceptable localization accuracy compared
to the algorithms using the EKF and the ordinary LS. Future work will be conducted
on the distributed realization of the proposed algorithms thereby focusing on networks
with partial connectivity.

References
[1] J. A. Costa, N. Patwari, and A. O. Hero, “Distributed Weighted MDS for Node Localization in
Sensor Networks,” ACM Trans. on Sensor Networks, vol. 2, pp. 39–64, Feb. 2006.
[2] F. K. W. Chan, and H. C. So, “Efficient Weighted Multidimensional Scaling for Wireless Sensor
Networks,” IEEE Trans. on Signal Proc., vol. 57, pp. 4548–4553, Nov. 2009.
[3] U. Ferner, H. Wymeersch, and M. Z. Win, “Cooperative Anchorless Localization for Large Dynamic Networks” in Proc. Intl. Conf. on Ultra-Wideband. ICUWB, Sept. 2008, pp. 181-185.
[4] L. Dong, “Cooperative Network Localization via Node Velocity Estimation,” in Proc. IEEE
WCNC, April 2009, pp. 1–6.
[5] G. H. Golub and C. V. Loan, Matrix Computations. Baltimore, MD: Johns Hopkins Univ. Press,
3rd ed., 1996.
[6] R. J. Vaccaro, “Weighted Subspaces Fitting Using Subspace Perturbation Expansion,” in Proc.
IEEE ICASSP, May 1998, pp. 1973-1976.
[7] K.W. Cheung and H. C. So, “A Multidimensional Scaling Framework for Mobile Location Using
Time-of-arrival Measurements,” IEEE Trans. on Signal Proc., vol. 53, pp. 460-470, Feb. 2005.
[8] Y. Wang, G. Leus, A.-J. van der Veen, “Cramer-Rao Bound for Range Estimation,” in Proc.
IEEE ICASSP, May 2009, pp. 3301–3304.

Compressive Sampling for Power Spectrum
Estimation∗
Dyonisius Dony Ariananda, Geert Leus
Faculty of Electrical Engineering, Mathematics, and Computer Science
Delft University of Technology
Mekelweg 4, 2628 CD, Delft, The Netherlands
{d.a.dyonisius,g.j.t.leus}@tudelft.nl
Abstract
Compressive sampling is a well-known approach to reconstruct sparse signals
based on a limited number of measurements. In spectrum sensing applications for
cognitive radio though, only reconstruction of the power spectrum of the signal
is required, instead of the signal itself. In this paper, we present a new method
for power spectrum reconstruction based on samples produced by a sub-Nyquist
rate sampling device. The stationary assumption on the received analog signal
causes the measurements at the output of the compressive sampling block to be
cyclo-stationary, or the measurement vectors to be stationary. We investigate the
relationship between the autocorrelation matrix of the measurement vectors and
that of the received analog signal, which we represent by its Nyquist rate sampled
version. Based on this relationship, we are able to express the autocorrelation
sequence of the received wide sense stationary signal as a linear function of the
vectorized autocorrelation matrix of the measurement vectors. Depending on
the compression rate, we can present the problem as either over-determined or
under-determined. Our focus will be mainly on the over-determined case, in
which the reconstruction does not require any additional constraints. Two types
of sampling matrices are examined, namely complex Gaussian and multi-coset
sampling matrices. For both of them, we can derive conditions under which the
over-determined system will result in a unique solution for the power spectrum
by adopting a simple least squares (LS) algorithm. In the case of multi-coset
sampling, further improvement on the quality of the power spectrum estimates
can be attained by optimizing the condition of the sampling matrix.

1

Introduction

In cognitive radio networks, the so-called secondary users are allowed to opportunistically rent licensed frequency bands when the licensed users are inactive. In such
networks, wideband spectrum sensing is a crucial task for the secondary users that are
required to sense the wireless environment over a wide frequency band and to detect
the spectrum occupancy. Based on the result of spectrum sensing, the secondary users
can subsequently exploit the available frequency holes to set up a communication link.
The fact that a broad spectral range has to be sensed in cognitive radio environments
has put an additional burden on the existing analog-to-digital converters (ADCs) since
the ADCs will need to sample a very large bandwidth signal at the Nyquist rate, which
yields a high power consumption [1]. Several works on sub-Nyquist sampling have
been conducted in order to alleviate the requirements of the ADCs. Sub-Nyquist sampling based on multi-coset sampling has been evaluated in [2] for the case of multiband
∗
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signals. Furthermore, [2] has also derived the condition that allows perfect signal reconstruction from the obtained sub-Nyquist samples. In addition, sub-Nyquist sampling
for sparse multiband analog signals using a so-called modulated wideband converter
(MWC) is introduced in [3]. The MWC basically consists of multiple channels, each
of which applies a different mixing function followed by low-pass filtering and low-rate
uniform sampling. Similar to [2], [3] also provides the conditions for perfect reconstruction of the original signal based on the output of the MWC.
Note that all the above works focus on perfect reconstruction of the original signal
while spectrum sensing applications only require perfect reconstruction of the power
spectrum or equivalently the autocorrelation sequence. In [4, 5], power spectrum reconstruction methods based on compressive sampling have been proposed by focusing
on the autocorrelation sequence instead of the signal itself. In general, both approaches
exploit the sparsity feature of the edge spectrum. The method in [4], however, compresses the autocorrelation function of the Nyquist rate samples, and thus actually
still requires Nyquist rate sampling. Hence, [5] attempts to directly perform compressive sampling on the received signal by exploiting the relationship between the
autocorrelation sequence of the measurements and the one of the Nyquist rate samples. However, [5] assumes stationarity of the measurements, which is not correct for
most compressive sampling matrices.
In this paper, we introduce a new sub-Nyquist sampling based approach for power
spectrum reconstruction. Our approach exploits the stationarity of the measurement
vectors (or cyclo-stationarity of the measurements) and may not even require the sparsity assumption, which is usually needed for perfect reconstruction of the original signal.
We first discuss how to exploit the relationship between the autocorrelation sequence of
the Nyquist rate samples and the autocorrelation matrix of the measurement vectors.
We subsequently attempt to reformulate the problem by considering the elements of
the measurement vector as the outputs of different filters having coefficients given by
the rows of the sampling matrix. We then focus on the reconstruction of the power
spectrum for over-determined systems by considering two choices for the compressive
sampling matrix, namely a complex Gaussian matrix and a multi-coset matrix.

2

Problem Formulation

Consider the received wide sense stationary analog signal x(t) that is sampled using an
analog to information converter (AIC) resulting in a sequence of measurement vectors
y[k]. As discussed in [4, 5], the AIC can be interpreted (but not implemented) as
a block consisting of a basic Nyquist rate ADC followed by a multiplexing operation
collecting N consecutive Nyquist rate samples, and concluded by a multiplication with
a compressive sampling matrix, which compresses the number of samples from N to
M . Based on the above point of view, we denote the output of the Nyquist rate ADC
by x[n] and the output of the multiplexer by the N × 1 vector sequence x[k] given by:

T
x[k] = x[kN ] x[kN + 1] .... x[kN + N − 1] .
(1)
Then, each N ×1 vector x[k] is compressed by the M × N compressive sampling matrix
Φ leading to the M × 1 vector sequence y[k]:
y[k] = Φx[k].

(2)

We denote the autocorrelation sequence of the Nyquist rate samples x[n] by rx [l] =
E [x[n]x∗ [n − l]], where (.)∗ represents the complex conjugate operation. The N ×
N autocorrelation
matrix of x[k] in (1) can subsequently be constructed as Rx =

H
E x[k]x [k] , whose elements are given by:
[Rx ]ij = rx [i − j] = rx∗ [j − i],

(3)

while the M × M autocorrelation matrix of y[k] in (2) can be written as:
Ry = E[y[k]yH [k]] = ΦRx ΦH .

(4)

Note that the elements of the measurement vectors y[k] are generally not wide sense
stationary because of the nature of the compressive sampling matrix Φ. Consequently,
it is generally not possible to express the elements of Ry in a similar form as (3).
This fact, however, allows us to exploit all columns of Ry for estimating one of the
columns of Rx since, unlike the columns of Rx , every column of Ry contains different
information. We first stack all columns of Ry into the M 2 × 1 vector vec(Ry ), where
vec(.) is the operator stacking all columns of a matrix in a large column vector. It is
then obvious from (4) that we can write vec(Ry ) as:
vec(Ry ) = (Φ∗ ⊗ Φ)vec(Rx ),

(5)

where ⊗ represents the Kronecker product operation. As mentioned earlier, all columns
of Rx contain the same information, which can be condensed into the 2N − 1 vector
rx = [rx (1 − N ), · · · , rx (−1), rx (0), rx (1), · · · , rx (N − 1)]T . We can then express the
relationship between vec(Rx ) and rx as:
vec(Rx ) = Trx ,

(6)

where T is a special N 2 × (2N − 1) repetition matrix. By combining (5) and (6), we
obtain:
vec(Ry ) = (Φ∗ ⊗ Φ)Trx .
(7)
We introduce the M 2 × (2N − 1) matrix Θ = (Φ∗ ⊗ Φ)T to simplify the analysis, and
rewrite (7) as:
vec(Ry ) = Θrx .
(8)
Given (8), we aim to reconstruct the autocorrelation sequence rx from vec(Ry ) and to
use it for calculating the (2N − 1) × 1 power spectrum vector px according to:
px = Frx

(9)

where F is a (2N − 1) × (2N − 1) column-permuted version of the discrete Fourier
transform (DFT) matrix.

3

Problem Reformulation

Each row of Φ in (7) can also be considered as a unique discrete waveform or filter and
we can thus express Φ in terms of its row vectors:

T
Φ = ϕ0 ϕ1 ϕ2 . . . ϕM −1 ,

(10)

with ϕi = [ϕi [0], ϕi [−1], . . . , ϕi [1 − N ]]T . If the vector sequence y[k] in (2) is defined as
a collection of M parallel scalar sequences yi [k], i.e., y[k] = [y0 [k], y1 [k], . . . , yM −1 [k]]T ,
we can consider yi [k] as the N -fold
P decimated version of the sequence obtained by
filtering x[n] with ϕi [n], yi [k] = 0n=1−N ϕi [n]x[kN − n]. In this case, we can express
the auto- and cross-correlations between the elements of the measurement vector y[k]
in vec(Ry ) in terms of the auto- and cross-correlation sequences between the different
sequences yi [k] evaluated at lag zero. By denoting the correlation sequence between

yi [k] and yj [k] at lag l by ryi ,yj [l] and taking the deterministic nature of the filter
coefficients into account, ryi ,yj [l] can be written as:
ryi ,yj [l] = E



yi [k]yj∗ [k

0
X

− l] =

n=1−N

ϕi [n]

0
X

ϕ∗j [p]rx [lN + p − n].

(11)

p=1−N

By using variable substitution, (11) can be rewritten as:
ryi ,yj [l] =

N
−1
X

rϕi ,ϕj [s]rx [lN − s],

(12)

s=1−N

P
where rϕi ,ϕj [l] = 0n=1−N ϕi [n]ϕ∗j [n − l] is the deterministic correlation sequence between ϕi [n] and ϕj [n]. By taking (12) into account, we can express vec(Ry ) in (8)
as:
h
iT
vec(Ry ) = rTy0 [0], rTy1 [0], . . . , rTyM −1 [0] ,
(13)

T
where ryi [0] = ry0 ,yi [0], ry1 ,yi [0], . . . , ryM −1 ,yi [0] . From some elementary mathematical
computations on (7) and (8) as well as from (12), we can observe that Θ in (8) is
composed of the auto- and cross-correlations between the rows of Φ. By specifying

T
rϕi ,ϕj as rϕi ,ϕj = rϕi ,ϕj [N − 1], · · · , rϕi ,ϕj [0], · · · , rϕi ,ϕj [1 − N ] , Θ can be written as:

T
Θ = rϕ0 ,ϕ0 , . . . , rϕM −1 ,ϕ0 , . . . , rϕ0 ,ϕM −1 , . . . , rϕM −1 ,ϕM −1 .
(14)
From (13) and (14), we can find that vec(Ry ) is obtained by simply multiplying the
autocorrelation sequence rx with Θ, whose elements are given by the deterministic
auto- and cross-correlations between the rows of Φ.

4

Reconstruction

We try to recover the power spectrum by first reconstructing the autocorrelation sequence rx from (8) for Θ given by (14). The reconstruction problem can be classified
into two different cases, the under- and over-determined cases (the determined case is
viewed as part of the over-determined case). It is important to note how our method
may boil down to an over-determined system (even with significant compression, i.e.,
M ≪ N ) while common compressive sampling problems generally result in an underdetermined system. This is due to the fact that we concentrate on reconstructing
statistical parameters (namely auto- and cross-correlation sequences), which enables
us to gain much more system equations. While additional constraints (such as sparsity
assumptions, as discussed in [6]) are obviously required in the under-determined case,
this is not the case for the over-determined case which will be the focus of this paper.
More details on the under-determined case can be found in [4, 5, 6].
In general, the system will be over-determined when M 2 ≥ 2N − 1. If Θ has full
column rank, we can calculate the autocorrelation vector rx from (8) as the LS solution
of (8):
r̂x = (ΘH Θ)−1 ΘH vec(Ry ).
(15)
The power spectrum estimate p̂x can subsequently be calculated from (9). It is interesting to note that we can reconstruct the statistics of the signal without requiring
any sparsity assumptions. This is in contrast with the general compressive sampling
framework where signal sparsity is required to ensure perfect reconstruction. In the
following two sub-sections, we discuss the design of the sampling matrix in order to
guarantee the uniqueness of the LS solution (Θ having full column rank). We consider
the complex Gaussian matrix and multi-coset matrix cases.

4.1

Complex Gaussian Sampling Matrix

When every element of Φ is randomly generated following a Gaussian distribution, the
probability that Θ will have full column rank is very high once M 2 ≥ (2N − 1) and
this can happen for M ≪ N . Hence, we propose to use a complex Gaussian matrix as
a possible realization of the sampling matrix Φ to ensure the full column rank property
of Θ.

4.2

Multi-Coset Sampling Matrix

Multi-coset sampling can also be tailored to fit into our framework. From (10), a
multi-coset sampling matrix can be constructed by selecting M different rows from the
identity matrix IN leading to an M × N multi-coset sampling matrix Φ. Note that we
cannot choose the rows of IN in a random way for a given M since some conditions
have to be fulfilled to guarantee the full column rank property of Θ in (14). When
we employ a multi-coset sampling matrix, each row of Θ will only contain a single one
and will have zeros elsewhere. Therefore, to obtain a full column rank Θ, we must
select a proper combination of rows of IN that leads to Θ having at least a single one
in every column. Moreover, our aim is to keep the number of selected rows minimal in
order to minimize the compression rate M/N . By assuming that ϕj [n] = δ[−n − nj ]
for j = 0, 1, 2, . . . , N − 1, it is obvious from (12) that the correlation rϕi ,ϕj [l] is given by
rϕi ,ϕj [l] = δ[l − ni + nj ]. The next step is to form Φ by selecting M out of N rows of IN
subject to the constraints on Θ stated earlier. By introducing S as a set of M indices
chosen from {0, 1, . . . , N − 1}, which represents the rows from IN that are going to be
selected and Ω as a set given by:
Ω = {|ni − nj | : ∀ni , nj ∈ S} ,

(16)

we can express the multi-coset sampling matrix construction problem as:
min |S| s.t. Ω = {0, 1, . . . , N − 1} ,
S

(17)

where |S| represents the cardinality of the set S. In fact, this problem is a so-called
minimal (N − 1)-length sparse ruler problem. An (N − 1)-length sparse ruler can be
considered as a ruler having k < N distance marks 0 = n0 < n1 < . . . < nk−1 = N − 1
and that is still able to measure all integer distances from 0 up to N −1. Observe that Ω
in (17) is the set of integer distances that can be measured by the (N −1)-length sparse
ruler with all marks ni ∈ S. The (N − 1)-length sparse ruler with k distance marks is
called minimal if there is no (N − 1)-length sparse ruler with k − 1 marks. Solving this
minimal sparse ruler problem basically means minimizing the compression rate M/N ,
while maintaining uniqueness of the solution of the LS reconstruction problem. The
minimal sparse ruler problem has for instance been studied in [7].
Note that in practice, the received signal x(t) will be of finite length. Consequently,
Rx in (3) will not be a perfect Toeplitz matrix and this contributes to additional errors
in the LS estimate r̂x in (15). In order to get a better error averaging, it is desirable to
have a sufficient number of ones in each column of Θ. Given M , the best way to get the
optimum error averaging is by ensuring that the number of ones in each column of Θ is
as equal as possible. With respect to this issue, we propose two possible approaches for
the construction of a multi-coset sampling matrix. In scheme I, we start by generating
a multi-coset sampling matrix based on a minimal sparse ruler leading to minimum
M/N . The larger
P M/N
P cases are then realized by selecting additional rows of IN that
minimize Var[ ni ∈S nj ∈S rϕi ,ϕj [l]], namely the variance of the multiplicity of ones in
the columns of Θ. In scheme
we do not start from a minimal sparse ruler. Instead,
P II, P
we directly minimize Var[ ni ∈S nj ∈S rϕi ,ϕj [l]] while minimizing M/N . Note that our

second approach might not be able to reach the smallest possible value of M/N as
provided by a minimal sparse ruler design. The procedures for scheme I and II are
described below.
1. Denote S (k) as the set
{0, 1, . . . , N − 1} after the k-th
 of indices selected from
(k)
(k)
iteration and Ω = |ni − nj | : ∀ni , nj ∈ S
. Initialize S (0) = {0, N − 1} for
scheme II. For scheme I, the initial value for S (0) is obtained by solving the
minimal (N − 1)-length sparse ruler problem.
2. Denote
Ξ(k) = {0, 1, . . . , N − 1} \S (k−1) . For each nq′ ∈ Ξ(k) define the set Cq′ =
S
( ni ∈S (k−1) {|nq′ − ni |}) ∪ Ω(k−1) .
3. Define the set Γ(k) = {nq′′ |nq′′ = arg max |Cq′ |}, where |Cq′ | denotes the cardinq′ ∈Ξ(k)

nality of set Cq′ .
4. Search among the candidate set Γ(k) for the item nq that satisfies:


X
X


nq = arg min Var 
rϕi ,ϕj [l]
(k)
nq′′ ∈Γ
ni ∈S (k−1) ∪{nq′′ } nj ∈S (k−1) ∪{nq′′ }
S
5. We set S (k) = S (k−1) ∪ {nq } and Ω(k) = ( ni ∈S (k−1) {|nq − ni |}) ∪ Ω(k−1) . As long
as |S (k) | is less than the desired M (or |Ω(k) | < N for scheme II), go to step 2.
6. Construct Φ by selecting M out of N rows of IN where the M indices are given
by S (k) with k = M − 2 for scheme II and k = M − |S (0) | for scheme I.
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Figure 1: The MSE between the estimated power spectrum and the theoretical one for
a noiseless signal.
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Simulation Study
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In this section, the numerical results from a simulation study for both multi-coset
and complex Gaussian sampling are presented. Consider a complex baseband representation of an OFDM signal having 8192 sub-carriers spanning a frequency band
from −π to π, 16 QAM data symbols and a cyclic prefix length of 1024. We activate 3072 sub-carriers in the bands [−π, −0.875π], [−0.5π, −0.375π], [0, 0.25π] and
[0.5π, 0.75π]. The power of the transmitted signal x(t) is set to 10dB. The value of
N is fixed to N = 128 and the compression rate M/N is varied while ensuring the
full column rank property of Θ. We randomly generate the entries of the complex
Gaussian sampling matrix with zero mean and variance 1/M and we keep it fixed over
the different simulation runs. Fig. 1a depicts the mean squared error (MSE) between
the estimated power spectrum and the theoretical one when a complex Gaussian sampling matrix is
is assumed in this figure. The MSE is computed based
 used. No noise
2
on MSE = E (kp̂x − px k2 )/kpx k22 where px denotes the theoretical power spectrum
vector. In order to simulate different sensing times, we calculate the MSE for different
numbers of collected measurement vectors (MVs) y[k] in (2). The MSE between the
estimated power spectrum produced by Nyquist rate sampling and the theoretical one
is also plotted as a line for the sake of reference. From the figure, it is obvious that
the quality of the estimation produced by complex Gaussian sampling improves with
M/N , although its performance converges very slowly towards that of Nyquist rate
sampling. We can also observe that the MSE improves as the sensing time increases
due to the fact that our estimated autocorrelation value ryi ,yj [0] in (13) approaches the
actual value. Fig. 2a describes the estimated power spectrum together with the theoretical one for M/N = 0.5 and different sensing times. A complex Gaussian sampling
matrix is also considered here. Observe that for longer sensing times, the presence of
the active bands can be better located.
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Figure 2: Estimated power spectrum for M/N = 0.5 together with the theoretical one;
top: noise-free; bottom: noisy.
We investigate three different schemes for the construction of the multi-coset sampling matrix. For scheme I, it turns out that the minimum number of distance marks
for a 127-length sparse ruler is 20 and thus we choose the corresponding 20 rows from
the 128 rows of the identity matrix I128 to construct a 20 × 128 matrix Φ. The larger
M/N cases are then realized by selecting additional rows of IN that minimize the variance of the multiplicity of ones in the columns of Θ (as mentioned in Section 4.2). In
scheme II, the sampling matrix for every M/N case is constructed according to the

procedures explained in Section 4.2. However, the minimum M/N achievable by this
scheme is higher than that by scheme I, namely 24/128 instead of 20/128. Similar to
scheme I, scheme III also starts from the sampling matrix generated based on the minimal 127-length sparse ruler. However, instead of focusing on the multiplicity of ones
in the columns of Θ, the larger M/N cases are realized by randomly adding additional
rows of I128 into the already selected 20 rows. From Fig. 1b, it is clear that schemes
I and II have outperformed scheme III, meaning that ensuring the number of ones in
each column of Θ to be as equal as possible leads to better error averaging. A similar
trend is also found in Fig. 2b. Note that from Figs. 1 and 2, multi-coset sampling
appears to offer a better performance than complex Gaussian sampling.

6

Conclusion

In this work, a new method for power spectrum estimation based on samples produced by a sub-Nyquist rate sampling device has been proposed. In general, the cyclostationarity of the measurements is exploited to obtain more linear equations for the
reconstruction problem. We concentrate on the over-determined case and investigate
the full column rank property of the reconstruction matrix Θ such that a simple LS
algorithm can be employed to recover the power spectrum of stationary signals even
without any sparsity assumption. We investigate two realizations of the sampling matrix, namely a multi-coset and a complex Gaussian sampling matrix. For the case of
multi-coset sampling, we introduce new methods to optimize the performance by minimizing the variance of the multiplicity of ones in each column of Θ. The simulation
study for both sampling matrix realizations has indicated the satisfactory performance
of our method, which is able to correctly locate the occupied bands, thus making it a
suitable candidate for power spectrum sensing in a cognitive radio network.
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Abstract
We study precoded modulations for the outage probability minimization of
block fading channels. This paper establishes interesting upper bounds on the
outage probability, whose simple expressions allow to determine which precoding
matrix minimizes these upper bounds. Through this optimization, the gap between the outage probability corresponding with a discrete input alphabet and
the best outage achieved by an i.i.d. Gaussian alphabet is almost closed.

1

Introduction

A block fading (BF) channel [1] is a useful model for all channels that consist of parallel
sub-channels (e.g. via time-interleaving, frequency hopping, OFDMA or cooperative
communications). The outage probability limit is a fundamental and achievable lower
bound on the average word error rate of coded systems [1], [10]. By choosing a well
designed precoding matrix P , the outage probability can be minimized [5]. Because
no closed form expression for the outage probability is known, only a brute force
optimization could be applied. A unitary B × B precoding matrix has B 2 degrees
of freedom, so that the optimization of the outage probability is multivariate. In a
brute force optimization, Monte Carlo simulations are required to take into account
the distribution of all fading gains when evaluating the outage probability, which is
often intractable.
In order to simplify the optimization of the outage probability, we establish upper
bounds on the outage probability that can be optimized without performing Monte
Carlo simulations. In [5], such upper bounds on the outage probability were established
for BF channels with i.i.d. Gaussian input alphabets and discrete input alphabets
without precoding. Also in [5], an illustration, without proof, of upper bounds on
the outage probability of BF channels with B = 2 and discrete input alphabets with
precoding was given. Here, we formally proof the latter case for high signal-to-noise
ratio (SNR). The proof is assisted by a new channel model giving more insight.

2

A new channel equation for BF channels

The transmitter output is a real or complex vector x = [x(1), . . . x(B)] where x(b) =
[x(b)1 , . . . , x(b) N ] is the b-th part of the transmitted vector. The received vector and
B
the noise vector are similarly represented. The channel is memoryless with additive
white Gaussian noise and multiplicative real fading (Rayleigh distributed). The fading
coefficients are only known at the decoder side where the received signal vector is
y(b) = αb x(b) + w(b), b = 1, . . . , B, where the fading coefficient αb is independent
and identically distributed (i.i.d.) from block to block. The noise vector w(b) consists
of N/B independent noise samples which are complex Gaussian distributed, w(b)n ∼
CN (0, γ1 ), where γ is the average signal-to-noise ratio.

x(2)n

t(2)n

xn = Pzn
zn = (1, 1)

(−1,1)

tn

θ

x(1)n

t(1)n

(1,−1)

(−1,−1)

(a)

(b)

Figure 1: Displaying the rotation at the transmitter (a) (xn ) and at the receiver (without noise) (b) (tn ) for B = 2. The empty (filled) circles represent Ωz (Ωx ). The
components of tn are obtained by scaling the components xn by their respective fading gain (here α2 < α1 ). The crosses on the coordinate axes are the transmitted and
received vector components, respectively.
It was shown in [2] that component interleaving combined with linear precoding
can yield important gains in BF channels. In that case, each string of m bits is
mapped to one of M = 2m points belonging to a B-dimensional real or complex space;
the corresponding B-dimensional M-point constellation Ωz is denoted M-RB or MC B , respectively. Denoting as zn = [z(1)n , . . . , z(B)n ]T the B-dimensional vector that
results from mapping the n-th string of m coded bits, the linear precoding involves the
computation
N
(1)
xn = P zn , n = 1, . . . , ,
B
where the symbols {x(b)n , b = 1, . . . , B} are the components of the multidimensional
symbol xn (we similarly consider yn and wn ), which belongs to the B-dimensional
M-point constellation Ωx . A precoding matrix P that is unitary is an obvious choice
because it does not decrease the capacity of a Gaussian channel. In this paper, we will
restrict our study to real precoding matrices, hence P is orthogonal. When B = 2, P
is a rotation matrix with rotation angle θ.
Fig. 1 illustrates the effect of a rotation for B = 2 when a 4-R2 constellation is used
as Ωz . In that case, Ωx is a rotated version of Ωz = 4-R2 . When received at the destination, the components of xn are affected by their corresponding fading gain and noise.
When only considering the fading, we consider tn = α · xn = [α1 x(1)n , ..., αB x(B)n ],
which is shown at the right side in Fig. 1. The symbol tn = [t(1)n , ..., t(B)n ] belongs
to the constellation Ωt , which we denote as the faded constellation. Note that this
constellation is different for each codeword, because the fading point α changes.
This system is better modelled by the channel equation
yn = tn + wn , n = 1, . . . ,

N
.
B

(2)

Depending on the set of fading points α that is considered, the constellation Ωt at the
input of this Gaussian vector channel will vary. This new channel equation gives more
insight and is important in the new proofs proposed here.

α2

α2,o

Outage boundary

0

α1,o

0
α1

Figure 2: The outage boundary limits the region Vo (coloured red) in the fading space
which corresponds to an information theoretic outage event. The points {αb,o , b =
1, . . . , B} are shown for B = 2. The information rate is R = 0.9 bpcu. The average
SNR is fixed to γ = 8dB.

3

Method to Upper Bound Outage Probability

For the remainder of the paper, we will drop the index n in the vectors zn , xn , tn , yn and
wn , as the time index is not important when considering mutual information. We write
random variables using upper case letters corresponding to the lower case letters used
for their realizations. The mutual information I (α, γ, P ) at a certain fading point
α between the transmitted B-dimensional symbol x and the corresponding received
vector y is given by [7], [6]
I (α, γ, P ) =

1
1
I(X; Y|α, γ) = I(T; Y|α, γ),
B
B

(3)

where the last term corresponds with Eq. (2), and where the scaling factor B1 is added
because the B blocks in the channel timeshare a time-interval [4, Section 9.4].
The outage probability is the probability that the instantaneous mutual information
is less than the transmitted rate. In other words, the outage probability corresponds
to a set of fading gains where the channel is sufficiently bad (the channel is in outage):
Z
p(α)dα,
(4)
Pout (γ, Ωz , P, R) =
α∈Vo

where Vo is the region of fading gains in the fading space [3] such that I (α, γ, P, Ωz ) <
R. The region Vo is limited by an outage boundary Bo (γ, P, Ωz , R), defined by I (α, γ, P, Ωz ) =
R (Fig. 2). Here, we describe the precoder P and constellation Ωz minimizing the outage probability Pout (γ, P, Ωz , R).

Definition 1 We define αb,o by the magnitude of the intersection between the outage
boundary and the axis αb . More precisely, I α|αi =0,i6=b,αb =αb,o , γ, P = R. By convention, αb,o = +∞ if the axis αb is an asymptote for the outage boundary.
In the remainder of the paper, we denote the points α|αi =0,i6=b,αb =αb,o by αb,o . The
defined points are illustrated in Fig. 2 for B = 2. The points {αb,o , b = 1, . . . , B} correspond to the case that all fading gains are zero, except one, whose value is the scaling
factor of the projection of the multidimensional constellation on the b-th coordinate
axis x(b), so that the mutual information between the B-dimensional symbol x and
the corresponding received signal vector y is equal to the spectral efficiency BR (see
Eq. (3)). In other words, if the projection of the multidimensional constellation on
each coordinate axis yields the same set of points, then the magnitudes of the points
{αb,o , b = 1, . . . , B} are equal. This is satisfied under mild symmetry conditions of Ωx
and we denote the projection of Ωx on either coordinate axes by Sp , where p stands for
projection. The magnitudes {αb,o , b = 1, . . . , B} are equal, so that we denote them by
αo .
Note that multidimensional constellations satisfying these symmetry conditions
have an interesting property. For these constellations, the function I (X(b); Y (b)|αb = α, γ),
which is the mutual information of a point-to-point channel with fading coefficient
αb = α, average SNR γ and with discrete input X(b), does not depend on b. As a
consequence, we will represent this mutual information by ISp (α2 γ, P ).
From Eq. (4), it is clear that the outage probability can be upper bounded by Pup
corresponding to a boundary Bup , outer bounding Bo (γ, P, Ωz , R):
Z
p(α)dα,
(5)
Pup =
α∈Vup

where Vup is the region limited by Bup .
In the following section, we will determine a boundary with a simple shape outer
bounding Bo (γ, P, Ωz , R), which is then much easier to optimize. This can be done by
determining a surface in the fading space, U(α) = 0, satisfying
I (α, γ, P ) ≥ R, for all α satisfying U(α) = 0.

(6)

Here, the new channel equation, Eq. (2), can be used. By showing that for all α
satisfying U(α) = 0, the constellation Ωt is distorted in such a way that I(T; Y|α, γ) >
BR, it is proved that U(α) = 0 outer bounds Bo (γ, P, Ωz , R).
For example, for B = 2, we will prove that a circular arc touching Bo (γ, P, Ωz , R)
at α1 = αo (on the horizontal axis) and α2 = αo (on the vertical axis) satisfies Eq. (6).

4

Upper Bounds on the outage probability
with linear precoding

In [5], it is proved that the outage boundary for a channel with an i.i.d. Gaussian
input alphabet or a discrete input alphabet without precoding is outer bounded by the
hypersurface of a B-hypersphere touching it at αb,o , ∀ b. Here, we prove that this is
also true for a discrete input alphabet with linear precoding at high SNR.
Proposition 1 On a BF channel at high SNR, with a discrete input alphabet and with
linear precoding, the outage boundary Bo (γ, P, Ωz , R) is outer bounded by the hypersur2
face of the B-hypersphere α12 + α22 + . . . + αB
= αo2 touching it at the axes of the fading
space.

Proof 1 Recall that I (α, γ, P ) = B1 I(T; Y|α, γ) (Eq. (3)). In [9] and [11], it is
proven that for high SNR, maximizing (minimizing) the minimal Euclidean distance
dmin of a constellation maximizes (minimizes) the mutual information on a Gaussian
channel. For high SNR, the mutual information is [11]
I(T; Y|α, γ) ≈ m − 2

p
Kπ
Q(d
(α)
γ/2),
min
2
2m dmin (α)

(7)

where dmin (α) is the minimal distance of the constellation Ωt and K is the number of
pairs of points at minimum distance in the constellation Ωt .
(i)
(i)
(j)
(j)
Consider two points x(i) = (u1 , . . . , uB ) and x(j) = (u1 , . . . , uB ) from the constellation Ωx . The corresponding points t(i) and t(j) from the faded constellation Ωt
have a squared Euclidean distance given by
t

(i)

−t

(j) 2

=

B
X

αb2

2

(i)
(j)
ub − ub
.

(8)

b=1

2

(i)
(j)
Let us denote by b∗ the value of b ∈ {1, . . . , B} for which ub − ub
is minimum.
PB
For the B-hypersphere b=1 αb2 = αo2 , we obtain
2

2
(i)
(j)
t(i) − t(j) ≥ αo2 ub∗ − ub∗ ,
(9)
where equality in Eq. (9) is achieved when αb∗ = αo . When b∗ is not unique, equality
2

(i)
(j)
∗
. Hence,
in Eq. (9) holds when αb∗ = αo holds for any b that minimizes ub − ub
the minimum distance dmin (α) for the constellation Ωt is given by
dmin (α) = αo

min

min

i,j∈{1,...,M } b∈{1,...,B}
i6=j

(i)

(j)

ub − ub

(10)

As the constellation Ωx is such that its projection on either coordinate axis yields the
same set of points Sp , the minimum distance dmin (α) is achieved for either fading gain
equal to αo (and the remaining B − 1 fading gains equal to 0).
The proof for low SNR is outside the scope of this paper, but we conjecture that
the hypersurface of the considered hypersphere outer bounds the outage boundary
for all SNRs. This outer boundary corresponds with an upper bound on the outage
probability. Minimizing this upper bound is simply achieved by minimizing αo .
For completeness, we note that the precoded constellations achieve full diversity
for a rate R, provided that 2BR does not exceed the number of points contained in
the projection of Ωx on a coordinate axis [5]. When considering the 4-R2 constellation
from Fig. 1(a), Sp contains only 2 points when the rotation angle θ is a multiple of π/2,
and 4 points otherwise. Therefore, the maximum rate that corresponds to full diversity
is R = 0.5 when the rotation angle θ is a multiple of π/2, and R = 1 otherwise.

5

Minimizing the outage probability
of precoded constellations

In the previous section, we proved for high SNR that the outage boundary of block
fading channels with precoded constellations is outer bounded by a hypersurface of

a region Vup (αo ), a B-hypersphere with center in the origin and touching the outage
boundary at the axes of the fading space. This hypersurface corresponds to an upper
bound Pup (αo ) on the outage probability of the channel (see Eq. (5)). Instead of
minimizing the actual outage probability, it is easier to minimize the upper bound
on the outage probability. This optimization allows the actual outage probability to
closely approach a lower bound on the outage probability, i.e., the outage probability
corresponding to an i.i.d. Gaussian input alphabet, which is illustrated in the numerical
results.
The B-hypersphere is completely determined by one variable, its radius αo . From
Eq. (5), it is clear that the region Vup (αo ) has to be made as small as possible to
minimize Pup (αo ). Therefore, the optimization target is to minimize the radius αo .
Because ISp (αo2 γ, P ) = BR, the minimization of αo is achieved by selecting the constellation Sp requiring the least energy to achieve a rate BR. This involves a proper
selection of both the constellation Ωz and the precoding matrix P . Note that this
optimization is much simpler than the direct minimization of the outage probability,
because it is hard to evaluate, especially when the number of fading gains and constellation points is large. Furthermore, no insight is gained by the latter approach, so that
it would not be clear which constellation Ωz should be taken.
In this section, we will show that the radius of the outer boundary, αo , can be
minimized by combining a simple optimization of the precoding matrix P with a constellation expansion.

5.1

Optimization of the precoding matrix

Let us denote by O the set of parameters from P over which we will minimize αo . For
B = 2, the only degree of freedom is the rotation angle. For larger B, more degrees
of freedom can be exploited to minimize αo . For the numerical results, we restrict
ourselves to B = 2.
The mutual information of Sp can be rewritten as ISp (αo2 γ, O), which yields αo2 =
IS−1
(BR,O)
p

. Changing the value of O (e.g. the rotation angle θ for B = 2) will change
the distances between the points in Sp and so change its mutual information. For a
fixed spectral efficiency R and fixed average SNR γ, minimizing the radius yields the
optimization criterion
Oopt = arg min IS−1
(O, BR).
p
γ

O

The optimization is performed by means of a simulation, due to the lack of closed
form expressions of the mutual information. Fortunately, the constellation is onedimensional, so the computational effort is minimal.

5.2

Optimization of the constellation Ωz

As the number of information bits per channel use is R = mRc /B, there are different
combinations of m and Rc yielding the same R. The number of points in the constellation is |Ωt |. Increasing the constellation size of Ωz will render a constellation Ωt
with more points. This higher order constellation may need less energy to achieve the
same rate. However, the decoding complexity increases as well as the complexity of
optimization, so that there is a trade-off between performance and complexity. The
higher the constellation size, the smaller the horizontal SNR-gap between the outage
probabilities corresponding to a precoded discrete input alphabet and i.i.d. Gaussian
input alphabet. But the improvement in performance becomes smaller and smaller, as
illustrated in Sec. 6.
Note that we limit the optimization of Ωz to expanding Ωz , so that we do not really
optimize it. Fortunately, this expansion seems sufficient.
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Figure 3: The optimization of θ and the optimized outage probabilities are shown when
complex symbols are transmitted. The transmitted rate is R = 1.8 bpcu.
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Numerical results

For the numerical results, we take B = 2 so that O = θ, and the optimization criterion
for the upper bound on the outage probability is to find θ so that IS−1
(θ, BR) is minp
imized. Next, a constellation expansion is performed to further minimize the upper
bound on the outage probability. In [5], the effect of precoding on real constellations
was studied. Here, we focus on complex constellations, for which all the proofs in this
paper are valid. This means that also for complex constellations, the outage boundary is outer bounded by a B-hypersphere, determined by one variable, its radius. We
restrict our attention to real precoding matrices.
Assume that a transmission rate R = 1.8 bpcu is aimed. Initially, we take the
constellation Ωz = 16-C 2 (Rc = 0.9), which can be build as the Cartesian product of two
4-QAM constellations (16-C 2=4-QAM×4-QAM). First, we consider the optimization
of the rotation angle θ. On the y-axis, we show the instantaneous SNR per symbol,
γs = αo2 γ, so that ISp (γs , θ) = BR. The minimum SNR per symbol γs that is needed
to transmit R = 1.8 bpcu for γ = 8dB is achieved by an i.i.d. complex Gaussian input
alphabet:
γs = 22R − 1.
This fundamental minimum can be approached when using a precoded discrete input
Ωz = 16-C 2 with rotation angle θ = 27 degrees. Now, we apply a constellation expansion to further reduce γs (see Fig. 3(a)). For example, γs for the rotated constellation
Ωz = 64-C 2 (8-QAM×8-QAM, Rc = 0.6) approaches the theoretical minimum very
closely for rotation angles within [35, 45] degrees. The optimization of θ and the optimized outage probabilities are shown in Fig. 3. The optimized outage probability
corresponding with a discrete input alphabet approaches the outage probability corresponding with an i.i.d. complex Gaussian input alphabet up to a few tenths of a
dB.

7

Conclusions

We have studied the effect of linear precoding on the outage probability of block fading
channels. We have analyzed the outage boundaries in the fading space and established outer boundaries with simple shapes which yield an easy optimization of the
outage probability for a discrete constellation, for an arbitrary number of blocks in
the fading channel. The combination of a constellation expansion and an optimized

precoding matrix, has shown to be sufficient to closely approach the outage probability
corresponding to an i.i.d. Gaussian input alphabet.
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Abstract
The 3D Morphable Face Model (3DMM)[1] has been used for over a decade for
creating 3D models from single images of faces. This model is based on a PCA
model of the 3D shape and texture generated from a limited number of 3D scans.
The goal of ﬁtting a 3DMM to an image is to ﬁnd the model coeﬃcients, the
lighting and other imaging variables from which we can remodel that image as
accurately as possible. These coeﬃcients can without further processing be used
in veriﬁcation and recognition experiments.
In this paper, we investigate the potential beneﬁts of using multiple images
from the same person to ﬁt a 3DMM. Lighting and imaging variables can diﬀer
from image to image, but the PCA coeﬃcients will remain the same, assuming
no change in expression between the images. We expect using multiple images
could result in a more accurate ﬁt.
A standard 3DMM ﬁtting algorithm uses a two-part cost function. The ﬁrst
part is a pixel-wise error function describing the diﬀerence between the modelled
image and the target image. The second part is for regularization to prevent overﬁtting the 3DMM. The coeﬃcients of a PCA model have a Gaussian distribution
with a mean of zero and add therefore a prior to the overall cost function. On
one hand the regularization prevents generating unlikely faces, based on the PCA
model, by pulling the ﬁtted coeﬃcients to the mean. On the other hand it reduces the between class variability by pulling coeﬃcients to the mean. However,
the inﬂuence of this regularization can be controlled by a single scalar relating
the cost of the pixel errors to the prior information.

1

Introduction

State-of-the-art face recognition is based on comparing 2D images. Unlike what TV
series like CSI would have us believe, forensic scientists currently take only a single
frame from a video on which they search for a comparison with a suspect. However,
face recognition based on 2D images suﬀers from noisy registration, diﬃcult illumination conditions and variation in expression. Therefore, in the Person Veriﬁcation 3D
project we aim to reconstruct a 3D model of a face based on an image sequence from
uncalibrated cameras.
The 3D Morphable Face Model (3DMM) provides a method to generate a 3D reconstruction of a face based on a single image. The 3DMM uses a 3D shape and texture
model of faces and using a Phong lighting model and a perspective projection it is
able to project that 3D model onto a 2D image. In an analysis by synthesis loop the
variables of the model, the lighting and the projection are optimized by using a cost

function to minimize the diﬀerence between a target image and the image that is generated by the illumination and projection of the model. In PV3D, we want to apply
the Morphable Model to multiple images from the same person.
This paper is organized as follows. Section gives 2 a detailed explanation of the
3DMM and the ﬁtting procedure is given. In section 3, the experiments and the results
are given. In the ﬁnal section, the results are discussed.

2
2.1

Methods
The basic Morphable Model

The morphable face model is based on a vector space representation of both the shape
and the texture of faces. The shape vector contains a ﬁxed number of Cartesian coordinates of vertices: S = (x1 , y1 , z1 , . . . , xn , yn , zn )T and the texture vector contains the
corresponding RGB values: T = (R1 , G1 , B1 , R2 , . . . , Rn , Gn , Bn )T . These shape and
texture vectors from various faces are aligned using a modiﬁed optical ﬂow algorithm[2].
This modiﬁed optical ﬂow algorithm gives two important outcomes. The ﬁrst one is
that every recorded face has the same number of vertices. The second one is that
landmarks such as the tip of the nose and the middle of each eye have the same index
in the shape vector.
Principle Component Analysis is performed on the aligned vectors Si (shape) and Ti
(texture) of m example faces i = 1 . . . m. The possible correlation between shape and
texture data is ignored. The eigenvectors of the covariance matrix of S and T form an
orthogonal basis:
Si = s +

m−1
∑

αj,i · sj ,

j=1

T=t+

m−1
∑

βj,i · tj

(1)

j=1

where s and t denote the mean shape and texture, and si and ti denote the eigenvectors. The probabilities of shape and texture are Gaussian:
−(S−s)T C−1 (S−s)
S

−(T−t)T C−1 (T−t)
T

2
2
p(S) ∼ e
,
p(T) ∼ e
(2)
where CS and CT denote the covariance matrices of T and S. The probabilities of
shape and texture, after PCA, are given by their variables (α, β):

p(S − s) ∼ e

− 21

∑

α2
i
i σ2
S,i

,

p(T − t) ∼ e

− 12

∑

βi2
i σ2
T,i

(3)

2
2
in which σS,i
and σT,i
are the eigenvalues of CS and CT respectively. The PCA
model can be constructed using an aligned training set which should be representative
of the target population and the modiﬁed optical ﬂow algorithm. We used the Basel
Face Model [3]. This model was constructed based on face scans of 100 females and 100
males, most of them European. The age of the persons was between 8 and 62 years.
The faces were parameterized as triangular meshes with Nv = 53490 vertices. The 200
faces result in a PCA model that has 199 eigenvectors for both shape and texture.
An image of a face can be rendered by projecting the 3D shape to a 2D image
frame. First, a rigid transformation maps the object-centered coordinates, S, to a
position relative to the camera in world coordinates:

W = Rx Ry Rz S + tw 11×Nv

(4)

where Rx , Ry and Rz denote the rotation matrices and tw a translation in 3D.
After the rigid transformation a perspective projection maps a vertex i to the image
plane in (xi , yi ):
xi = tx + f

W1,i
W3,i

yi = ty + f

W2,i
W3,i

(5)

If the distance of the face to the camera is large compared to the depth of the face
then for numerical stability it is better to use a weak perspective projection. In this
case W3,i can be considered constant:
xi = tx + feW1,i

yi = ty + feW2,i

(6)

The albedo of the face is illuminated using the Phong reﬂectance model [4] that
accounts for the diﬀuse lighting and the specular reﬂection on a surface. Since input images may vary signiﬁcantly with respect to the overall tone of color, a color
transformation is applied. In this form the 3DMM has a total of 422 variables∗ .
The illumination of the texture Tr (k) (red channel) is given by:
Lr (k) = Tr (k) · Lr,amb + Tr (k) · Lr,dir · ⟨nk , l⟩ + κs · Lr,dir ⟨rk , v̂k ⟩ν ,
(7)
where k is the vertex index, κs is the specular reﬂectance, ν the shininess or angular
distribution of the specular reﬂections, v̂k the viewing direction, rk the direction of
maximum specular reﬂection, nk the normal of the vertex and l the lighting directions.
Shadows can be calculated using a two-pass z-buﬀer algorithm and incorporated in
Lr,dir making the directional light intensity vertex dependent (Lr,dir (k)). If a vertex
is not visible from the viewpoint of the lighting source, the directional light intensity
Lr,dir equals zero.
A color correction is applied to the illuminated albedo to be able to handle a variety
of color images. The overall luminance L(k) of a colored point is:
L(k) = 0.3 · Lr (k) + 0.59 · Lg (k) + 0.11 · Lb (k)
The color-corrected vertex color is now given by:
Ir (k) = gr · (cLr (k) + (1 − c)L(k)) + or
Ig (k) = gg · (cLg (k) + (1 − c)L(k)) + og
Ib (k) = gb · (cLb (k) + (1 − c)L(k)) + ob

(8)
(9)
(10)
(11)

with gr , gg and gb the gains of the color channels, and or , og and ob the oﬀsets of
the color channels and c the color contrast.

2.2

Fitting a Morphable Model

In the previous section, we described the synthesis of an image based on a Morphable
Model. In this section, we will describe the analysis by synthesis loop that is used to
ﬁnd the variables (α, β) given an input image. Let us denote the input image as I,
the modeled image as Im (α, β, ρ). The vector ρ contains all the imaging parameters.
The goal of ﬁtting can now be stated as ﬁnding the vectors α, β and ρ that minimize
the squared distance between the modelled and input image:
∑
α, β, ρ = arg min
∥I m (k; α, β, ρ) − I(xk , yk )∥2
(12)
α,β,ρ
∗

∀k

199 shape, 199 texture, 3 pose angles, 3 3D translation, 2 2D translation, 1 focal length, 3 ambient
light intensities, 3 directed light intensities, 2 angles of directed light, 1 surface coeﬃcient of specular
reﬂection, 1 shininess coeﬃcient, 1 color contrast, 3 gains and 3 oﬀsets of color channels

The 2D locations (xk , yk ) in the previous equation are determined by the location
of the vertex k, which is determined by ρ.
Stochastic Newton Optimization [5], [6] or Levenberg-Marquardt optimization [7]
can be used to minimize this cost function. To prevent overﬁtting, it also takes into
account the prior probability of the shape and texture given in equation 3:
E = arg min
α,β,ρ

∑ α2
∑ β2
1 ∑ m
2
i
i
∥I
(k;
α,
β,
ρ)
−
I(x
,
y
)∥
+
+
k k
2
2
σI2 ∀k
σ
σ
S,i
T,i
∀i
∀i

(13)

with σI2 the variance of the Gaussian noise in the input image I(xk , yk ). This
variance is, in general, unknown.

2.3

Initialization

The ﬁtting algorithm needs a good initial guess before it can start minimizing the error
function, otherwise it will not be able to ﬁnd a suitable ﬁt. This initial guess can be
found by aligning the average face shape with the input face. This can be achieved
by automatically or manually ﬁnding landmarks in the input image and align them
with the same landmarks in the average face. The positions of the 2D landmarks of an
input image are stored in xl,i , yl,i and their 3D locations on the Morphable Model are
Xl,i , Yl,i , Zl,i . The cost function is then

 

 


xl,i
tx
Xl,i
f 0 0
di =  0 f 0  Rx Ry Rz  Yl,i  + tw  +  ty  −  yl,i 
0
0
Zl,i
0 0 0
∑
E=
arg min
dT
i di


Rx ,Ry ,Rz ,f,tw ,tx ,ty

(14)
(15)

∀i

There are 9 projection variables involved: focal length (1), 3D rotation (3), 3D
translation (3) and 2D translation (2). This means that at least 5 landmarks have to
be known. Each landmark gives us a 2D point, and therefore two equations. To make
the system overdetermined, it is better to identify even more locations of landmarks.
The Farkas landmarks are used because their positions in the Basel Face Model are
already known.

2.4

Morphable Models applied to multiple images

In the previous section, we explained the procedure to ﬁt a morphable model to a
single image. In this section, we will discuss two methods for ﬁtting morphable models
to multiple images. For clarity and brevity we will only discuss extending the ﬁtting
procedure to two images, but it can easily be seen how it can be applied to more than
two images.
The ﬁrst method is based on averaging the found variables of two independent
ﬁtting outcomes. Let us denote the found variables for shape and texture of the ﬁrst
image as α1 and β 1 and for the second image as α2 and β 2 . The morphable model of
the combination is then given by:
β + β2
α1 + α2
β= 1
(16)
2
2
The second method is based on ﬁtting the model to the two images simultaneously.
We assume that the variables α, β are the same and that only the other variables
α=

(like the lighting and the projection) vary. The cost function from equation 13 now
becomes:
1 ∑ m,1
2
I (k; α, β, ρ1 ) − I1 (x1,k , y1,k ) +
2
σI,1 ∀k
α,β,ρ
∑ α2
∑ β2
1 ∑ m,2
2
i
i
I
(k;
α,
β,
ρ
)
−
I
(x
,
y
)
+
+
2
2
2,k
2,k
2
2
2
σI,2 ∀k
σS,i
σT,i
∀i
∀i
E = arg min

2.5

Regularization of Morphable Models

The variance (σI2 ) of the noise in the target image in equation 13 is - in general unknown, but serves as a tradeoﬀ between the pixel errors and the prior knowledge
about α and β. A high variance will put greater emphasis on the prior knowledge and
pull the modelled face towards the mean face, which decreases between-class variability.
A low value of the variance will put more emphasis on the pixel error and can generate
faces that are less likely based on the PCA model which results in an increased withinclass variability.

3
3.1

Experiments and Results
FRGC

The experiments were performed on the FRGCv2 database. A subset of the FRGCv2
Spring 2004 set was used, which contained 4 frontal color images per person for 64
subjects under controlled lighting conditions. The expression is neutral or smiling and
the average distance between the eyes is 250 pixels. An example image from the set is
given in ﬁgure 1.

(a) Original image

(b) Morphable Model projected
on original image

Figure 1: Example from dataset
The results in the following subsections are obtained using a veriﬁcation experiment. For every image in the set we make a Morphable Model and thus we obtain
the shape and texture parameters for a speciﬁc image. We only ﬁt 60 shape and 60

Table 1: EER and distance to mean as function of regularization values
Reg. factor EER (%) Dist. to mean (%)
25
15.6
4.48
50
9
3.36
100
4.76
1.63
200
3.17
0.82
300
3.17
0.6
500
3.17
0.47
700
3.17
0.43
1000
3.03
0.42
2500
3.28
0.4
10000
4.8
0.3
20000
6.81
0.26
40000
7.3
0.25
texture parameters, since adding more eigenvectors did not result in an improved performance. The parameters are concatenated in a single vector and this vector can then
be compared to the parameters of another image in the set using the cosine distance
measure.

3.2

Regularization

We tested the inﬂuence of regularization on the overall performance by ﬁtting morphable models to single images with varying regularizations. Table 1 shows the 4results
of the EER as function on the regularization parameter, along with the average 3D
distance to the mean face shape (as a percentage of the depth of this mean face shape).
This clearly shows that for a low regularization factor, when there is less emphasis on
the prior knowledge, the performance in terms of the EER drops signiﬁcantly. Also,
if the regularization factor is high and the shape and texture are pulled towards the
means of shape and texture, the performance drops. Fortunately there is a large range
of regularization values in which the performance with respect to this regularization
value is optimum and constant.

3.3

Shape versus texture

Both shape and texture can be regarded as separate features or modalities. It is
interesting to know what are the individual contributions of the shape and texture to
the overall performance. Figure 2 shows the EER as function of the number of PCA
features used for calculating the cosine distance for the shape, the texture and the
combination of shape and texture.
The performance of shape+texture is almost fully determined by the performance
of the texture. The lowest EER based on only the shape is 27%. Based on these results
we conclude that the 3D information that can be obtained from frontal images using a
Morphable Model is not suﬃciently accurate for veriﬁcation of faces. The Morphable
Model is in this case, with frontal images, reduced to a standard PCA classiﬁer. It
works as a preprocessor to correct for pose and lighting.
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Figure 2: EER as function of shape, texture and shape + texture

3.4

Multiple images
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The images in the dataset are near frontal and the variation between images from the
same class is mainly due to varying expressions. Both averaging techniques improve
the EER with respect to the single image case and have a similar performance on this
set. If we however look at the average standard deviation of the shape parameters per
class, we see that most components have a smaller standard deviation when using the
multiple ﬁt technique that with the averaging technique. Figure 3 shows the EER as
function of the number of PCA shape components for both techniques. These ﬁgures
can be compared to the Shape in ﬁgure 2. This clearly indicates that the performance
of the shape parameters have greatly improved by using the multiple ﬁt technique on
two near frontal images.
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Figure 3: EER as function of shape

4

Discussion

Regularization is necessary to prevent under- and overﬁtting Morphable Models. There
is a large range of regularization values that lead to a good veriﬁcation result with
respect to the regularization value. If we combine this with the result from our shape
versus texture experiments, it might be interesting to apply separate regularization to
the shape and to the texture.
We have shown that the extracted 3D information from frontal images using the
3DMM hardly contributes to recognition performance compared to the information
that is extracted from the texture of the images. This can indicate that the power of

these models is more because of the pose and lighting correction. It may well be the
case that similar performance is obtained if the shape is not optimized in the algorithm
and that the mean face shape is used throughout the ﬁtting procedure.
We have shown that averaging the 3DMM features from two separate ﬁts improves
the veriﬁcation performance. Moreover, the performance in terms of EER for the
multiple ﬁt technique have greatly improved. This supports our idea that better 3D
results can be achieved by using multiple images. In this case only frontal images were
used, but in future work we plan to also explore the beneﬁts of multiple images with
diﬀerent views.
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Abstract
We show the feasibility of implementing a new zero leakage quantization scheme
on biometric templates. In particular, we investigate the challenge that a system designer has to model the feature distributions prior to actually enrolling
participants. For a Gaussian a priori model, we calculate the capacity and privacy leakage for the commonly used biometric dataset FVC2000 and compare it
to other verification schemes. We show that the zero leakage scheme achieves
an equal error rate of approximately 3.5% while model mismatch leads to an
average leakage of less than 0.1 bit per dimension. It outperforms quantization
index modulation, both in terms of prevention of leakage and equal error rate,
and binary quantization in terms of verification errors that can be tolerated.

1

Introduction

Biometric templates can be misused for identity theft, cross matching or function
creep. Preventing this has become a topic of interest. This is mainly because of the
threats associated with storing biometric templates and the associated risks of leakage.
Template protection schemes with helper data are known to mitigate this issue [1].
Recently [2] we have discovered an extension of these schemes to ensure zero leakage
by a nonlinear pre-distortion prior to the quantization scheme, to give the biometric a
uniform probability density. However, a disadvantage is that it requires the Cumulative
Distribution Function (CDF) of the entire population to be known –or at least to be
estimated– before the first user enrolls. The pre-distortion yields an equally distributed
secret and uniformly distributed helper data after quantization and thus zero leakage.
We will explore whether a system designer can approximate the pre-distortion as a
Gaussian CDF to ensure small leakage, without affecting authentication performance
substantially, compared to the known leaky Quantization Index Modulation (QIM)
with helper data [1]. As biometric data we use the features extracted from the FVC2000
fingerprint database as described in [3, 4]. Since the a priori model imperfectly approximates the distribution, an attacker who knows the precise distribution of all enrolled
participants, gains from some information leakages, but less than from QIM systems.

2
2.1

Methods
Feature extraction

The fingerprint dataset used is the same dataset as in [3, 4]. The data consists of the
concatenation of horizontal and vertical squared directional fields [5] and the output of
4 Gabor responses with different angles [3]. The output of both methods is smoothed
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Figure 1: Biometric model, in which the hypothetical variable ξ i generates biometric
Xi , that leads to enrollment sample Yi and verification sample Zi .
by a low-pass Gaussian window before sampling, which was set for an 8 pixel intersample distance. A 16 × 16 sample grid was used, which results in 1536 features for
the 6 feature extraction methods. The sample grid is centered at the core point of the
fingerprints, i.e. the uppermost point of the innermost curving ridge.

2.2

Fingerprint capacity

In communication theory, the concept of capacity is often used as a theoretical maximum for the amount information that can be reliably send over a channel. A biometric
verification scheme can also be considered as a communication channel, in which we
try to send a message from enrollment to verification. Moreover it has been shown
that this capacity directly relates to the logarithm of the number of users that can be
identified uniquely. Therefore it would be interesting to estimate the capacity of the
biometric and compare it achieved capacity of the system.
Given the model in Fig. 1 we use Willems’ result [6] for identification capacity
C = I(Yi ; Zi ),

(1)

with Yi the enrollment sample and Zi the verification sample of user i. In this model
the ‘hypothetical’ biometric ξ i , a vector of i.i.d. Gaussian variables, is transformed
by an matrix W , such that the features Xi ∈ Rk become correlated. Moreover, each
measurement Yi and Zi is subject to uncorrelated additive Gaussian noise Ne and Nv
respectively.
The mutual information between enrollment and verification sample can be expressed as
I(Yi ; Zi ) = h(Yi ) + h(Zi ) − h(Yi , Zi )
(2)
in which h(X) is the differential entropy function. The first term of equation (2) can
be calculated as follows
1
(3)
h(Yi ) = log2 ((2πe)k |ΣX + ΣNe |)
2
for X ∼ Nk (µ, Σ) distributed variables [7]. Since we have assumed the biometric Xi to
be uncorrelated with the additive noise Ne and Nv we can add the two corresponding
covariance matrices ΣY = ΣX + ΣNe .
The third term can be calculated in a similar way
h(Yi , Zi ) =

1
log2 ((2πe)2k |ΣY Z |)
2

(4)

in which

ΣY Z =

E[Y 2 ] − E[Y ]2
E[Y Z] − E[Y ]E[Z]
E[ZY ] − E[Z]E[Y ]
E[Z 2 ] − E[Z]2




=

ΣX + ΣNe
ΣX
ΣX
ΣX + ΣNv


(5)

Combining equations (3) and (4) according to equation (2) yields
1
1
I(Yi ; Zi ) = log2 ((2πe)k |ΣX + ΣNe |) + log2 ((2πe)k |ΣX + ΣNv |)
2
2
1
2k
− log2 ((2πe) |ΣY Z |)
2 

1
|ΣX + ΣNe ||ΣX + ΣNv |
= log2
2
|ΣY Z |

(6)
(7)
(8)

To simplify calculation of this value we diagonalize the covariance matrices by
choosing a proper orthogonal transformation V for the Yi and Zi samples as depicted in
Figure 1. This can be achieved by choosing the columns of V equal to the Eigenvectors
of ΣX and multiplying as follows
0
= V T · Yi,j
Yi,j

and

Z0i,j = V T · Zi,j

(9)

This operation is similar to a principal component analysis based on the covariance
matrix ΣX . Since we have assumed to noise to be uncorrelated with the biometrics and
with itself now both ΣX 0 and ΣT 0 will only have non-zero elements on their diagonal.
Therefore we can write


k
(ΣX 0 + ΣNe0 ) · (ΣX 0 + ΣNv0 )
1X
0
0
I(Yi ; Zi ) =
(10)
log2
2 i=0
(ΣX 0 + ΣNe0 ) · (ΣX 0 + ΣNv0 ) − ΣX 0 ΣX 0 i,i
which simplifies to a intuitive form in case one could observe Xi exactly, for instance
by enrolling the average of multiple fingerprints samples, such that ΣNe0 → 0, hence
I(Yi0 ; Z0i )



k
ΣX 0
1X
log2 1 +
=
2 i=0
ΣNv0 i,i

(11)

These equations for correlated variables extend the results of [8] for i.i.d. Gaussian
variables.
Based on our model it is not possible to observe covariance matrix ΣX directly,
since our observed samples Y and Z are always subject to additive noise. An estimate
can be obtained as follows. First calculate mean values over M observations and N
enrolled users. Subsequently calculate the average within-class covariance matrix Σw
and between-class covariance matrix Σb
"
#
N
M
M
1 X
1 X 0
1 X 0
0
Σw =
(Yi,j − µi )(Yi,j
− µi )T , with µi =
Y
(12)
N i=1 M − 1 j=1
M j=1 i,j
N

1 X
Σb =
(µ − µ)(µi − µ)T ,
N − 1 i=1 i

N
1 X
with µ =
µ
N i=1 i

(13)

respectively. We expect the noise contribution to be reduced by averaging over all
samples of a user, yielding our best estimate of the underlying biometric value, i.e.
Xi ≈ µi . Using this average in turn to calculate the covariance gives an approximation
of the biometric covariance, i.e. ΣX 0 ≈ Σb . Similarly, the noise covariances can be
represented by ΣNe ≈ ΣNe ≈ Σw .
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Figure 2: Enrollment of the fingerprints

2.3

Enrollment

During enrollment we made the features zero mean and apply the same orthogonal
transformation as described in section 2.2. However, there is one difference, we would
not be able to observe the verification samples under practical circumstances, therefore
we exclude them from calculation of the covariance matrix. To be able to compare the
same transformed features during verification we also store the subtracted mean value
and transformation matrix in our database and re-apply it prior to verification.
From the transformed features, a selection of K features is made based on their
signal to noise ratio, which is defined as between-class variance divided by within-class
variance, hence SNRi = (Σb )i,i /(Σw )i,i . Again this selection is stored to be used during
verification.
Finally, the between-class standard deviation σb is used to scale the features to unit
variance, which is required for the pre-distortion function g. For this work we have set
the non-linear pre-distortion function equal to the standard (0, 1) Gaussian CDF. The
undistorted features are used in a binary and QIM quantization scheme with helper
data for comparison. The entire enrollment is depicted in Figure 2.

2.4

Verification

Prior to verification we apply the same transformation, feature selection, scaling and
non-linear pre-distortion. Subsequently the user specific helper data is added and
the secret extracted by quantizing the value. An additional saturation is required to
prevent the observation of undefined secret values. This can happen due to the addition
of helper data, which might push the transformed verification sample outside the unit
interval. The entire verification is depicted in Figure 3.

2.5

Leakage analysis

We define leakage as mutual information between helper data and secret, hence
I(W ; S) = H(S) − H(S|W )
=−
+

1
X

(14)

P(S = n) log2 P(S = n)

n=0

Zq/2 X
1

−q/2

n=0

fW (w|S = n)P(S = n) log2

fW (w|S = n)
P(S = n) dw.
fW (w)

(15)

σb
Wi

Vi

public
DB

b·cq

g

ECC

Ŝi
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Figure 3: Verification of the fingerprints
In our experiment with a biometric database, of course, we do not encounter a probability density for the helper data, but wee see a set of discrete, measured values.
However, we might assume that the within-class distribution follows a Gaussian distribution. Therefore we estimate fW by modeling it based on a mixture of N Gaussian
distributions, each having the mean value (µi )n and variance (σ i )n that corresponds
to the measured average and spread in the within-class distribution for that particular
user. The density function for the samples is estimated as
fyn (yn ) =

N
X
i=1



(y − (µi )n )2
1
√
exp −
2(σ i )2n
2π(σ i )2n

(16)

The helper data density function can be derived from this function for both the
QIM and zero leakage quantization scheme, namely for the QIM scheme



∞
X
1
fW (w, s)P(s) =
fyn w + q s + 2j +
for − q/2 ≤ w < q/2
(17)
2
j=−∞
While for the zero leakage quantization scheme we have to pay attention to the change
of variables by the distortion function, hence





d −1
s 1
s 1
−1
·
g
w+ +
(18)
fW (w, s)P(s) = fyn g
w+ +
2 4
dw
2 4
 r
2 !



1 −1
π
s 1
s 1
·
exp
Φ
w+ +
, (19)
= fyn Φ−1 w + +
2 4
2
2
2 4
√
in which Φ−1 (x) = 2 erf −1 (2x − 1), the inverse Gaussian cumulative distribution
function.
Finally, the unconditional density function can easily be derived by using
fW (w) = fW (w|S = 0)P(S = 0) + fW (w|S = 1)P(S = 1)

3
3.1

(20)

Results
Preliminaries

We use the FVC2000 fingerprint database [9]. The database consists of 8 fingerprints
images from 110 subjects. From these fingerprint images we use the directional field
and Gabor response features as described in [5] and [3] respectively.
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Figure 4: Capacity and leakage results
During experiments we found many of the users to be badly enrolled, i.e. the
sampling grid was partly outside the filter responses output. This resulted in row and
columns entirely filled with zeros, which cannot be considered as a biometric feature.
Therefore we decided to reject all samples of a users that had at least one sample with
a row or column at either side filled entirely with zeros. This resulted in rejection of
almost half of the available users, so 59 users with 8 correct sampler remained.
To maintain a larger sample space, we first cropped the sample grids by 2 pixels, so a sample grid of 12 was left. This did not significantly influence classification
performance. However, the crop followed by rejection of users with at least one bad
enrollment, resulted in a better populated sample space with 82 users, each having 8
correct fingerprint samples.
Experiments were carried out with 6 enrollment and 2 verification samples, which
resulted in 28 possible splits, which were all used to assess classification performance.
This is a similar approach as in [4].
A small experiment showed that basing the PCA on all samples, instead of the
enrollment samples only, did not make a significant difference. Still we have used the
enrollment samples only to create the transformation matrix V .

3.2

Capacity

Figure 4(a) shows the cumulative verification capacity for an increasing number of
dimensions sorted by Eigenvalue. The method based on the diagonals (10) gives gives
the most optimistic estimate of capacity. Based on this result one could state that
under these circumstances one could achieve a capacity of approximately 27.5 bits
from 81 dimensions.
The results based on estimated error probability, C = 1 − h(Pe ), are however much
lower. Both binary and zero leakage quantification achieve a capacity just below 10
bits, approximately 9.5 and 9.9 bits respectively.
The QIM with helper data (QIM+HD) scheme cannot really be compared. Any
arbitrary value of capacity can be achieved by increasing the quantization width q, but
this comes at the cost of a high false acceptance and leakage, as can be seen in figure
5(a) and 4(b). The latter depicts the leakage results based on the estimation described
in section 2.5 versus the capacity based on the estimated error rate Pe . For our choice
of q = 2.5 we achieve a capacity of approximately 15 bits.
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Figure 5: Classification results for the various methods

3.3

Classification

Classification results are depicted in figure 5. Since we consider binary classification
schemes the extracted bit will either be equal or different in each dimension. Therefore
detection performance and false acceptance will depend on the number of errors the
that the system can handle by near exact matching (not privacy protecting) or by helper
data and an error correcting code (ECC). The false acceptance rate (FAR, dashed) and
false rejection rate (FRR, solid) for a decreasing number of tolerated errors is depicted
in 5(a). Based on the capacity results, the total number of features is set to 81.
False rejection for the methods with helper data is clearly lower, but this gain is
canceled out by the higher false acceptance. Especially the QIM method has a very
high false acceptance. However, both methods reach their equal error rate (EER) at a
lower number of tolerated errors, which makes the enrolled secret larger.
Combining both FAR and FRR as receiver operating curves, depicted in Figure
5(b), put the classification performance of the compared methods into perspective.
The binary classification and zero leakage scheme perform almost equally at 33 and 31
tolerated errors and an EER (dotted line) of 3.6% and 3.5% respectively. The QIM
scheme achieves an EER of 9.8% at 19 tolerated errors.

3.4

Leakage

Finally we will assess the leakage in both helper data schemes. The zero leakage
scheme should ideally not leak any information about the enrolled secret. However,
in a practical situation, where a system designer has to pick a pre-distortion prior to
having seen the actual population, there will be some leakage. This leakage is caused
by the mismatch between the pre-distortion function g and the actual distribution of
the features. An example for the first principal component is given in Figure 6(a), in
which the feature’s density estimation is based on the method presented in section 2.5.
The distortion mismatch causes the conditional density functions of the helper data
to be different, i.e. fW (w|S = 0) 6= fW (w|S = 1), which on its turn causes the leakage.
Figure 6(b) gives an example of the estimated conditional density functions of the
helper data. Although the conditional density functions for the zero leakage scheme
(ZL) are not equal, they is a smaller difference between them than between those of
the QIM scheme.
Figure 4(b) depicts the capacity and leakage per dimension. The sensible system
region is I(w; s)  C, so dimensions in the lower right corner are the most useful. We
see that QIM has seemingly higher capacity, but this is largely caused by the leaky
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Figure 6: Examples of the density estimation
helper data. As can be seen from this figure, the leakage of the zero leakage scheme is
in practice also not zero, but the features have a leakage of 0.08 bit on average. This is
much lower than the leakage of the QIM scheme, of which the average leakage is more
than 0.6 bit, which is a factor 7.5 higher.

4

Remarks

This first attempt to implement the zero leakage quantifier scheme proved to reduce
leakage, but it also showed that leakage did not become zero. The estimation of the
pre-distortion function strongly determines the performance and achieved reduction of
leakage. Therefore it is clear that simply assuming the features to be Gaussian did not
yield to most optimal results. We will continue searching for a better implementation
of the pre-distortion.
Also the unexpectedly large false acceptance rate for the zero leakage scheme could
most likely be explained by the mismatch between the applied pre-distortion function
and the actual distribution of the features. If one would compared this to theory, in
which we have assumed an i.i.d correlated biometrics model [2] with ρ = 0 for an
impostor and ρ ≈ .9 for a genuine user, not only FRR, but also FAR should be lower,
because an impostor is more likely to cause errors in the zero leakage scheme than in
a binary quantization scheme.

5

Conclusions

We have shown that the zero leakage scheme maintains leakage to be below 0.1 bit on
average, even if the distribution of participants to be enrolled has to be modelled in
advance. With this quantization scheme we achieved an EER ≈ 3.5%. Although the
binary quantization scheme can reach a similar EER, it is outperformed by both the
zero leakage and QIM scheme in a practical regime when only a few errors in a genuine
user verification can be tolerated. Moreover we have introduced a method to estimate
verification capacity of a biometric and a method to estimate leakage in a biometric
quantification scheme when only a limited number of biometric samples is available.
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Abstract
Frequency modulated continuous wave (FMCW) radars have been widely used
for measuring target range and speed. In this paper, we present a mathematical
model that quantifies the system-level performance of FMCW radar systems.
In FMCW radar, the target range is measured through measuring the beat
frequency between the transmitted and received signal, usually by using Fast
Fourier Transform (FFT). One drawback of this approach is that when the beat
frequency of a target is not on the FFT grid, both the detection probability and
the false alarm rate (FAR) performances are degraded. In this paper, we propose
a new detector, using frequency shifts, that improves the detection probability
for off the grid targets at a cost of a slight increase in FAR.

1

Introduction

In Frequency Modulated Continuous Wave (FMCW) radar, the transmit signal is generated by frequency modulating a continuous wave signal. In one sweep of the radar
operation, the frequency of the transmit signal varies linearly with time. This kind
of signal is also known as the chirp signal. As shown in Figure 1, the transmit signal
sweep a frequency of ∆f in one chirp duration. Due to the propagation delay, the
received signal bounced back from a target has a frequency difference, called the beat
frequency, compared to the transmit signal. The range of the target is proportional
to the beat frequency. Thus, by measuring the beat frequency, the target range can
be obtained [1]. Similar to other radar systems, there are two important performance
indicators in FMCW radar systems, namely the detection probability and false alarm
rate (FAR). The detection probability is the probability of detecting a target when it is
present, while the FAR is the probability of declaring a target when there is no target.
At an algorithmic level, the performance of different detection algorithms for radar
systems is usually gauged in terms of the detection probability for a particular signal
to noise ratio (SNR) and a given acceptable FAR. From a system level design on the
other hand, the system designer is interested in the performance that can be achieved
for a certain radar system with a given set of specifications. We have noticed a lack
of models that link the performance at these two levels for FMCW radar systems. In
view of this, in this paper, we present a mathematical model that models the systemlevel detection performance for FMCW radars. To illustrate the use of this model,
we present an example of evaluating the system-level radar performance in detecting
cars, cyclists and pedestrians in traffic monitoring using a typical 24 GHz frequency
modulated continuous wave (FMCW) radar.
In FWCW radar, the target range is measured through measuring the beat frequency, which is usually done using Fast Fourier Transform (FFT) due to its low
computational complexity [1]. A well know property of the FFT is that each frequency
bin has a sinc-shaped spectrum [2]. When the beat frequency of the target falls between the FFT grids in the middle of frequency bins, the detection performance will
be degraded due to two factors. Firstly, the amplitude of the target signal at the FFT
output is attenuated, which reduces the SNR and hence also the detection probability.

Freq.
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Tx
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f

Time
Propagation
Delay
Chirp Duration

Figure 1: Time-frequency plot of FMCW radar signals.
Secondly, due to the sinc-shaped spectrum, a single target leads to multiple signals
present on different FFT grids, which increases the false alarm rate (FAR) in neighboring frequency bins. As a results, the average FAR over all frequency bins is also
increased. One popular method to mitigate these degradations is to use windowing
before FFT. However, the detector frequency resolution is reduced due to windowing.
In this paper, we present a new detector to improve the detection probability for off the
FFT grid targets without sacrificing frequency resolution. However, this improvement
is achieved at the cost of a slight increase in the average FAR.

2

Principles of FMCW radar
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Figure 2: Block diagram of an FMCW radar system.
A block diagram of an FMCW radar system is shown in Figure 2. The transmitter
generates a frequency modulated continuous wave using a signal generator and a voltage
controlled oscillator (VCO). The transmit signal can be written as


p
∆f 2
(1)
t ,
x(t) = 2Pt cos 2πfca t + 2π
2Tc
where Pt is the transmission power, fca is the carrier frequency, ∆f and Tc are the
sweep frequency and the chirp duration. The signal is transmitted via the transmit
antenna with gain Gt and is reflected back by a target with a radar cross section (RCS)
of Σ that is d meters away. The received signal from a receive antenna with gain Gr

can be written as
r(t) =

p



∆f
2
2Pr cos 2πfca (t − Tp ) + 2π
(t − Tp ) + n(t),
2Tc

(2)

where Pr is the received signal power, Tp is the propagation delay and n(t) is the noise
signal. Using the well known radar equation [3], the relationship between Pt and Pr
can be expressed as
Pt Gt Gr Σλ2
,
(3)
Pr =
(4π)3 d4
where λ is the wavelength given by λ = c/fca with c = 3 × 108 m/s being the speed of
light. The received signal is passed through a receiver front end with a certain noise
figure (NF) F dB, where it is mixed with transmit LO output and passed through
a low pass filter (LPF) with a bandwidth B. In FMCW radar, the bandwidth B is
determined by B = ∆f 2dc max T1c , where dmax is the pre-determined maximum distance of
targets. The LPF output, which is commonly called the IF signal, can be written by



p
∆f
∆f 2
+ ny (t),
(4)
y(t) = 2Py cos 2π
Tp t + 2π fca Tp −
T
Tc
2Tc p
where Py is the power of the desired signal after LPF and ny (t) is the noise. The beat
frequency fb is the frequency of the desired signal in y(t), which can be obtained as



∆f
∆f 2
1 d
2π
Tp t + 2π fca Tp −
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2π dt
Tc
2Tc p
∆f 2d
∆f
Tp =
=
.
(5)
Tc
Tc c
From (5), we can see that the range of the target d can be obtained straight-forwardly
once we know the beat frequency fb . The signal to noise ratio of y(t) is given by
γ = PPny . Denoting the front end power gain as Gfe = Py /Pr , Py can be written as
y

Py = Gfe Pr =

Pt Gt Gr Σλ2 Gfe
.
(4π)3 d4

(6)

Considering only the thermal noise, the average power of noise ny can be obtained as
Pny = Gfe B10(−174−30+F )/10 ,

(7)

where the power spectrum density of the thermal noise is taken as -174 dBm/Hz.
Therefore, the average time-domain SNR of the IF signal can be written as
γ=

Pt Gt Gr Σλ2
Py
,
Pny (4π)3 d4 B10(−174−30+F )/10

(8)

where Σ is the average RCS of the target. The IF signal is then sampled with an analog
to digital converted (ADC) and the beat frequency (target range) is estimated using
digital processing.
As shown in (5), in the FMCW radar, the range of the target can be estimated
through estimating the beat frequency. In practice, the beat frequency is usually
estimated using fast fourier transform (FFT) due to its low computational complexity.
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Figure 3: An FMCW detector using FFT.
A common FFT-based FMCW detector is illustrated in Figure 3. Using FFT, the
whole bandwidth B is divided into N frequency bins, where N is the FFT size. The
FFT output in each frequency bin is passed through a square law detector (| • |2 )
and the output Y is compared to a calculated threshold Y0 to determine if a target is
present. As the target detection is carried out in each frequency bin independently,
in the following, we are going to focus on per-bin processing without distinguishing
different bins. We consider a Swerling I target model, in which the target RCS stays
constant within one radar scan. For different radar scans, the RCS is uncorrelated
and follows an exponential distribution as in [3]. As a result, Py is also exponentially
distributed with


Py
1
,
(9)
exp −
f (Py ) =
Py
Py
where Py is the average of Py . Assuming the time-domain thermal noise is circularly
symmetric complex Gaussian (CSCG) with an average power given by (7), it can be
easily shown that the output of the square law detector Y also follows an exponential
distribution given by
 2


σn ;
no target
Y
1
2
(10)
f (Y ) = σ2 exp − σ2 , and σY =
2
Y
Y
σn (1 + γbin ); target present.
Here we use σn2 and γbin to denote the noise power and the SNR per frequency bin
respectively. The bandwidth of a frequency bin, which is also the frequency resolution
of the FMCW radar, is given by 1/Tc [4]. Therefore,
σn2 = Gfe

1 (−174−30+F )/10
10
,
Tc

(11)

and it is related to time-domain noise power Pny by Pny = Nσn2 . Similarly, we have
γbin =

Py
Py
= Nγ.
=N
2
σn
Pn y

(12)

With (10), it can be easily shown that for a constant false alarm rate (CFAR)
detector with a desired FAR, the threshold Y0 should be chosen as [5]
Y0 = − log(FAR)σn2 ,
and the detection probability is given by [5]




Y0
Y0
= exp − 2
.
Pd = exp − 2
σn (1 + γbin )
σn (1 + Nγ)

(13)

Parameter
fca (GHz)
Gt (dB)
F (dB)
Tc (ms)

Value
24
18
15
1

Parameter
Pt (dBm)
Gr (dB)
BW (kHz)
N

Value
0
18
64
64

1

1

0.98

0.98

0.96

0.96
Det Prob

Detection Probability

Table 1: Specifications of a typical 24 GHz FMCW radar.
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(a) Algorithmic-level performance of the
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(b) System-level performance for the considered example FMCW radar system for
traffic monitoring.

Figure 4: Algorithmic and system-level performance of the example 24 GHz FMCW
radar.
Notice that (8) and (13) provide a link between the algorithmic-level performance
related to γ and γbin with the system-level performance for a FMCW radar system with
given set of specifications (Pt , Gt , F , etc.). To illustrate how this work, we present the
following example of a typical 24 GHz FMCW radar for traffic monitoring applications.
The specifications of the example radar system is shown in Table 1. We consider the
detection of three types of targets, pedestrian, cyclists and cars. The average RCS
for these targets are 1m2 , 2m2 and 100m2 respectively [3]. We consider a Swerling I
channel and use a CFAR detector [5] with a fixed FAR of 0.1%. The algorithmic-level
performance for the CFAR detector is shown in Figure 4(a). It clearly indicates the
achieved detection probability for different SNR (γ) values and the detection probability is consistent with the analytical results given by (13). Using (8) and (13),
the system-level performance of the example FMCW radar is shown in Figure 4(b).
This gives system designer a clear indication on the detection probability that can be
achieved for different targets at different distances.

3

The proposed detector

A well know property of the FFT is that each frequency bin has a sinc-shaped spectrum
[2]. When the beat frequency of the target falls exactly on the FFT grid, i.e. in the
middle of a frequency bin, as shown in Figure 5(a), the FFT output has maximum signal
amplitude (normalized to 1 in Figure 5(a)) and there is no leakage of the target signal
to the other frequency bins. The performance of FMCW radar can be characterized
with the model in Section 2. However, when the beat frequency of the target falls
in between the FFT grids as shown in Figure 5(a) for the special case in which the
beat frequency is in the middle of two FFT grids, we observe two detrimental effects.
Firstly, the amplitude of the target signal at the FFT output is attenuated, which

1

1
Targ. on FFT grid
Targ. in btw FFT grid

0.8

0.8

0.7

0.7

0.6
0.5
0.4
0.3
0.2

0.6
0.5
0.4
0.3
0.2

0.1
0
−3

Targ. on FFT grid
Targ. in btw FFT grid

0.9

Amplitude FFT Opt

Amplitude FFT Opt

0.9

0.1
−2

−1

0
1
Frequency Bin

2

0
−3

3

(a) Effects of FFT outputs when the target
is not on the FFT grid.

−2

−1

0
1
Frequency Bin

2

3

(b) Effects of FFT outputs using Hanning
window when the target is not on the FFT
grid.
Normal Detector

ADC

N-Point FFT

2

Max

Freq Shift
1/2Tc

N-Point FFT

Target
Detection

2

Figure 5: Proposed detector structure.
leads to degradation of the detection probability. Secondly, due to signal leakage, one
target can produce multiple signals in different frequency bins. This increases the FAR
in the other frequency bins. This degradation can be measured by the average FAR
over all frequency bins. When the target is on the FFT grid, the average FAR is equal
to the FAR per bin, as the noise in all the frequency bins has equal variance. When
the target is not on the FFT grid, the FAR of neighbouring frequency bins of the
target will increase significantly due to the signal leakage. As a result, the average
FAR over all frequency bins also increases. It can be easily shown that the worst case
happens when the target falls in the middle of two FFT grids, which leads to worst
signal attenuation and largest leakage to other frequency bins. One popular approach
to mitigate the signal attenuation and suppress the signal leakage due to high side-lobes
of sinc function is to use a windowing function before FFT. Figure 5(b) shows the FFT
output using a Hanning window for the same targets shown in Figure 5(a). We can
see that using a hanning window, both signal attenuation and leakage are reduced for
target in between two FFT grids. However, the frequency resolution of the FFT is
reduced as the width of the main lobe is doubled.
In this paper, we propose a new detector that improves the detection probability
for off the FFT grid targets without sacrificing frequency resolution. The proposed
detector, as shown in Figure 5, includes a normal detector shown in the shaded box,
which has good detection performance for targets on the FFT grid. We added a second
branch to take care of the worst case in which the target is in the middle of two FFT
grids. In this branch, a frequency shift of half a frequency bin (1/2Tc ) is introduced
before the FFT. In this way, the worst case target is shifted onto the FFT grid. Taking
the maximum of the square law (| • |2) detector outputs from two branches, the output
for a target in the middle of the two FFT grids is shown in Figure 6. Comparing this
with the normal detector output, we can see that the amplitude of the target signal is
increased, which leads to better detection probability. However, the signals leaked to
other frequency bins still remain and thus the false alarm rate will not be improved.
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Figure 6: Output of the proposed detector when the target is in the middle of two FFT
grids.
In fact, the average FAR over all the frequency bins will be degraded slightly. This is
because the Max(•) operation selects the larger of the two noises at the two branches,
hence, causes a slight increase in the average FAR.

4

Simulation Results

Computer simulations were used to study the performance of the proposed detector.
Same as before, we assume a Swerling I channel [3] and use a constant false alarm
rate (CFAR) detector [5] with a fixed false alarm rate (FAR) of 0.001. The decision
on the presence of targets is made using only one chirp signal. Figure 7(a) shows
detection probability when the target is on the FFT grid and when the target is in
the middle of two FFT grids. When the target is in the middle of two FFT grids,
due to signal attenuation, the detection probability performance is degraded by 3.9 dB
(= 20 × log10 [sinc(0.5)]) as compared to the case when the target is on the FFT grid.
The average FAR performance for the same two groups of targets is shown in Figure
7(b). When the target is on the FFT grid, the average FAR is equal to the per bin
FAR of 0.001. However, for target in the middle of two FFT grid, due to signal leaking
to other frequency bins, we observe a significant increase in the average FAR.
Figure 8(a) shows the performance of proposed detector for targets in the middle of
the FFT grids. Compared to a normal detector, we observe a significant improvement
on the detection probability. In fact, the detection probability is the same as when the
target is on the FFT grid. The FAR performance of the proposed detector is shown in
Figure 8(b). Consistent with the explanation in Section 3, there is a slight degradation
in the FAR performance due to the Max(•)operation on the noise over the two branches
in the proposed detector.

5

Conclusions

In this paper, we presented a system-level mathematical model that maps the signal
to noise ratio (SNR) related detection algorithm performance to system-level detection
performance for specific frequency modulated continuous wave (FMCW) radar systems.
We also showed that normal FFT-based FMCW detector suffers degradation in terms of
reduction in detection probability and increase in average false alarm rate (FAR), when
the target is not on the FFT grid. We proposed a new detector, which by combining
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Figure 7: Detection probability and average FAR over frequency bins of FMCW radar
for targets in the middle of the FFT grids.
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Figure 8: Detection probability and FAR of the proposed detector for targets in the
middle of the FFT grids.
the original FFT output with a frequency-shifted FFT output improves the detection
probability significantly. However, the proposed detector has a slightly higher average
FAR than the normal detector.
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Abstract
This paper reports an experiment that was conducted to generate a set of songs
appropriate for physical exercising. The results of the experiment were used to
create a database with subject-averaged motivational rating. The database can
be used as basis for training classification models in order to recommend effective
music for exercising purposes.

1

Introduction

The combination of music and physical activity has been addressed in a number of
studies, see for example [1, 2, 3, 4]. It is known that music motivates exercisers to
sustain their effort and at the same time it is used to dissociate from exertive sensations
stemming from their bodies [5]. This holds especially for recreational exercisers who
workout at submaximal intensity, the beneficial effects of music disappear at maximal
and supramaximal intensities [6, 7].
Practitioners in sport and exercise environments tend to select music rather arbitrarily without consideration of its motivational characteristics [8]. There have been
attempts to select appropriate music for workout in order to increase the ergogenic
effects during exercise. For example, systems have been proposed that select music
based on physiological parameters measured form the exerciser, like heart rate and
step frequency [9, 10, 11, 12] and portable audio players have appeared on the market equipped with an accelerometer to select music which follows your pace or heart
rate [13, 14]. The assumption of these devices is that music with the same Beats Per
Minute (BPM) as the step frequency will motivate people to exercise more and longer.
Although this seems a fair assumption, the effects have never been scientifically tested
and there have even been reports that some music pieces had the opposite effect. The
question arises, which characteristics in music stimulate or inspire physical activity? It
has been reported that the key characteristics of motivational music are that it has a
fast tempo (> 120 BPM) and a strong rhythm [15, 16].
We conducted a user test to categorize music on a motivational scale. The first task
of the experiment consisted of collecting music lists from the participants used for a
rating experiment. In the second task participants had to rate the motivational quality
for several audio fragments based on the lists compiled by the participants. The result
was a set of music pieces with a subject-independent motivational index.
The outline of this paper is as follows. Section 2 briefly describes different types of
music used in combination with exercise and the framework used for the experiment.
Section 3 describes the user test. In Section 4 the results of the rating experiment are
shown and results of a classification model are shared.

2

Motivational music selection

Most research has examined the impact of music in combination with a physical task
where music is simply played in the background. Use of music in this setting is known
as asynchronous music. Asynchronous music occurs when there is no conscious synchronization between movement and music tempo. It was shown [17, 18, 19] that for
asynchronous music, fast upbeat music produces a stimulative effect whereas slow, soft
music produces a sedative effect.
Karageorghis et al. [15, 16] developed two conceptual frameworks to predict the
motivational effects of asynchronous music and an associated measure of the motivational qualities of music: the Brunel Music Rating Inventory (BRMI) and its successor,
the BRMI-2. These frameworks were used as a tool to select music for the use in experimental exercise trials.
In this paper we used the BRMI-2 framework which consists of a set of six statements expressed along a seven-point Likert scale, see Section 3.3. Audio fragments are
ranked in terms of their motivational qualities by taking the mean of the scores relating
to each of the six statements.

3

Method

The section describes the user test performed to find motivational music for exercising.
The test consisted of two parts. The first part consisted of collecting music for the
test. The procedure is described in Section 3.2. The second part consisted of the
rating experiment based on the collected music, explained in Section 3.4.

3.1

Participants

The participants were recruited using flyers. The flyers were distributed across different
sport facilities. Participants were recruited who listen to music regularly during their
jogging/treadmill workout.
In total 20 joggers accepted to participate in the experiment, twelve females and
eight males with an age ranging between 23 and 50 years (mean: 31, std: 6). The
test group consisted of nine nationalities, mainly European. On average, participants
exercised per week three hours (std: 1 hour). About 40 % of the participants indicated
that their favorite genre was rock, and 30 % indicated that pop was their favorite genre.
About 30 % of the participants indicated that hip-hop was their least favorite genre.

3.2

Music selection procedure

In order to collect an appropriate set of music for the test, participants were asked to
compile three lists of music tracks from their own collection; a list which would motivate
them during exercise, a list which lacked the motivational qualities and a list which had
moderate motivational qualities. The lists mainly consisted of music tracks regarding
the genres pop and rock. The latter two lists are requisites for training classifiers.
Finally it was asked to give a few songs they would use for warming up, cooling down
and a ‘boost’ song which would give them an extra boost during a workout session.
The warming up, cooling down and boost songs were collected for possible future work.
It took the participants on average about one hour of their time to compile the music
list.
About 600 songs were collected from the participants. For the rating experiment a
sub-selection of 136 songs was made to limit the duration of the user test to a reasonable
load. For each song a snippet was created of 30 seconds with raised cosine ramps of

500 ms at the beginning and end of the signal. The signals were normalized by their
root mean square value.

3.3

The Brunel Music Rating Inventory-2

To rate the motivational qualities of the songs the BRMI-2 was used. The BRMI-2, a
questionnaire with six statements, is given in Table 1.
Table 1: Questionnaire containing the six statements of the BRMI-2.
Strongly disagree

1
2
3
4
5
6

The rhythm (pattern) of this music would motivate me during exercise
The style of this music (i.e. rock, dance, jazz, hip-hop, etc.)
would motivate me during exercise
The melody (tune) of this music would motivate me during
exercise
The tempo (speed) of this music would motivate me during
exercise
The sound of the instruments used (i.e. guitar, synthesizer,
saxophone, etc.) would motivate me during exercise
The beat (steady markings) of this music would motivate
me during exercise

In-between Strongly agree

1

2

3

4

5

6

7

1

2

3

4

5

6

7

1

2

3

4

5

6

7

1

2

3

4

5

6

7

1

2

3

4

5

6

7

1

2

3

4

5

6

7

The six statements are expressed along a seven point Likert scale anchored by 1
(Strongly disagree) and 7 (Strongly agree).

3.4

Rating experiment

The rating experiment was conducted over the internet. This procedure was chosen
to reach a sufficiently large group of joggers to participate. It was also attractive to
the participants to be able to do the experiment at home and at a time which suited
them best. It was allowed to do the experiment in steps, i.e. the experiment could
be stopped by closing the internet browser window and continued at any time they
wanted.
Before starting the experiment the participant was asked to complete a brief questionnaire, e.g. age and music preference. After completing the questionnaire the rating
experiment was started. It was advised to listen to the audio fragments over headphones (which is often the case during jogging) and to set the volume on a comfortable
audio level.
The six BRMI-2 statements were displayed on the screen. Next to every statement
the participant could rate his/her agreement on a seven point scale from strongly
disagree to strongly agree by clicking on the buttons. They had to rate each statement
as if they were listening to the music during their workout. To the participant it was
conveyed that the word ‘motivate’ used in each statement meant music that would
make you to exercise harder and/or longer.
The audio fragment started by clicking on the play button at the top of the screen
or it started automatically, depending on the web browser used by the participant.
The fragments were played in a loop. It was advised to listen to the complete fragment
(30 seconds) before going to the next fragment. Because the rating experiment was

not supervised by the experimenter, the participant had to spend at least 30 seconds
before he/she was able to continue with the next trial.
In total there were 136 trails to be completed, of which the first six trials were a fixed
set of songs to familiarize with the user interface and task. The next 130 trials were
presented in randomized order to each of the participants. On average the participants
needed about 1.5 hours of their time to complete the test. The rating experiment was
completed by everyone within two weeks time.

4

Results

To rank the audio fragments on a motivational scale, the mean was taken per song
across the scores of the six statements and across the participants. Figure 1 shows
the mean scores of the songs ranked in descending order. The ellipses in the figure
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Figure 1: Songs indexed by motivational score in descending order.
show three equally large categories, denoted as ‘motivational’, ‘in between’ and ‘not
motivational’, which were used to train a classifier explained further on in this paper.
The figure shows that the scores lie between 2 and 5 and that they are distributed as
a slowly decreasing function. This is due to subject variability and the types of music
presented, i.e. motivational - in between - not motivational music, as compiled by the
participants in the first part of the experiment.
To see whether the categories as initially indicated by the participants in the first
part of the experiment agreed with the motivational score obtained from the rating
experiment, a box plot Fig. 2 was computed as follows. The songs used in the rating
experiment were grouped according to the three categories, motivational, in between
and not motivational, as indicated by the participants in the first part of the experiment. For each group the median as well as the 25th and 75th percentiles were computed
from the scores, with the length of the whiskers specified as 1.5 times the interquartile
range. The outliers are indicated by ‘+’ symbols. The figure shows that music categorized by participants in terms of motivational quality in the first task corresponds
to the motivational scale derived from the test. The notches of the boxes do not overlap, which means that the medians are significantly different with 95 % confidence.
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Figure 2: Box plot showing the agreement of initial categorization compared to their
motivational scores.
These observations show that the averaged scores are meaningful for an individual;
personalization is not a pre-requisite.
We also found that individuals have a preference for genre. As mentioned earlier
in the paper, mainly two genres were present in the compiled lists, which were ‘pop’
and ‘rock’. To see the preferences for genre, the top ten list of each participant was
analyzed separately. In general, participants that indicated as favorite genre rock in
the questionnaire had 80-100 % rock songs in their top ten list, whereas participants
that indicated as favorite genre pop had 80-100 % pop songs in their top ten list. Three
participants had a mixed list of pop and rock songs and one participant who listed rock
as favorite genre had 90 % pop songs in the top ten list.
We also identified a difference in rating between genders. Averaged across females,
nine in the top ten list on the motivational scale were pop songs, whereas averaged
across males eight in the top ten songs were of the genre rock. There was also found
a difference in the median of the scores between genders. The medians of the scores
across females and males are shown in Fig. 3. Females tend to rate songs higher on the
motivational scale (4.2) compared to males (3.6). The notches of the boxes in do not
overlap, which means that the medians are significantly different with 95 % confidence.
The set of audio fragments ranked on a motivational scale was used to train a
multivariate Gaussian model. In order to train the model, two classes were generated:
class 1 entailed ‘motivational songs’ and class 2 ‘non-motivational songs’. For the
motivational songs the top 30 of the ranked list of the user test were selected, whereas
the bottom 30 songs of the list were used for the non-motivational category. Because
the total number of selected songs was too limited for training a classification model,
in particular for high-dimensional feature spaces, the list of motivational and nonmotivational songs was expanded in the following way. A large database of was selected
containing more than 5000 songs. The 60 songs were used as seed songs in combination
with a music similarity measure to generate ranked lists (of about 20 songs per seed
song). After informal listening about 800 songs were selected for training and testing
the classifier. The set of selected songs was denoted as the motivational audio database.
As input for the model, features vectors were generated for each audio file of the
motivational database. The feature set comprised spectro-temporal features derived
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Figure 3: Box plot showing medians scored by females (left) and males (right).
from Mel-frequency cepstral coefficients (MFCCs) [20] as well as features based on
statistics of tonality [21], rhythm [22] and percussiveness [23]. A feature selection
procedure revealed that an accuracy of 93 % correct was achieved with only three
features (the first MFCC and two features based on percussiveness). Allowing more
features resulted in a maximum accuracy of about 97 % correct.
The rhythm feature set consisted, amongst others, of a feature indicating the BPM
of a song. This feature was analyzed for the set of motivational songs. The average
BPM of the motivational songs was below 120 BPM (mean 117, std 25), which is in
contrast to results mentioned in [15, 16].

5

Discussion

The rating experiment was conducted at a desk behind a computer. Participants were
allowed to move their feet or tapping along during the rating experiment. However,
a more accurate test in our view would be to rate music during an actual treadmill
workout. Our aim was to have as many songs rated for classification purposes, which
would not be feasible if we conducted the rating experiment in combination with a
treadmill. For starters, the order of songs presented to a participant during treadmill
workout would have an effect of rating depending on the endurance of a participant.
The first part of the test, i.e. collection of songs that were played by the participants
during workout, made sure that the created motivational database contains songs that
are actually used during exercise.

6

Conclusions

A user test was conducted to categorize music on a motivational scale. The result was
a set of music with subject-independent motivational index. One of the outcomes was
that individuals have a preference for genre. A difference in rating between genders was
identified as well. Nevertheless, music categorized by individual participants in terms
of motivational quality (first task) corresponded to the motivational scale derived from

the test. Another result was that the average BPM of the motivational songs was
below 120 BPM, in contrast to results mentioned in literature. The set of music pieces
was used as a basis for training a multivariate Gaussian model. The model revealed
that for only three audio features an accuracy of 93 % correct can be achieved. These
features are based on percussiveness and the first MFCC.
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Abstract
This paper describes a method to automatically select effective music for a workout session. A motivational music filter was designed based on a multivariate
Gaussian model with a classification accuracy of 97 % correct. For the class of
motivational music the confusion between perceived tempo and extracted tempo
was evaluated in a tapping experiment. The tempo confusion of motivational
music appeared to be much less than for general music.

1

Introduction

The combination of music and physical activity has received serious scientific attention
[1, 2, 3, 4]. It is known that music motivates exercisers to sustain their effort and at the
same time it is used to dissociate from exertive sensations stemming from their bodies
[5]. This holds especially for recreational exercisers who workout at submaximal intensity, the beneficial effects of music disappear at maximal and supramaximal intensities
[6, 7].
It has been reported that the key characteristics of motivational music are that
it has a fast tempo, i.e. > 120 Beats Per minute (BPM) and a strong rhythm [5].
Selecting music based solely on these two properties has in practice two problems.
Firstly, not all music with a proper tempo is found motivating and, secondly, some
music has an ambiguous perceptual tempo. Both issues can be addressed by a properly
designed classifier which assigns a probability to each song for its motivational character
based on an extended music feature set. Music with a low motivational index can
thus be removed and, simultaneously, the issue of ambiguous tempo is alleviated as
highly motivational music usually has one dominant tempo due to the strong rhythm
requirement as mentioned earlier. The issue of tempo ambiguity may even be further
reduced by incorporating more than one tempo estimator and selecting only songs
where different tempo estimators agree in the estimated tempo.
The outline of the paper is as follows. Section 2 describes the design of a motivational music filter based on an annotated audio database indexed on a motivational
scale. Section 3 describes a tapping experiment for motivational music and discusses
the consistency between the perceptual tempo and that obtained from two automatic
tempo extractors. The paper ends with its conclusions.

2

Design of the motivational music filter

The motivational music filter was based on a standard multivariate Gaussian model,
cf. [8] and Section 2.2 for a brief description. The classification model was trained and
evaluated on a motivational audio database, which is explained in Section 2.1. The
results of the classification model are shown in Section 2.3.

2.1

Motivational audio database

There have been a few attempts at developing a scale to rate the motivational qualities
of music, e.g. the Brunel Music Rating Inventory (BRMI) and its successor, the BMRI2 [9, 10].
A user test was conducted and described in [11] in which the BRMI-2 was used
to rate a set of songs with regard to their motivational aspect. The result was a
set of audio fragments ranked on a motivational scale. The set was used to train
a classification model to automatically select effective music for workouts. In order
to train the model, two classes were generated: class 1 entailed ‘motivational songs’
and class 2 ‘non-motivational songs’. For the motivational songs the top 30 of the
ranked list of the user test were selected, whereas the bottom 30 songs of the list were
used for the non-motivational category. Because the total number of selected songs
was too limited for training a classification model, in particular for high-dimensional
feature spaces, the list of motivational and non-motivational songs was expanded in
the following way. A large database of was selected containing more than 5000 songs.
The 60 songs were used as seed songs in combination with a music similarity measure
based on the Mahalanobis distance to generate ranked lists (of about 20 songs per seed
song). After informal listening about 800 songs were selected for training and testing
the classifier. This set of selected songs is denoted as the motivational audio database.

2.2

Classification model

To train a classification model, features vectors x were generated for each audio file
of the motivational database. The feature set comprised spectro-temporal features
derived from Mel-frequency cepstral coefficients (MFCCs) [12] as well as features based
on statistics of tonality [13], rhythm [14] and percussiveness [15].
The classifier consisted of a multivariate Gaussian model for each state. Classification of the states was performed using quadratic discriminant analysis [8]. The model
was trained by computing the centroids and covariance matrices. The maximum likelihood estimates for the centroids µ̂l are given by
µ̂l :=

Nl
1 X
xn,l ,
Nl n=1

(1)

where Nl is the number of training vectors belonging to state Sl , l ∈ {1, 2} and xn,l
the n-th learning vector for state Sl . The covariance matrix estimate is given by
Ĉl :=

Nl
1 X
(xn,l − µ̂l )(xn,l − µ̂l )T .
Nl − 1 n=1

(2)

Classification is performed by minimizing the discriminant function δl across the states
Sl , i.e. choosing state Sl that provides the greatest likelihood of membership:
1
1
δl (x) := − D(x, µ̂l , Ĉl ) − log(|Ĉl |) + log(p(l)),
(3)
2
2
where D denotes the Mahalanobis distance from x to µ̂l , and is given by
D(x, µ̂l , Ŝl ) := (x − µ̂l )T Ĉl−1 (x − µ̂l ).

(4)

A priori probabilities were assumed to be equal for each state, i.e. p(l) = 0.5 for
l ∈ {1, 2}. The probability Pl that a track vector x is a member of state Sl can be
estimated by
Pl (x) :=

eδl (x)
.
eδ1 (x) + eδ2 (x)

(5)

2.3

Evaluation of the motivational filter

The feature vectors were divided into two sets: a training set to train the model and a
test set to evaluate the model. 80 % of the data was assigned to the training set and the
remaining 20 % of the data was assigned to the test set. Controlled random division
between training and test set was performed six times. The average classification
accuracy of these six divisions was used as overall classification accuracy. A feature
selection procedure revealed that the classifier has best results when using 19 features
only. The classification accuracy is given in Fig. 1. The average classification accuracy
Confusion matrix by class, (mean:97.3±0.4%)
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Figure 1: Classification accuracy.
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was 97.3 % with a standard deviation of 0.4 %. From the figure it can be observed
that the classifier is equally successful in detecting the two classes.
The classifier served as a motivational filter for workout sessions, i.e. songs with
a probability higher than a given threshold pass the filter. Depending on the user’s
database this threshold can be varied to get a sufficient number of songs.
In order to check the passing rate of the classifier, probabilities were generated
by the classifier on two large audio databases: a database categorized in a number of
genres (1700 songs) and a database categorized in several artists (5000 songs). Figure 2
shows the trade-off between the probability threshold (abscissa) and the percentage of
the database which passed the motivational filter (ordinate) of the artist (left panel)
and genre database (right panel). The figure shows which threshold should be chosen
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Figure 2: Trade-off between percentage filtered and probability threshold for the artist
(left panel) and genre (right panel) database.
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Figure 3: BPM histograms of motivational music (left panel) and non-motivational
music (right panel) of the genre database.
for a given percentage of the database that should pass the motivational filter. The
figure also shows that songs are dominantly highly motivating or non-motivating: there
is little confusion between the two classes which indicates that the classifier is robust.
BPM distributions of motivational and non-motivational music were checked for the
two databases as well. Figure 3 shows BPM histograms for the genre database. The
left panel shows the distribution for motivational music (labeled by the classifier). The
right panel shows the distribution for non-motivational music. 31 % of the database
was classified as motivational, for a threshold p > 0.5 (shown in the plots) and 24 %
of the database was classified as motivational, with a chosen threshold of p > 0.9. The
right panel shows that non-motivational music is more dominant in low BPM range and
in very high BPM range. Both these ranges are presumably less relevant for workout
sessions. We note however that this database might not be very typical, i.e. twelve
different genres are present in database, nor very appropriate, i.e. various genres are
less suitable for workout.
Figure 4 shows BPM histograms for the artist database. 38 % of database was
classified as motivational, for a threshold p > 0.5 (shown in the plots) and 30 % of
the database was classified as motivational, with a chosen threshold of p > 0.9. In
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Figure 4: BPM histograms of motivational music (left panel) and non-motivational
music (right panel) of the artist database.

a similar vein as for the genre database, the right panel shows that non-motivational
music is more dominant in the low BPM range and in the very high BPM range. This
database however is assumed to be more typical, i.e. more popular music present in the
database and appropriate, i.e. more suitable for workout. We can draw the following
conclusions from the results above.
• Motivational classification is not severely restrictive, i.e. you do not discard say
90 % of the music.
• According to Fig. 2, there is little ambiguity in classification whether a song is
motivational or not.

3

Tempo confusions

Tempo estimation algorithms generally work by detecting significant audio events and
finding the periodicity of repetitive patterns in an audio signal. However, human
perception of tempo is subjective and relies on a far richer set of information, causing
many tempo estimation algorithms to suffer from octave errors, or “double/half-time”
confusion. As a benchmark, tapping experiments on general databases gave about
30-70 % correct correspondence between tapping and automatic tempo estimation for
various extractors [16]. In this paper we used two tempo extractors, one based on a
resonance model [17] and one based on beat strength [18].
When listening informally we noticed that within the class of motivational music
the number of songs having inherent confusion of tempo is reduced, which is intuitively in line with the requirement of a strong rhythm for motivational music [5]. This
observation was tested by a small scale experiment described in Section 3.1.

3.1

Tapping experiment

To test the tempo confusions for motivational music we used the following approach.
We considered music selected by the motivational filter from the artist database. The
threshold we chose for the filter was p > 0.98. Songs with BPM were selected in the
ranges 115-160 BPM according to the tempo extractor based on a resonance model.
About 450 songs from the artist database complied with the criteria above, from which
80 songs were randomly chosen. The perceived tempo was determined using a tapping
experiment [14], i.e. the BPM was determined from 15 seconds tapping to the music
using a Matlab user interface.
The experiment was executed on a PC and one participant (the first author) listened
to the music over headphones while tapping beats according to perceived tempo on the
keyboard space bar. For each excerpt the perceived tempo in BPM was calculated from
the tap occurrences in time using linear regression. Each tapped beat was assigned a
number based on how many times the median tapped interval fell between its time point
and the first tapped beat. Using this beat number and the beat time as dimensions, a
line was fit through the data using linear regression. The slope of the line was taken
as the tapped tempo.

3.2

Results

Two extractors, based on a resonance model [17] and on beat strength [18], were used
to automatically determine the BPM. The agreement of BPM extractors and tapping
(perceived tempo) for the resonance model tempo extractor was 94 % correct and for
the extractor based on beat strength: 90 %. The accuracy rates were measured as
the proportion of estimated tempos that are an exact match, within a 4 % tolerance
window. Furthermore, the two extractors agreed on 84 % of the songs, and for this

subset a 100 % agreement with the perceived tempo was found. In summary, the
experiment suggests the following.
• For the class of motivational music the confusion between perceived tempo and
extracted tempo appears to be much less than for general music;
• A motivational classifier is a valuable asset in case of applications where a good
agreement between extracted tempo and perceived tempo is important;
• Using a motivational classifier and removing songs which do not correspond in
BPM over different automatic BPM extractors leads to nearly perfect correspondence between perceptual and automatically extracted BPM.

4

Conclusions

A motivational filter has been designed based on an audio database consisting of motivational and neutral music. The classification shows an accuracy of about 97 % correct.
According to probability histograms, there is little ambiguity in classification whether
a song is motivational or not. Furthermore, the filter is not severely restrictive; a test
on two different databases (genre and artist) shows that about 20-40 % of the songs
passes through the filter.
For the class of motivational music the agreement between perceived tempo and extracted tempo appeared to be much better than for general music. Using a motivational
classifier and removing songs which do not correspond in BPM over different automatic
BPM extractors led to nearly perfect correspondence. Our experiment suggests that a
motivational classifier is a valuable asset in case of applications where a good agreement
between extracted tempo and perceived tempo is important [19, 20, 21, 22, 23, 24, 25].
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Abstract
A music mood web experiment was conducted. The set-up of the experiment
was based on earlier considerations and findings reported in this area. The
results of the experiment is a mood annotated data base which can be used for
music recommender systems in the form of mood presets or definition of distance
metrics based on mood. In this paper, we describe the experiment and its results.

1

Introduction

Nowadays, personal audio databases tend to increase dramatically accumulating to
collections of thousands and thousands of songs. Automatic music classification provides a core technology for tools that help users to manage and browse their large
music collections [1, 2]. Usually, audio databases are sorted by genre or artist, but a
third dimension ‘mood’ may also improve organizing large databases. Furthermore, it
is expected that mood consistency over songs in an automatically generated playlist is
a desirable feature.
In a series of articles [3, 4, 5], the issue of creating a proper mood database was
considered. A basic issue with mood is that the emotional meaning of music is highly
subjective [6, 4]. This aspect is much more prominent for mood than for genre and
artist. The considerations in the mentioned papers led to the following notions.
• Twelve mood categories are relatively consistent between subjects and are easyto-use as well;
• Mood categories are non-exclusive categories;
• Moods should be ranked as ‘belonging in this class’ or ‘not-belonging to this class’
(as opposed to working with antagonistic labels);
• Proper wording of the labels is important.
The set-up of the mood experiment was based on these findings. The twelve mood
category labels are given in Table 1. The shorthand labels, which are used in the later
plots and discussions, are given as well.

2

Mood Annotations in Related Work

Existing approaches obtaining mood annotations for music recommendation differ in a
number of aspects: expert versus non-expert annotations, annotations per song excerpt,
per song, or per album, orthogonal dimensions versus individual categories, assignment
of music into mutually exclusive or non-exclusive mood categories.
Annotations by few instructed people, e.g. [6, 7], might provide high-quality ratings
due to the expertise of the raters, but might not necessarily represent the opinion of
naı̈ve end users of music recommendation systems. Annotations by harvesting music

1
2
3
4
5
6
7
8
9
10
11
12

sad
calming/soothing
arousing/awakening
powerful/strong
tender/soft
cheerful/festive
carefree/lighthearted/light/playful
angry/furious/aggressive
peaceful
emotional/passionate/touching/moving
loving/romantic
restless/jittery/nervous

sad
calming
arousing
powerful
tender
cheerful
carefree
aggressive
peaceful
emotional
loving
restless

Table 1: The twelve mood labels used in the experiment and their shorthand notation.
tags from the Internet might provide easy access to the opinion of many people, but
suffer from annotation bias (more popular songs are ranked higher although a less
popular song might be more representative) and weak labeling (if a song is not labeled
it does not mean it is not part of that category) [8]. As a compromise, we decided to
collect annotations by non-instructed people using a web survey.
For classification or analytical purposes, song excerpts have been widely used e.g.
[9, 6, 5, 7]. The obvious advantage is that excerpts can be selected such that they do
not change over time too much which might introduce mood changes. On the other
extreme, services such as [1] provide mood annotations on an album level. Since the
goal of this experiment was to collect representative songs, annotations on a song level
were targeted.
Many approaches, e.g. [6], use orthogonal mood dimensions either based on Russell’s
Valence-Arousal model [10], or apply their own factorial analysis to identify underlying
mood dimensions, e.g. [9]. Other approaches use individual categories based on clusters
of emotion labels, derived from own clustering approaches, e.g. [7], or from variations
of Russell’s orthogonal dimensions e.g. [11]. The present experiment belongs to the
latter category.
While a mutually exclusive assignment of music into mood categories has been used
[6, 7], others argue that music may convey different moods at the same time [4, 11].
Though the present experiment follows the latter approach, we will address the number
of different moods per song in the analysis part of this paper.
In summary, choosing from a number of options known in literature, we aimed to
optimize the experiment to our primary goal: finding representative songs that can
serve as mood presets.

3

Method

The rating experiment was inspired by the experiment conducted in [5]. The aim of [5]
was to create a large music collection to ensure a sufficient number of training material
for classification purposes. As a consequence, not all excerpts fulfilled the criteria for
conveying a clear mood. In the current experiment, the aim was to create mood presets,
i.e., example songs with a clear mood classification, which could serve as ‘landmarks’
for playlist generation. Hence less excerpts were needed in this experiment.
The current experiment differs in more ways from [5]: 1) a different scale was used,
i.e. moods were rated differently; 2) participants were allowed to scroll through the

entire song instead of a preselected piece of about 20 seconds; 3) a larger group of
subjects participated, which resulted in more ratings per song.

3.1

Participants

The participants were selected based on gender, age and experience in listening to
music. In total 36 volunteers accepted to participate in the experiment of which 32
completed the test. The test group consisted of ten females and 22 males with ages
ranging between 19 and 48 years (mean: 32, std: 9). The group consisted of twelve
nationalities, mainly European and consisted of Philips employees, students, and a few
people outside Philips. The average hours per week participants listened to music was
twelve hours (std: 12 hours) and the years of music practice ranged from zero to 30
years (mean: 6, std: 9).

3.2

Music selection

The tracks used in this experiment were selected from the previously created database
[5]. The database is annotated using twelve identified mood classes [4]. The database
contains 1059 excerpts covering twelve music genres.
For the current experiment, in total 288 excerpts were selected by the third author
from this collection of 1059 excerpts, taking into account tighter criteria, i.e., the
excerpts had a consistent mood rating according to the experiment conducted in [5].
The 288 tracks were divided into sets of 64 tracks per participant in such a way that
each excerpt was rated eight times by different participants and each presumed mood
was rated about five times per participant. The sets per participant were mutually
overlapping.

3.3

Rating experiment

The rating experiment was conducted over the Internet. This procedure was chosen to
reach a sufficiently large number of participants. It was also attractive to the participants to be able to do the experiment at home and at a time which suited them best.
It was also allowed to do the experiment in steps, i.e., the experiment could be stopped
by closing the internet browser window and continued at any time they wanted.
Before starting the experiment the participant was asked to complete a brief questionnaire concerning general characteristics, e.g., age and music preference. After completing the questionnaire the experiment started with an assignment explained in the
instructions. It was advised to set the volume on a comfortable audio level.
The song started by clicking on the play button at the top of the screen or it started
automatically, depending on the web browser used by the participant. It was advised
to scroll through the entire song and to spend at least 20 seconds before going to the
next song. Because the rating experiment was not supervised by the experimenter,
the system in fact ensured that the participant spent at least 20 seconds before he/she
was able to continue to the next trial. On average the participants needed about 1.5-2
hours of their time to complete the test.
The actual Mood Rating experiment consisted of twelve ratings (one for each mood,
see Table 1) on a 7-point scale for each excerpt.

4

Results

4.1

Annotation

The outcome of the experiment is a number for a certain excerpt, participant and
all mood categories. The number reflects the participants rating whether the excerpt
he/she heard has this mood, where the number is in the range 0 to 6 (0=totally disagree,
6=totally agree).
In order to arrive at robust mood labels per song, we defined (according to a
heuristic rule) three levels: a song can belong to this mood category, definitely not
to this mood category, or it is not a relevant mood for this song. These levels are
numbered as 2, 0, and 1, respectively.
The heuristic rule to arrive at these levels is the following. Per excerpt, the average
and standard deviation of the ratings (over subjects) was determined for each mood
category. The level 2 (agree: positive) was chosen when the standard deviation was
less than 1 and the average minus the standard deviation was larger than 3. The level
0 (disagree: negative) was chosen when the standard deviation was less than 1 and the
average plus the standard deviation was less than 3. In all other cases the level was 1
(neutral).
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Figure 1: Left: Number of songs with a certain number of positive, negative or neutral
moods (blue, brown and green, respectively). Right: Number of songs with a certain
mood, negative or positive.

4.2

Mood presets

Per song and per mood, a number 2, 1 or 0 (positive, neutral or negative) has been
assigned. As a first result, we consider how many moods were given to a song. This is
represented in Fig. 1. The mean number of positive moods is 1.4 (std 1.3), the mean
number of neutral moods is 9.2 (std 2.1), and the mean number of negative moods
is 1.4 (std 1.3). There are 41 songs without positive or negative mood (all moods
neutral; last green bar), 87 songs having no positive mood annotation, and 83 having
no negative mood annotation. As extrema, there is one song having 6 positive mood
annotations and one song having only 3 neutral annotations.
In view of the fact that the data base was constructed by experts on the criterion of
clear moods, the number of neutrals seems large. This may be due to large intersubject
variations or to a stringent criterion in the interpretation of the results. Another reason
might be the difference between mood consistency of a song excerpt and of a whole
song. Probably several of the 20s excerpts used in [5]?? were clear and consistent as
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Figure 2: Left: Cumulative number of songs with a certain mood, where cumulation is
in the direction of increasing amount of additional positive mood annotations. Right:
Cumulative number of songs with a certain negative mood annotation, where cumulation is in the direction of increasing amount of additional negative mood annotations.

short excerpts, but the corresponding songs, which have been used here, were varying
such, that the song annotations are different than the excerpt annotations. In fact, the
possibility that such effects might occur, was another motivation to do a new rating
experiment with whole songs instead of trying to construct mood presets from the
previous excerpt database.
It is interesting to consider whether our procedure of mood labeling yields sufficient
songs per mood category. Therefore we counted the number of songs which are belonging to a certain category and those not having that mood. The results are shown
in Fig. 1. We see that for each mood, we have at least 9 songs in that particular
mood (minimum 9 for ‘sad’; and for the other moods more than 20). This is nicely
supplemented with songs having the negative mood annotation.
We split the results taking into consideration whether a song had an exclusive mood
or multiple ones. I.e., we first counted the songs which had one exclusive mood, then
the number of songs with a certain mood which had a second mood annotation as
well, then the number of songs with two additional moods, and so on. For the positive
and negative annotations this is shown in Fig. 2. We note a fast saturation in the
cumulation (in line with Fig. 1), but not equally fast for all moods.
With the exceptions of the moods sad and calming, we have at least 10 songs for each
mood when considering songs with at most a double annotation of level 2. The overall
conclusion is that for each mood we have sufficient annotations to create well-defined
presets.

4.3

Optimizing Mood Dimensions

Using a correlation analysis, we validated and optimized the mood dimensions used for
generating the mood presets.
In Table 2 the correlation coefficients (times 100) are given where all small correlation coefficients (less than 0.5) are set to zero. We see that 7 moods are uncorrelated
with any other mood, one has only negative correlations with other moods (‘aggressive’ with ‘calming’, ‘tender’ and ‘peaceful’) and that the moods ‘calming’, ‘tender’,
‘peaceful’ and ‘loving’ are mutually positively correlated. The mood ‘aggressive’ (and,
to a lesser degree, ‘restless’) act partly antagonistic to the moods ‘calming’, ‘tender’,
‘peaceful’ which seems intuitively correct.
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Table 2: Correlation coefficients (100×) for the 12 moods for the songs in the test.
Correlations which were in absolute value less than 0.5 were set to 0.
The correlation matrix of the annotated moods appears to be partly correlated.
We selected the moods 2, 5, 9 and 11 (see Table 1) and performed an eigenvalue
decomposition on the correlation coefficient matrix. The correlation matrix (times 100
and rounded) is given by


100 67 60 48
 67 100 56
62 




(1)
 60
56 100 50 
48 62 50 100
The eigenvalue decomposition gives the eigenvalues 2.7230, 0.5451, 0.4468 and
0.2851 and the matrix of associated eigenvectors is given by






0.5089
0.5274
0.4873
0.4747

0.4433 0.4472
-0.1219 0.4516
0.4273 -0.7395
-0.7785 -0.2220

0.5870
-0.7093
-0.1819
0.3454







(2)

There is one clear dominant dimension, which is in the direction (1,1,1,1). this would
be a mood label joining all four labels. The second eigenvector is roughly speaking in
the direction (1,0,1,-2), in words the joint label ‘calming/soothing’ and ‘peaceful’ versus
the label ‘loving/romantic’. A possible interpretation is that this direction has to do
with activeness: ‘calming/soothing’ and ‘peaceful’ inducing presumable a non-active
state while ‘loving/romantic’ would be associated with inducing an active attitude. A
good label is however hard to coin.
When collapsing the original 12 mood dimensions into 8 plus the two mentioned
above (see Table 3), the correlation matrix becomes as shown in Table 4 (like before, all
correlation coefficients less than 0.5 set to 0 and multiplication by 100 and rounding).
Only the mood ‘angry’ is now negatively correlated with the new joint mood ‘calming /
tender / peaceful / loving’. We also checked the positive and negative number of songs
in these new dimensions, and these are nicely in line with those of the other moods.
In Fig. 3, we have plotted the histograms of the number of neutral and non-neutral
annotations for the 12 moods and for the reduced set of moods, respectively. In the case
of 12 moods, the histogram of non-neutral number annotations is not a monotonically
decreasing function, but has a plateau for the range 2-4. With the reduced number
of moods, the histogram of non-neutral number annotations becomes a monotonically
decreasing function. The average number of non-neutral ratings per song is 2.1 in both
cases; the standard deviation, however, drops drastically from 2.83 to 1.56.

1
2
3
4
5
6
7
8
9
10

sad
arousing/awakening
powerful/strong
cheerful/festive
carefree/lighthearted/light/playful
angry/furious/aggressive
emotional/passionate/touching/moving
restless/jittery/nervous
calming/soothing/tender/soft/peaceful/loving/romantic
calming/soothing/peaceful versus loving/romantic
Table 3: The reduced mood labels.

As a side-note, we mention that the histograms for the number of positive moods
and that for the negative are very similar. This can be seen in Fig. 1 for the 12 moods
from the experiment, but also holds for reduced mood set. Interestingly, for the 10
mood set, these distributions closely resemble a binomial distribution with probability
p = 0.042, whereas the correspondence with a binomial distribution is poor for the
original 12 moods.

5

Conclusions

A music mood experiment was conducted in the form of a web experiment. The basic
set-up of the experiment (songs, labels, rating) was driven by earlier findings on music
mood labeling.
We defined heuristic rules for mood categorization of songs based on the experimental scores. Correlation analysis largely support the earlier assumptions on the number
of labels and the non-antagonistic nature.
The collected material enables defining mood presets and deriving a mood distance
measure. These latter issues are not included in the paper.
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Table 4: Correlation coefficients (100×) for the reduced set of moods. Correlations
which were in absolute value less than 0.5 were set to 0.
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Abstract
Lattice Reduction (LR) is a promising technique to improve the performance
of linear MIMO detectors. In this paper the Scalable Parallel LR algorithm
(SPLR) is proposed and optimized for parallel programmable baseband architectures offering ILP and DLP features. In our algorithm, architecture-friendliness
is explicitly introduced from the very beginning of the algorithm/architecture codesign flow. In this context, abundant vector-parallelism is enabled with highlyregular and deterministic data-flow. Hence, SPLR can be easily parallelized and
efficiently mapped on Software Defined Radio (SDR) baseband architectures.
The proposed algorithm has been implemented on ADRES and is evaluated in
the context of 3GPP-LTE. Most of the previously reported algorithms are implemented for ASIC or FPGA. However, to the best of author’s knowledge, this
is the first reported LR algorithm explicitly optimized for a Coarse Grain Reconfigurable Array (CGRA) processor like ADRES.

1

Introduction

The optimal solution to the MIMO detection problem is the Maximum Likelihood
(ML) detector. A brute force ML detector implementation requires exhaustive search
over all the possible transmitted symbols so its complexity increases exponentially
with the number of antennas and the signal constellation. The challenge is to have
MIMO detectors that can achieve performance comparable to the ML detector while
having a lower complexity. Linear Multiple Input Multiple Output (MIMO) detectors,
such as Zero Forcing (ZF) or Minimum Mean Square Error (MMSE), are attractive
choices for MIMO detection due to their low computational cost. However, they cannot
efficiently remove the inter-stream interference and suffer from noise amplification.
Lattice Reduction (LR) has been proposed [1] to improve the performance of a suboptimal detector for MIMO systems. The performance gap between linear detectors
and the optimal ML detector depends on the orthogonality of the channel matrix [2].
Based on this observation, the basic idea of LR is to make the channel matrix more
orthogonal for linear equalization [3]. This is achieved by using linear transformations
on the MIMO channel matrix until it satisfies a certain orthogonality criterion. As
a result, for a given MIMO detector, the multiple received streams can be correctly
detected with a higher probability. LR-based linear ZF/MMSE detectors have been
proposed in [1] [4]. A well known technique to compute the reduced lattice basis is the
LLL algorithm [5]. Complex LLL (CLLL) algorithm has been proposed [6] as a variant
of LLL algorithm for MIMO processing.
In the context of implementation, majority of the existing LR algorithms are not designed for efficient mapping on parallel programmable architectures. Implementations
of these algorithms reported for ASIC [7] and FPGA [8] [9] [10] are essentially sequential and non-deterministic. These algorithms are not suited for parallelism because:

channel matrix column swapping introduces irregular data-flow, non-deterministic control flow, and extensive memory-rearrangement. These drawbacks will result in very
low resource-utilization of parallel programmable architectures.
The main contribution of this paper is a Scalable Parallel LR (SPLR) algorithm.
The proposed algorithm is specifically optimized for SDR baseband processors. Our
algorithm takes advantage of channel coherence present between adjacent sub-carriers
of an OFDM symbol. The algorithm is designed such that computationally expensive
parts of LR can be executed concurrently. Hence, LR can be performed on a block
of sub-carriers in parallel. This improves the processing throughput significantly while
making the algorithm suitable for a parallel implementation. On the other hand,
deterministic data-flow can account for DLP. In addition, SPLR offers both designtime as well as run-time scalability. At the design time, SPLR can be initialized
for DLP offered by a parallel programmable architecture while run-time scalability
provides performance/complexity tradeoff. Thus, our algorithm can operate in different
scalability modes, highly desirable for SDR baseband processing. For performance
evaluation, SPLR is implemented on ADRES [11] which is a CGRA processor.

1.1

Lattice Reduction-aided MIMO Detection

Consider a spatially multiplexed MIMO system with M transmit and N receive antennas denoted as M × N . The vector of received symbols y ∈ CN ×1 is given as
y = Hx+n,

(1)

where x ∈ CM ×1 denotes the vector of transmitted symbols taken independently
from

H
a Quadrature Amplitude Modulation (QAM) constellation with E xx = 1, and n ∈
CN ×1 is the vector of independent complex Gaussian noise samples where ni ∼ N (0, σ 2 )
for 1 ≤ i ≤ M . H ∈ CN ×M denotes the MIMO channel matrix and is considered to be
perfectly known at the receiver.
H is assumed to be column full-rank then the columns hi , 1 ≤ i ≤ M , of the channel
matrix H, can be seen as generator basis matrix for an M dimensional complex lattice
L(H) ∈ CN ×1 . CN ×1 consists of all integer linear combinations of the set of linearly
independent basis column vectors, hi i.e.
(
)
M
X
L(H) = Hα =
hi αi . | αi ∈ CZ for 1 ≤ i ≤ M
i=1

The possible set of basis vectors of lattice L can be infinite. The main idea behind LR
is to obtain a reduced (i.e., orthogonal basis) generator basis H for the same lattice L
e generate the
in order to improve the performance of a linear equalizer [1]. H and H
e if H
e = HT where T ∈ CM ×M is a uni-modular matrix
same lattice i.e. L(H) = L(H),
with det(T) = ±1.
A well known approach to generate the transformation matrix T is the LLL algorithm [5]. The basis matrix H can be represented as a product of an M × N matrix Q
and an M × M matrix R with H = QR, where Q is unitary and R is upper triangular
matrix. With respect to the QR decomposition, hk is almost orthogonal to the sub
space spanned by h1 ,...,hk−1 , if |R1,k | ,..., |Rk−1,k | are small compared to Rk,k , where
2 ≤ k ≤ M , [4].
e with QR decomposiDefinition(Lenstra-Lenstra-Lovasz-Reduced) : A basis H
e =Q
eR
e is called LLL-reduced with parameter δ -see [4][6], if
tion H
e l,l ∀l where 1 ≤ l < k ≤ M
e l,k ≤ 1 R
R
2

(2)

and
e k−1,k−1
δ R

2

2

e k,k
≤ R

2

e k−1,k
+ R

2

∀k where 2 ≤ k ≤ M

(3)

Scalable Parallel Lattice Reduction

OFDM in LTE converts a frequency selective channel into a set of independent and
parallel flat fading channels. A significant improvement in processing throughput can
be achieved if LR can be performed on a set of sub-carriers simultaneously. This requires a LR algorithm that has a predetermined run time and a deterministic execution
path. A typical implementation of the CLLL algorithm suffers from the fact that the
complexity and run time is determined by the position and number of column swaps.
Although the CLLL algorithm can be terminated at intermediate iterations to bound
the execution time, the pre-processing of each channel matrix would then still follow a
different execution path for each iteration. As a result, a group of channel matrices cannot be reduced in parallel and an efficient implementation on architectures supporting
vector (parallel) operations is not possible. Our proposed SPLR algorithm, shown in
Table 1, introduces necessary modifications in the CLLL algorithm to overcome above
mentioned shortcomings in a parallel implementation.
As described above, the CLLL algorithm has an un-deterministic data-flow caused
by the column swaps. The number and sequence of column swaps depends on the
e To avoid this, SPLR uses the approach proposed in [12]. A pre-determined
input R.
sequence of k values (i.e. sequence of column swaps) is traversed, line(9 and 32)
Table 1. As a result of this pre-determined fixed execution order, LR iterations can
be performed independently on a number of sub-carriers simultaneously. The total
number of iterations are bounded above by Nmax line(5) Table 1.
The swap condition for CLLL, known as the Lovasz condition, is given by (3).
A direct implementation of the Lovasz condition requires significant computational
resources. In CLLL, Lovasz condition is evaluated and if satisfied, column swap and
then Givens rotations are performed. Since, there are significant number of column
swaps in the first few iterations of LR we modify condition checking in such a way that
column swaps and Givens rotations are always performed. Later, Lovasz condition is
evaluated as given by line (26) Table 1, and when satisfied matrices QT , R, T are
updated lines (26-31). This guarantees higher data reuse and the condition can now
be evaluated by a comparator. The Lovasz condition used in CLLL is,
e k−1,k−1
δ R
√

2

e k,k
> R

2

e k−1,k
+ R

2

e k−1:k,k
e k−1,k−1 > R
δ R

(4)

(5)

This comparison can be performed on the swapped columns as in line(26) Table 1,
√

e − 1, k − 1 > R
e c (k − 1 : k, k − 1)
δ Rk

(6)

The norm
√ on the right side of above equation is already evaluated in line (23) Table
1, and δ is loaded from a constant memory. So the overhead of this comparison
becomes negligible. By this modification LR can now be performed on a block of
adjacent sub-carriers in parallel.
In OFDM, especially in LTE, adjacent sub-carriers are spaced very closely together
and hence within the coherence bandwidth. Assume that the block size, or the number

Table 1: Scalable Parallel Lattice Reduction Algorithm
e T , R,
e T
e
INPUT: QT , R, T OUTPUT: Q
e T := QT , R
e := R, T
e := T
1: Initialization:Q
2: Niter := 0
3: exit := FALSE
4: V := zeros(1, 8)
5: while Niter ≤ Nmax AND exit = FALSE
6:
for i = 1 to 8
7:
L := 0
8:
k := 2
9:
while k ≤ M
10:
for l = kl − 1 to 1k step −1
11:
µ = R̃l,k /R̃l,l
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:

R̃(1 : l, k) := R̃(1 : l, k) − µR̃(1 : l, l)
T(:, k) := T(:, k) − µT(:, l)
end
Swap and move columns k − 1 and k of R̃ to R̃c
e c (k − 1 : k, k − 1) ← R(k
e − 1 : k, k)
R
e c (k − 1 : k, k) ← R(k
e − 1 : k, k − 1)
R
e c (k − 1 : k, k + 1 : M ) ← R(k
e − 1 : k, k + 1 : M )
R
Swap and move columns k − 1 and k of T̃ to T̃c
e c (:, k − 1) ← T(:,
e k)
T
e c (:, k) ← T(:,
e k − 1)
T
T
e (k − 1 : k, :) ← Q
e T (k − 1 : k, :)
Q
c


e (k−1,k−1)
R
α= e c
α β
kRc (k−1:k,k−1)k
Θ=
with
e (k,k−1)
R
−β α
β= e c
kRc (k−1:k,k−1)k
e c (k − 1 : k, k − 1 : M ) := ΘR
e c (k − 1 : k, k − 1 : M )
R
T
T
e
e
Qc (k − 1 : k, :) := ΘQc (k − 1 : k, :)
√
e − 1, k − 1) > R
e c (k − 1 : k, k − 1)
if δ R(k

L := 1
e − 1 : k, k − 1 : M ) ← R
e c (k − 1 : k, k − 1 : M )
R(k
e k − 1 : k) ← T
e c (:, k − 1 : k)
29:
T(:,
T
e (k − 1 : k, :) ← Q
e T (k − 1 : k, :)
30:
Q
c
31:
end
32:
k := k + 1
33:
end
34:
V(1, i) := L
35:
end
36:
if sum(V(1, :) ≤ N LT
37:
exit := TRUE
38:
end
39: end
e = HT
OUTPUT: T satisfying H
27:
28:

of channel matrices, to be processed in parallel is chosen to be small or within the
coherence time. Then, these channel matrices are likely to have a similar execution
time with a similar position and number of column swaps. So for a small block size
if same operations are performed all the matrices in that block are more likely to be
lattice reduced at the same time. Based on this, a simplified exit criterion i.e. Number
of Lattice Thresholding(N LT ) is defined for a block of sub-carriers. When N LT is set
e in a block gets CLLL
to 8, line (36) Table 1, SPLR terminates as soon as one of the R
reduced before the bounded run-time Nmax is reached. N LT value of 1 means that all
e gets CLLL reduced if an un-bounded run-time is allowed. However, in this case
the R
the number of redundant operations would be quite significant. This can be proved
following the similar steps as in [12], although polynomial run-time is not guaranteed
as in CLLL algorithm.

3

Implementation on ADRES

The presented work is based on the ADRES ASIP template [11]. As shown in Fig.1, the
parameterizable template consists of an array of densely interconnected FUs that have
local Register Files (RF) and configuration loop buffer. Using the ADRES template, we
can design an ASIP with extensive parallelism by combining ILP and DLP. By changing
the size of the array (number of FUs), we can tune the amount of supported ILP. By
changing the number of SIMD slots in each FU, we can tune the amount of supported
DLP. In our work, ADRES ASIP template is instantiated for 8-way SIMD and a block
size of 8 sub-carriers is chosen for SPLR to be lattice reduced simultaneously.
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Figure 1: ADRES
Division and inverse square-root are computationally intensive operations and both
are required in majority of LR algorithms. In the SPLR to perform LR simultaneously
on 8 sub-carriers 8 division hardware units would be required. However, hardware
divider is a costly unit. In the current implementation of SPLR we use iterative
procedures for division and inverse square root. Division is present in the computation
of µ = R̃l,k /R̃l,l (Line (11)) of Table 1. The division can be replaced with the product
of the dividend and the reciprocal of the divisor. A well known method for computing
reciprocal to arbitrary precision involves Newton-Raphson iterations. For example, to
compute s = a/b for b > 0, b−1 is required. b is first normalized by performing left
shifts as bs = b2β such that 0.5 ≤ bs < 1. The algorithm then computes an estimate
of the reciprocal of bs , xn . Initial estimate x0 is calculated by linear approximation
using a Look-up-table LUT, x0 is then further refined iteratively using the following

equation:
xi+1 = xi (2 − bs xi )

4

Experimental Results

In this section, we provide performance comparison of SPLR to CLLL when used with
ZF. A 4x4 MIMO system, with the LTE Urban micro channel at a user mobility of
3km/h is considered. Simulations are carried out for block size of 8 sub-carriers and the
ADRES ASIP template is instantiated for 8 way SIMD. The effect of choosing Nmax
and N LT is also shown.

4.1

BER Performance

In Fig.2 and Fig.3, BER performance of ZF using different LR algorithms is plotted.
Nmax = 4 and Nmax = 6 is considered for SPLR in Fig.2 and Fig.3, respectively. BER
performance of both the MATLAB and fixed-point ADRES implementation of SPLR
are reported. The simulations show that, when SPLR is used with ZF and Nmax = 4
and N LT = 8, gain from ZF is 8dB at a BER of 10−3 Fig.2. As shown in Fig.2
when N LT is varied from 8 to 1 , the difference between CLLL and SPLR decreases
significantly. Fig.2 shows that the SPLR is less than 2.5dB away from CLLL at a BER
of 10−3 at N LT = 4. As Nmax is increased to 6, the proposed implementation achieves
BER performance − Urban Micro LTE − Nmax = 4
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Figure 2: Uncoded BER of a 4x4 16QAM MIMO system, Urban micro LTE channel
at Speed = 3 km/h LR algorithms with ZF
close to CLLL performance, even with N LT = 4 it is less than 2dB away from CLLL,
Fig.3. The scalability parameters Nmax and N LT both can be adjusted at run-time to
achieve the required performance.

4.2

Implementation

To the best of our knowledge this is the first LR algorithm that has been specifically
optimised and implemented on a parallel programmable architecture. The proposed
implementation provides both design-time and run-time scalability. At design-time
any block size can be chosen depending on DLP offered by the available architecture
and at run-time both Nmax and N LT can be chosen to provide the desired performance/complexity tradeoff. Fig. 4 shows the average number of cycles per sub-carrier
required by SPLR and the degradation in terms of BER from CLLL for different values
of N LT . Implementation results are summarized in Table 2 in comparison with the
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Figure 4: 4x4 16QAM MIMO system, Performance - Cycles Tradeoff curves
previously reported designs [10] [8] [7]. Our LR implementation shows a clear advantage in terms of average clock cycles per LR when compared to the non-scalable FPGA
[10] [8] as well as the scalable ASIC [7] implementations of LR algorithms, respectively.
Platform
Clock freq.(MHz)
Avg. Cycles per LR
Avg. Time per LR (µs)

LLL[10]
Virtex-4
140
130
0.93

CA[8]
Virtex-II Pro
100
420
4.20

I-SCNT-LR[7]
0.65nm ASIC
400
713
1.78

SPLR
ADRES
600
104
0.17

Table 2: Comparison of SPLR to different implementations

5

Conclusion

In this work, an algorithm architecture co-design approach is followed to propose a
scalable parallel LR (SPLR) algorithm. Deterministic data-flow and predetermined
execution time characteristics of SPLR allows for its efficient parallelized mapping on
any parallel programmable SDR baseband processor (ADRES in our implementation).
Moreover, SPLR can be configured to achieve different performance/complexity tradeoffs. Simulation results for 3GPP-LTE show that the SPLR when used with ZF provides
SNR gain of up to 8 dB’s when compared to ZF. Additionally, improved execution times

are attainable compared to the previously reported FPGA and ASIC implementations
of lattice reduction algorithms.
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Abstract
In this work, we present a new psychometric tool for modelling and analysing
social interactions. We focus on the concept of interpersonal spaces which are
the distances unconsciously established by people between them. The measure of
these distances can give us a hint on how people know each other. Our main goal
was to create a tool to simplify experimentation in this area of research within
social sciences. The system we propose can help to analyse and model personal
spaces using computer vision. It is an augmented reality viewer that can, in
real time and in 3D, model social spaces around users in a scene using computer
graphics. For the computer vision part, we base our work on the new Microsoft’s
3D camera, “Kinect”. This new camera allows us to easily determine people
position and reconstruct in 3D the scene for modelling purpose. Our tool gives
an intuitive representation of the personal spaces and simplifies experimentation
in natural setting. The results of these experiments could be use in the future to
develop new forms of human computer interface attentive to human relationship
and spatial behaviour.

1

Introduction

Man communicates and interacts with the world around him, but this communication
is not achieved just through spoken language. Most of the information transmitted
when communicating is done through a wide range of non-verbal signs and social behaviours, including facial expressions, postures or gestures. The ability to express,
detect and analyse these signals is called social intelligence. Social signal processing is
an emerging area of research that aims to give a social intelligence to computers [1][2].
The goal is to enable them to collect, analyse and process the various social signals
sent by humans to better interact with them. The main applications are to develop
new forms of human-computer interfaces, more based on the human behaviour and to
create multimodal tools to help research in cognitive and social sciences. These systems
should improve the precision of observations and greatly accelerate experiments that
are now often imprecise and time consuming.
In our case, we were interested in extracting and understanding the social information that space could provide us. Indeed space speaks: even if people feel free to move,
many rules unconsciously shape their evolution in space. Speed, direction or trajectory
are controlled and comply with various patterns constrained by social mechanisms [3].
You will deviate more likely if you walk towards people looking like bad guys than if
you see a nice little old lady, because being too close to them will cause you a feeling
of discomfort and insecurity. In our work, we were interested in a particular type of
social signal linked to space and people’s environment: the interpersonal distances, the
areas unconsciously established by people between them.

These spaces give an image of the relationship between individuals. People, at every
moment, adjust and control their personal spaces. Any violation of these spaces causes
a sensation of discomfort up to cause a feeling of aggression. Our main objective was
to create a simple tool to visualize, measure and analyse these spaces, to help us in the
future to get a better understanding of their core properties and to simplify research
on the subject.
The computer vision system we built is based on the recent technologies brought by
Microsoft with their new camera, “Kinect” [4]. That lets us easily create a 3D representation of the world, detects people and realizes precise measures on social interactions.
We have realized a validation step using the stop distance experiment (distance between two persons where they naturally stop before interacting) to try out our system
in a natural setting and with unaware subjects.
This paper is organized as follows: Section 2 reviews the related work, Section 3 introduces the concept of interpersonal distances, Section 4 discusses the model and factors
of influences, Section 5 presents our proposed system, Section 6 exposes an experiment
and results. We conclude in Section 7.

2

Related work

Much research has been conducted in the field of psychology and social science related
to the concept of interpersonal spaces. This concept was first introduced by E.T. Hall
[5] in his research on human behaviour in public space and then discussed by R. Sommers [6]. Research in this domain has thus highlighted the main factors of influence on
these areas and raised, sometimes measured, the impact they could have on the shape
and size of these territories as well as the interpretation we could have of them.
Most of the research was published before 1983. Since we have observed a drastic
decline of the subject. As explained in [7], this decrease of interest could not be linked
to the irrelevance of the concept. The study of social spaces can obviously lead to a
better understanding of social mechanisms and context but also to developments in
many areas such as improving the quality of life and work by optimizing the personal
space available for individuals. One of the main reasons given to justify this interest
decrease is the weakness of the methodology and measurement techniques. The experiments carried out to make measurements, used specially equipped rooms with for
example a floor grid [8]. With a videotape of the scene then it is possible to identify
the distance between the subjects by observing the pattern on the floor.
To our knowledge, no system based on computer vision technologies has been developed for this purpose and to analyse in real time social spatial interaction. The
only kind of development that we have noticed, finds its application in the field of human machine interfaces, where the use of personal spaces can play an essential role for
example in simulating the behaviour of virtual avatar. Indeed, it was shown that users
maintained a similar spatial behaviour in virtual worlds such as in the game Second
Life [9]. It is therefore an important factor in making realistic behaviour for a virtual
agent or a non playable character. However, these systems generally require complex
installations, such as [10], which does not allow performing measurements in ecological
conditions.

3

Spatial behavior clue: concept of interpersonal
distances

E.T.Hall, in his studies about the human behaviour in public space [5], introduced
for the first time this concept of interpersonal distances. People create unconscious
territories around them, which define and determine the interactions they can have
with other people. Those territories are like some invisible bubbles surrounding them
and keeping them far from each other, unless space has some physical constraints
(small room, crowded environment...). Interpersonal distances are a form of non-verbal
communication between two or more persons defined by the social relationship they
have. In a way, the measure of these distances is a clue that can tell us how people know
each other. E.T.Hall has proposed a first model to represent these different spaces; it
divides the space around a person in four distinct regions as shown in Figure 1:
1. Intimate distance (0 to 45 cm): a really close space with high probability of
physical contact, you can feel heat and odor from an other person. It’s a distance
for touching, whispering or embracing someone. It indicates a close relationship
like with lovers or children.
2. Personal distance (45cm to 1.2m): distance for interacting with relatives like family members or good friends. The other person is at arm’s length, only ritualized
touch can happen like handshake. Unrequested penetration of this space will
provoke discomfort, defensive postures and even avoidance behaviours.
3. Social distance (1.2m to 3.5m): distance for more formal or impersonal interactions. It’s the distance you naturally pose when you meet stranger and establish
a communication process with them.
4. Public distance (3.5 to infinity): distance for mass meeting, lecture hall or interactions with important personalities.

Figure 1: Definition of Hall’s personal space model. The space around people is divided
in four territories: the intimate space, the personal space, the social space and the
public space.

People update, control, and adjust their personal spaces continuously. Any unauthorised penetration of these spaces will cause a feeling of discomfort for people. This
can lead to an aggressive response of the subject who may feel oppressed by the presence of the intruder. This concept is quite similar to the flight zone observed in animal
behaviour: a space around them, where if someone goes into it will trigger an escape
behaviour in response of the spatial aggression.
Obtaining a better understanding of how these areas work could help to improve the
communication between individuals. For example, to measure and express the influence
of an individual’s status on the form of personal spaces can have many applications
in education science. A teacher could learn to control and optimise its spatial positioning; this can be critical to enable it to maintain a certain social distance with his
pupil. To avoid being too close, which could cause a feeling of primary aversion, would
change the perception of the student towards the teacher and therefore would reduce
the performance of education.

4

Modeling and analysing personal space

Many parameters are influencing the shape and size of our personal spaces. Hall proposed a first static model by experimenting on American middle-class people in the
sixties but he doesn’t take account of other variables. However, in his work, he also
showed the cultural differences in the use of space and the impact this could have on
the size of interpersonal distances. It classifies populations into two groups: contact
and non-contact cultures. For instance, for Japanese people, a non-contact culture,
the model should have larger separation distances, which would be the opposite for an
Arab or Latin population. Obviously personal spaces are much more complex social
mechanisms and depend on many parameters. They continuously evolve and adapt to
people circumstances. They should be seen as dynamic and elastic territories varying
with lot of parameters like: culture, sex, age, gender, size, social position, relationship
or physical appearance.
Social sciences have already realized a lot of experiments on this subject and showed
the importance of this concept for explaining how people behave and interact together
[11,12,13,14,15]. Many behavioural tests have shown the importance and impact that
these areas could have on our actions. The observation of specific behaviours influenced by interpersonal distances shows that they can be correlated to the: sex, gender,
detection of violent behaviour, diseases such as schizophrenia or autism, etc.
Until recently, the measures were performed manually, using often special rooms, lab’s
scenarios and consuming a lot of time. The results are so often realized with unnatural setting and the results should be biased by the conditions of the experimentation.
Like said in [7], these problems should be at the origin of a lost of research interest
in interpersonal space. So we wanted to develop a precise tool using computer vision
technologies to observe in real time Hall’s model of personal spaces on ecological scene
and in the same time realize measures on the social behaviour of the subjects. This
way, we hope to get a better understanding of the basic shape of the personal space and
actualize Hall’s distances taking into account new variables. Since these spaces are culturally conditioned, we could expect an evolution since Hall’s observation. This would
be a first step to offer a precise methodology by using computer vision measurement
system to realize research in this domain.

5

Proposed system for analysing social spaces

The computer vision system we propose is an augmented reality viewer that can, in
real time and in 3D, model Hall’s social bubbles around users in a scene. It’s based
on the new Microsoft’s 3D camera, “Kinect”. This new cheap 3D camera can compute
accurate depth map and RGB image necessary to reconstruct the scene. The Kinect
is essentially composed of two sensors: a classic RGB camera and a depth camera
using an infrared camera and a laser based IR illuminator. The illuminator projects
an irregular pattern of IR dots of varying intensities. The depth camera reconstructs
a depth image by recognizing the distortion in this pattern. A calibration step lets us
create a point cloud representation of the scene respecting real world coordinates. For
the drawing, we use the OpenGL library [16], Figure 2.

Figure 2: Left and center, Depth and RGB images obtained by the two cameras. Right,
point cloud reconstruction obtained by calibrating the RGB and depth camera.
With the recent OpenNI framework [17], that supports the Kinect camera, we could realize a user detection and segmentation. With these 3D data, we calculate the position
of the user’s centroid in the 3D space then compute their personal space with respect
to Hall’s model. Finally OpenNI has another interesting functionality for analysing
non-verbal behaviour, it’s the skeleton tracking possibilities, Figure 3. The body has
his own language and we can assume that it influences the shape of the personal space
during an interaction. With this tracking, we can study new clues and variables that
interact with interpersonal distances. Body inclination is a good example, it’s known
like a sign of implication; we have observed that during a handshake people have tendency to lean forward. In the actual state, we only represent the skeleton, this simplify
observations on the scene but in future works, we expect to automatically measure and
determine body gestures then observe the impact on the personal space and the social
interactions.

Figure 3: Left, personal and intimate spaces 3D visualization on a single user. Right,
handshake scenario: we represent skeleton tracking and the interpenetrating personal
spaces while the interaction.

Our tool contains two parts, Figure 4: one for visualizing the 3D scene and another
consisting in a form for notifying information like users’ sex, age, ... The system, first
works like an augmented reality viewer. He can reconstruct a scene in 3D, detects
multiple human users than compute their personal space. This gives a simple tool to
visualize how people interact spatially according to Hall’s model. The second use of
our system is to analyse spatial behaviour. If two or more people are present in the
scene, we can automatically and precisely measure the distances between them and get
variables like people’s height. All the data can be input in the form and save in a text
file that can easily be open in other program like Matlab or Excel. The objective is
to easily realize statistics on the data and get a better understanding of the personal
space.

Figure 4: Interface of our system: the left part shows a 3D representation of the world
and the right part is a form to save information on the subjects.

6

Experiments and results

In psychology, to conduct experiments on variations of personal space, three types of
methodologies are used:
1. The projective method that pushes subjects to imagine a scene and represent
how themselves or others react spatially to the scenario. For that, we usually
resort to the use of drawing or dolls. It was showed that this method could be
regarded as unreliable, because it requires significant capacity for reflection that
skews the observations that we could get [18].
2. The laboratory method that aims to produce a spatial scenario in a controlled
environment, such as a handshake. The subjects are often aware of participating
in an experiment, which can cause variations in the perception of the environment
and thus truncate the action.
3. The observation method of collecting data by studying the interaction between
people in their natural environment, using measurement techniques causing as
little interference as possible. It is obvious this method is the most difficult to
achieve since it requires precise measurement systems that can operate independently of the environment.

The system we have developed thus tends to respond to this need for accurate
measurement method, usable anywhere. The 3D camera makes it possible to perform
measurements without any of the current problems associated with the enlightenment
that often imposed by computer vision systems to operate in controlled environments.
To test our system, we wanted to make an experiment to observe the spatial positioning of a subject toward an experimenter before he initiates a conversation. The
main interest here was to test the system in conditions completely unforeseen. The
scene took place in an empty classroom adjacent to a computer lab where students
had a course. The scenario was to ask a student during a workout, to pass into the
adjacent room where the experimenter was waiting him for a software demonstration.
The experimenter was pretending to read, waiting until the subject comes closer before
initiating a discussion. We wanted to see if using our system, we could easily put in
evidence different types of approach behaviour by measuring the spatial positioning of
the subjects. But also see if subjects follow the concept of personal space proposed by
E.T. Hall. 21 undergraduate students participated: 17 men and 4 women. Some first
results have appeared:
1. 16 subjects had a direct approach and stopped at the beginning of Hall’s personal
space. Men seem to stand out of the experimenter’s personal space (mean=127
cm). Girls seem more intrusive and come into the personal space (mean=103
cm).
2. Two men had a two steps approach. First they stopped in the middle of Hall’s
social space, waiting the authorisation to come closer, then approached and positioned themselves like the first ones.
3. The three last had also a direct approach but come nearer than the others. They
came really close in the experimenter’s personal space (mean=75 cm).
The first behaviour seems to follow Hall’s model. The wait for an authorization, in
social space, which was observed in the second case, could be explained by this concept
of status, dominance. Expecting to be accepted into the personal territory of the
experimenter, before moving, to avoid causing a situation of discomfort that could
change the perception of the subject. The last case could be explained by the origin of
the subjects. Two were Erasmus students from Africa. A contact culture, as defined
by Hall, this would explain the search of proximity. The last one had an unexplained
behaviour; he nearly came into the intimate space of the experimenter (48 cm).

7

Conclusion

In this work, we proposed a new tool for experiments in social science on the understanding of spatial behaviour. First, we used the new camera from Microsoft, the
Kinect to realize the 3D reconstruction of a scene, detecting and tracking people. Then
based on these 3D data, we modelled subjects’ personal space by using the model proposed by E.T.Hall. Our tool also simplifies the measurement of distances between users
on ecological conditions. This system will serve as a basis for achieving various experiments on the spatial behaviour of people and better understand the impact of several
factors on personal spaces. A first attempt was performed; the primary objective was
to try out our system and to develop scenarios. Some observations have already been
made. Nevertheless, experiments at a larger scale are planned in the future to validate
these observations. Tests on larger population are needed to better discern the different
factors influencing the social spaces. Future works will focus on the impact of gaze and
physical appearance on our social spaces.
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Abstract
Knuth's celebrated balancing method consists of inverting the rst z bits in
a binary information sequence, such that the resulting sequence has as many
ones as zeroes, and communicating the index z to the receiver through a short
balanced pre x. In the proposed method, Knuth's scheme is extended with
error-correcting capabilities, where it is allowed to give unequal protection levels
to the pre x and the payload. An analysis with respect to the redundancy of
the proposed method is performed, showing good results while maintaining the
simplicity features of the original scheme.
1

Introduction

Sets of binary sequences that have a xed length n and a xed weight w (number of
ones) are usually called constant-weight codes. An important sub-class is formed by
the so-called balanced codes, for which n is even and w = n=2, i.e., all codewords have
as many zeroes as ones. Such codes have found application in various transmission and
(optical/magnetic) recording systems. A survey on balanced codes can be found in [6].
A simple method for generating balanced codewords, which is capable of encoding
and decoding (very) large blocks, was proposed by Knuth [4] in 1986. In his method,
an m-bit binary data word, m even, is forwarded to the encoder. The encoder inverts
the rst z bits of the data word, where z is chosen in such a way that the modi ed
word has equal numbers of zeroes and ones. Knuth showed that such an index z can
always be found. The index z is represented by a balanced word of length p. The p-bit
pre x word followed by the modi ed m-bit data word are both transmitted, so that
the rate of the code is m=(m + p). The receiver can easily undo the inversion of the
rst z bits received once z is computed from the pre x. Both encoder and decoder do
not require large look-up tables, and Knuth's algorithm is therefore very attractive for
constructing long balanced codewords. The redundancy of Knuth's method is roughly
twice the redundancy of a code which uses the full set of balanced words. Since the
latter has a prohibitively high complexity in case of large lengths, the factor of two
can be considered as a price to be paid for simplicity. In [7] and [9], modi cations to
Knuth's method are presented closing this gap while maintaining sucient simplicity.
Knuth's method does not provide protection against errors which may occur during
transmission or storage. Actually, errors in the pre x may lead to catastrophic error
propagation in the data word. Here, we propose and analyze a method to extend
Knuth's original scheme with error correcting capabilities. Previous constructions for
error-correcting balanced codes were given in [8], [2] and [5]. In [8], van Tilborg and
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Blaum introduced the idea to consider short balanced blocks as symbols of an alphabet
and to construct error-correcting codes over that alphabet. Only moderate rates can be
achieved by this method, but it has the advantage of limiting the digital sum variation
and the runlengths. In [2], Al-Bassam and Bose constructed balanced codes correcting
a single error, which can be extended to codes correcting up to two, three, or four
errors by concatenation techniques. In [5], Mazumdar, Roth, and Vontobel considered
linear balancing sets and applied such sets to obtain error-correcting coding schemes in
which the codewords are balanced. In the method proposed in the current paper, we
stay very close to the original Knuth algorithm. Hence, we only operate in the binary
eld and inherit the low-complexity features of Knuth's method. In our method, the
error-correcting capability can be any number. The focus will be on long codes, for
which table look-up methods are unfeasible. An additional feature is the possibility
to assign di erent error protection levels to the pre x and the payload, which could
be useful when designing the scheme to achieve a certain required error performance
while optimizing the rate.
The rest of this paper is organized as follows. In Section 2, the proposed method
for providing balancing and error-correcting capabilities is presented. In Section 3,
the redundancy of the new scheme is considered. Finally, the results of this paper are
discussed in Section 4.
2

Construction Method

The proposed construction method is based on a combination of conventional error
correction techniques and Knuth's method for obtaining balanced words. The encoding
procedure consists of fours steps which are described below and illustrated in Figure 1.
The input to the encoder is a binary data block u of length k. Let bi denote a run of
i bits b, e.g., 13 05 = 11100000.
1. Encode u using a binary linear (m; k; d1 ) block code C1 of dimension k, Hamming
distance d1 , and even length m. The encoding function is denoted by .
2. Find a balancing index z for the obtained codeword (u), with 1  z  m.

3. Invert the rst z bits of (u), resulting in the balanced word c = (u) + 1z 0m z .

4. Encode the number z into a unique codeword s from a binary code C2 of even
length p, constant weight p=2, and Hamming distance d2 . The encoding function
is denoted by .
The output of the encoder is the concatenation of the balanced word s = (z ), called
the pre x, and the balanced word c = (u) + 1z 0m z , called the bulk or payload.
It is obvious that the resulting code C is balanced and has length n = m + p and
redundancy r = m + p k, and thus code rate R = k=(m + p) and normalized
redundancy  = 1 R = 1 k=(m + p). Its Hamming distance d satis es the following
lower bound.

C is at least
minf2dd1 =2e; d2 g:

Theorem 1 The Hamming distance d of code

Proof: Let (s; c) and (s0 ; c0 ) denote two di erent codewords of C and let z = 1 (s). If
s 6= s0 , then the Hamming distance between the codewords is at least d2 , since s and s0
are both in C2 . If s = s0 , then the Hamming distance between the codewords is at least
2dd1 =2e, which follows from the fact that c + 1z 0m z and c0 + 1z 0m z are two di erent
codewords from C1 , implying that dH (c; c0 )  d1 , and the fact that c and c0 are both
balanced, implying that dH (c; c0 ) is even.
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Figure 1: Encoding procedure.
Corollary 1 In order to make C capable of correcting up to t errors, it suces to
choose constituent codes C1 and C2 with distances d1 = 2t + 1 and d2 = 2t + 2, respectively.
Example 1 Let the information block length be chosen as k = 750. We consider (750+
10t1 ; 750; 2t1 + 1) codes C1 , with t1 = 0; 1; : : : ; 4, obtained by shortening (1023; 1023
10t1 ; 2t1 + 1) BCH codes. For C2 we consider the shortest known balanced codes with
cardinality at least 750+10t1 and Hamming distance 2t2 +2, with t2 = 0; 1; : : : ; 4. Such

balanced codes are tabulated on [3], from which we collected the cardinalities of some
short codes in Table 1.
An overview of the parameters of codes obtained by choosing t1 = t2 = t is provided
in Table 2. If t = 0, then it is found from Table 1 that a pre x of length 12 is required
to represent the 750 possible balancing positions without error correction capabilities,
as in the original Knuth case, leading to a code rate of 750=(750 + 12) = 0:9843, i.e.,
a normalized redundancy of 1 0:9843 = 0:0157. If t = 1, then it is found from
Table 1 that a pre x of length 16 is required to represent the 760 possible balancing
positions in the BCH codeword with a single error correction capability, leading to a
higher normalized redundancy of 1 750=(760 + 16) = 0:0335. Further increasing the
value of t leads to higher distances at the expense of higher redundancies, as can be
checked from the table.
The proposed scheme also o ers the option to provide unequal error protection to
the bulk and the pre x. An overview of the parameters of codes obtained by xing
t1 = 3 and varying t2 is provided in Table 3. Choosing t2 = 0, i.e., providing no error
correction capability to the pre x, gives a Hamming distance d = 2 and a normalized
redundancy 1 750=(780 + 12) = 0:0530. Note that increasing t2 up to the value of
3 increases both the Hamming distance (since d = minf8; 2t2 + 2g = 2t2 + 2) and the
redundancy. However, also note that further increasing t2 from 3 to 4 (or beyond)
increases the redundancy, without the reward of an improved distance d (since it is
stuck at d = 8 due to the fact that t1 = 3).

Table 1: Cardinalities of the largest known balanced codes with length p
Hamming distance d2  10 [3].

 28 and

p
d2 = 2
d2 = 4 d2 = 6 d2 = 8 d2 = 10
2
2
4
6
2
6
20
4
2
8
70
14
2
2
10
252
36
6
2
2
12
924
132
22
4
2
14
3432
325
42
8
2
16 12870
1170
120
30
4
18 48620
3540
320
48
10
20 184756
13452
944
176
38
22 705432
40624 2636
672
46
24 2704156 151484 5616 2576
123
26 10400600 431724 16117 3588
210
28 40116600 1535756 53021 6218
790

Table 2: Code parameters in the setting of Example 1 for the case t1 = t2 = t with
0  t  4.
t
0
1
2
3
4

m
750
760
770
780
790

C1

k
750
750
750
750
750

d1
1
3
5
7
9

C2

p
12
16
20
24
28

d2
2
4
6
8
10

n
762
776
790
804
818

C


0:0157
0:0335
0:0506
0:0672
0:0831

d
2
4
6
8
10

Table 3: Code parameters in the setting of Example 1 for the case t1 = 3 and 0  t2  4.
t1
3
3
3
3
3

t2
0
1
2
3
4

m
780
780
780
780
780

C1

k
750
750
750
750
750

d1
7
7
7
7
7

C2

p
12
16
20
24
28

d2
2
4
6
8
10

n
792
796
800
804
808

C


0:0530
0:0578
0:0625
0:0672
0:0718

d
2
4
6
8
8
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Figure 2: Decoding procedure.
Upon receipt of a sequence (r; y), where r and y have lengths p and m, respectively,
a simple decoding procedure, illustrated in Figure 2, consists of the following steps.
1. Look for a codeword q in C2 which is closest to r, and set z^ = 1 (q).
2. Invert the rst z^ bits in y, i.e., set y^ = y + 1z^0m z^.

3. Decode y^ according to a decoding algorithm for code C1 , leading to an estimated
codeword c^ and thus to an estimated information block u^ =  1 (^c).
The following results are immediate.
Theorem 2 The proposed decoding procedure for code C corrects any error pattern
with at most d2 =2 1 errors in the rst p bits and at most dd1 =2e 1 errors in the last
m bits.
Corollary 2 The proposed decoding procedure for code C corrects up to the number of

errors

minfdd1 =2e

1; d2 =2

1g

guaranteed by the Hamming distance result from Theorem 1.
Corollary 3 The proposed decoding procedure for code
d1 = 2t + 1 and d2 = 2t + 2.

C

corrects up to t errors if

In the next section, we study the redundancy of the proposed method, which we
compare with the minimum redundancy required to achieve balancing in combination
with error correction capabilities.

3

Redundancy

Let A(n; d; w) denote the maximum cardinality of a code of length n, constant weight
w, and even Hamming distance d. Hence, for any balanced code of even length n and
Hamming distance d, the redundancy is at least
rmin = n

log2 A(n; d; n=2):

Since

(1)

!

n
A(n; 2; n=2) =
;
(2)
n=2
the minimum redundancy for a balanced code without error correction capabilities [4]
is
!

n
r0 = n log2
n=2
 21 log2 n + 21 log2(=2)
 12 log2 n + 0:326;

(3)
(4)
(5)

where the rst approximation is due to the well-known Stirling formula
n! 

p

2nnn e n :

(6)

No general expression for A(n; d; w) is known, but bounds are available in literature.
From Theorem 12 in [1], we have the upper bound


A(n; d; n=2) 



n
n=2 t
n=2
t



=



n
 n=2  ;
n=2+t
t

(7)

where t = d=2 1. Note that for d = 2, i.e., t = 0, this gives the same expression
as (2), and thus the bound is tight in this case. The upper bound (7) can be used to
lower bound the minimum redundancy in case t  1, i.e.,
rmin




!

!

n
n=2 + t
n log2
+ log2
n=2
t


 
1
n
t+
log2
+ t(log2 e 1)
2
t

(8)
1;

(9)

where the inequality follows from (1) and (7) and the approximation is due to Stirling's
 . We see that it consists of
formula. The lower bound from (8) will be denoted by rmin


t
the sum of a contribution r0 from the balance property and a contribution log2 n=2+
t
from the capability of correcting up to t errors.
 on the redunNext, we will investigate the di erence between the lower bound rmin
dancy, of which it is unknown whether it is achievable in general, and the redundancy
r of the proposed construction method. We know from [4] that the redundancy of the
Knuth scheme, without error correction, falls a factor of two short of the minimum
achievable redundancy. Obviously, this is a price to be paid for simplicity. For the
example introduced in the previous section, we get the following results when error
correction is involved.

Table 4: Redundancy comparison in the setting of Example 2.
t

n

0
1
2
3
4

762
776
790
804
818

=1

 =n =
750=n min = rmin
min

0:0157
0:0335
0:0506
0:0672
0:0831

0:0067
0:0177
0:0271
0:0355
0:0432

2:34
1:89
1:87
1:89
1:92

Example 2 Consider again the setting from Example 1 and choose t1 = t2 = t, with
t = 0; 1; : : : ; 4. Hence, C1 has length m = 750 + 10t and Hamming distance 2t + 1,
while C2 has length p = 12 + 4t and Hamming distance 2t + 2. Thus, the code C has
length n = m + p = 762 + 14t, redundancy r = 12 + 14t, normalized redundancy
=

12 + 14t
;
762 + 14t

and Hamming distance d = 2t + 2.
In Table 4, we compare the normalized redundancy  to min . Note that =min is,
as for Knuth's original method, close to 2, in fact a little bit less in case we have errorcorrecting capabilities. The factor =min , the price to be paid for simplicity, may even
be smaller since min is only a lower bound on min of which it is unknown whether it
is achievable in case t  1.
In general, the redundancy of the proposed method is equal to the sum of the
redundancy of code C1 and the length of the pre x. For neither of these terms a general
expression is available. The former depends on the choice of C1 . For example, for BCH
codes it is roughly t log2 m. The latter, i.e., the length of the pre x, can be decomposed
into two parts: a contribution of length log2 m identifying the balancing index and a
contribution of length roughly (t + 1=2) log2 log2 m (based on the presented bounds on
constant weight codes) providing the error correction and balancing properties to the
pre x. Hence, the total redundancy of the proposed method can be approximated as
(t + 1) log2 m + (t + 1=2) log2 log2 m:
In comparison, it follows from (9) that the minimum redundancy for any balanced code
with large length n and small error correction t capability is approximately
(t + 1=2) log2 n:
Although the results presented in this analysis are based on bounds and approximations
rather than exact results, it seems safe to conclude that in general, as in the example,
the redundancy of the presented method is within a factor of two of the optimum. The
redundancy of the codes presented in [2] is (slightly) lower, but the method presented
here is simpler and more general (since the constructions from [2] are for t  4 only).
The constructions from [8] are of a completely di erent nature, with much higher
redundancies but balancing being established on a very small block scale.

4

Discussion

We have extended Knuth's balancing scheme with error-correcting capabilities. The
approach is very general in the sense that any block code can be used to protect the
payload, while the pre x of length p is protected by a constant-weight code where the
weight is p=2. As for the original Knuth algorithm, the scheme's simplicity comes at
the price of a somewhat higher redundancy than the most ecient but prohibitively
complex code. In [10], it is demonstrated that, in order to meet a certain target block
or bit error probability in an ecient way, the distances of the constituent codes may
preferably be unequal. Hence, from the performance perspective, the overall Hamming
distance is of minor importance.
In conclusion, the proposed scheme is an attractive simple alternative to achieve
(long) balanced sequences with error correction properties.
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Asymptotic fingerprinting capacity
for non-binary alphabets
Dion Boesten and Boris Škorić, Eindhoven University of Technology
We compute the channel capacity of non-binary fingerprinting under the marking
assumption, in the limit of large coalition size c. The solution for the binary case
was found by Huang and Moulin [1]. They showed that asymptotically, the capacity is 1/(c2 2 ln 2), the interleaving attack is optimal and the arcsine distribution
is the optimal bias distribution.
We prove that the asymptotic capacity for general alphabet size q is (q−1)/(c2 2 ln q).
Our proof technique does not reveal the optimal attack or bias distribution. The
fact that the capacity is an increasing function of q shows that there is a real
gain in going to non-binary alphabets.
Watermarking provides a means for tracing the origin and distribution of digital
data. Reliable tracing requires resilience against attacks that aim to remove the
WM. Collusion attacks, where a group of users cooperate, are a particular threat:
differences between their versions of the content tell them where the WM is
located. Coding theory has produced a number of collusion-resistant codes. The
resulting system has two layers: The coding layer determines which message to
embed and protects against collusion attacks. The underlying watermarking layer
hides symbols of the code in ‘segments’ of the content. The interface between the
layers is usually specified in terms of the Marking Assumption, which states that
the colluders are able to perform modifications only in those segments where
they received different WMs. These segments are called detectable positions.
The collusion attack can be modeled as a noisy channel, and a code’s resilience
can be expressed as a code rate. It is important to know the capacity of the
attack channel, since it is a bound on the achievable code rate.
Many collusion resistant codes have been proposed in the literature. Most notable code is the Tardos code [2], which achieves the asymptotically optimal
proportionality m ∝ c2 , with m the code length. Tardos introduced a two-step
stochastic procedure for generating binary codewords: (i) For each segment a
bias is randomly drawn from some distribution F . (ii) For each user independently, a 0 or 1 is randomly drawn for each segment using the bias for that
segment. This construction was generalized to larger alphabets in [3].
We compute the asymptotic channel capacity for nonbinary bias-based schemes.
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The State Space Structure of the
Mickey Stream Cipher
Cees J.A. Jansen
Compumatica secure networks BV
PO Box 201, 5400AE Uden, The Netherlands

Abstract
Mickey is one of the stream ciphers in the final portfolio of the eSTREAM
competition. It is a binary cipher built around two finite state machines, one
linear and the other nonlinear, which control each other’s stepping. Due to this
mutual control the state space of the cipher exhibits orphan states and various
kinds of branch point states. In this paper we analyze this structure and calculate
the exact numbers of all state types. The analysis shows that it is straightforward
to determine the type of a state, and despite the nonlinear register and mutual
control it is simple to move backwards through the state space. The results
obtained can be used for finding sets of equivalent Key-IV combinations.
Keywords: mutual irregular clocking, nonlinear shift register, state space,
branch points, branching stochastic process

1

Introduction

The Mickey stream cipher has two variants, one with an 80-bit key and one with a 128bit key. The specifications of the stream ciphers van be found in the eStream archives
[1]. These specifications provide very little theoretic background to the ciphers. In
particular, the reasons behind the choices of the constructions and parameter values are
left mainly as a puzzle to the reader. All Mickey variants share the same architecture,
only the lengths of the registers vary. The most recent versions have register lengths
of 100 and 160 bits respectively, whereas for the first published versions the register
lengths are 80 and 128 bits. The Mickey stream cipher has two shift registers, one linear
register of the Galois type that is jump controlled according to [2, 3], and a nonlinear
register. The nonlinear register has a fixed nonlinear part and two different linear
feedbacks of the Galois type. The stepping rule of the two registers, i.e. the jumping
of the linear register and the feedback selection of the nonlinear register are controlled
by two signals derived from both registers. Hence, although both registers are nonsingular, the way they are controlled results in self-control which makes them behave
in a singular fashion individually, exhibiting orphan states (states with no predecessor)
and branch point states. Mickey’s states are the combination of the states of the two
registers, and as a consequence, the structure of the state space exhibits orphan states,

branch point states with two different predecessors, and branch point states with four
predecessors.
In this paper we analyze the structure of the state spaces of the individual registers
in case of self-control, and the state space of the complete Mickey ciphers. Section 2
introduces the R-register and the S-register is analyzed in Section 3. In Section 4
the structure of the state space of the complete cipher is determined. A branching
stochastic process model for backwards stepping the complete cipher is discussed in
Section 5. The final conclusions are given in Section 6.

2

The R-register

Mickey’s R-register is a jump controlled (see [2, 3]) linear feedback register of the
Galois type. All Mickey ciphers have R-registers with specially selected irreducible
characteristic polynomials, such that the jump index is approximately equal to the
square root of the period. Interestingly, in three of the four Mickey definitions the jump
index has a small factor in common with the period of the characteristic polynomial,
implying that the dual polynomials are irreducible but not primitive.
Let rt denote the N -bit state of the R-register at time t, N ∈ {160, 128, 100, 80},
and let R0 and R1 denote the two transition matrices, with R1 = R0 + I. Then the
state update rule is
rt+1 = rt Rit , it ∈ {0, 1},
(1)
where it is the jump control signal equal to rct + sta . For convenience we will sometimes
write the multiplication xG, where G is a Galois Transition matrix, explicitly as xL +
xN −1 ϕG , with L the left shift operator and ϕG the feedback vector. Similarly, assuming
that G−1 exists, yG−1 can be written as (y + y0 ϕG )R, with R the right shift operator.
As the jump control signal is derived from the register itself, the state space of the
R-reg exhibits branch points and orphan states. Assume that in the control signal sta
is constant and equal to 0. In general, the state r has two possible predecessor states:
−1
ρ0 = rR−1
0 and ρ1 = rR1 . The corresponding predecessor control bits ρ0,c and ρ1,c
determine which of the two states are real predecessors, i.e. if ρ0,c = 0 and ρ1,c = 1,
then r is a branch point state, if ρ0,c = 1 and ρ1,c = 0, then r is an orphan state,
and if ρ0,c = ρ1,c , then r is a regular state with one predecessor. It is easy to see that
if sa = 1 then the orphan states become branch point states and vice versa, but the
regular states remain regular states.
The state space of the R-register comprises 2N states. As a consequence of the
linearity of the register, the number of states r with specified values for the ρ0,c and
ρ1,c amounts to 2N −2 . Hence, there are 2N −2 orphan states and branch point states,
and 2N −1 regular states. The regular states and branch points give rise to at least one
cycle. Let p = 2N − 1 denote the period of the characteristic polynomial, then the least
value lmin of this cycle satisfies
(

lmin =

min (p divJ + p modJ, p divJ −1 + p modJ −1 ) , if J −1 exists,
p divJ + p modJ, else.

(2)

The 80-bit Mickey version 3 has lmin = 250 + 24805. For completeness it should be
mentioned that the R-register has an all-zero cycle of period 1. Although there are no

special measures to escape from this all-zero state, the probability that this situation
occurs when using randomly chosen Key-IV bits is negligibly small.

3

The S-register

Mickey’s S-register is a nonlinear feedback register with a linear part of the Galois type
with two different feedbacks. A control signal jt = stc + rat determines which feedback
is taken at time t. A first important observation is that the control signal has no
influence on the state of the S-register for exactly half of its states, viz. for all states
with stN −1 = 0. In this case, there is only one next state, which has st+1
= 0, and that
0
t
is a regular state. As before, we write s for the N -bit state of the S-register at time t,
N ∈ {160, 128, 100, 80}, and S0 and S1 for the two transition matrices.
The nonlinear part of the S-register is a nonlinear function f in which each output
bit depends on two input bits as given by (3).
f (x) = (0, fN −2 (xN −1 , xN −2 ), . . . , f1 (x2 , x1 ), 0),
fi (xi+1 , xi ) = (xi+1 + c1i )(xi + c0i )
= xi+1 xi + c0i xi+1 + c1i xi + c1i c0i .

(3)

According to (3) the linear part of the S-register can be considered to include the
terms c0i xi+1 + c1i xi + c1i c0i , hence forming an affine feedback register. The resulting
nonlinearity would then be a simple bitwise multiplication. Let us denote the bitwise
multiplication of two vectors x and y by x · y = (xN −1 yN −1 , . . . , x0 y0 ), then f can be
written as follows.
f (x) = (xR + c1 ) · (x + c0 ) = xR · x + xR · c0 + x · c1 + c1 · c0 .

(4)

Note from (3) that for any nonsingular Galois transition matrix G we have f G = f L
and f G−1 = f R. The S-register state update rule is then:
st+1 = st Sjt + f (st ), jt ∈ {0, 1},
= (st + f (st )R)Sjt = g(st )Sjt .

(5)
(6)

It is clear from (3) that f is not a bijection. However, the function g as defined
in (6) is a bijection. For if y = g(x), then yN −1 = xN −1 , yN −2 = xN −2 , and yi =
xi + fi+1 (xi+2 , xi+1 ), i = N − 3, . . . , 0. Hence, the inverse function x = g −1 (y) can be
calculated recursively, i.e.
xN −1 = yN −1 , xN −2 = yN −2 , and xi = yi + fi+1 (xi+2 , xi+1 ), i = N − 3, . . . , 0.

(7)

So, indeed, as claimed in the Mickey specification documents the S-register can be
stepped in reverse: st = g −1 (st+1 S−1
jt ). Comparing (7) with (3) it is observed that
1. Changing one bit in x affects at most two bits in g(x). However, changing bit xi
in x can affect all bits yj , 0 ≤ j ≤ i of y = g −1 (x).
2. Implementing the inverse function g −1 is more complex (particularly in hardware)
than implementing the function g itself.

Another interesting fact about g −1 is that the function can be calculated partially,
starting from the high order bits of its argument. This allows for an easy (partial)
reconstruction of the state, given a sequence of S-register output bits.
The state space structure of the self-controlled S-register heavily depends on the
difference between the two linear feedback vectors as the next theorem shows.
Theorem 1 The condition ∀c+1≤i≤N −1 {ϕS1 ,i = ϕS1 ,i } implies that the self controlled
S-register has no branch point states.
Proof. Let s be an S-register state with two different predecessor states σ 0 and σ 1 ,
i.e. s = g(σ 0 )S0 = g(σ 1 )S1 . Then σ 1 = g −1 (g(σ 0 )S0 S−1
1 ). But σ0,N −1 = σ1,N −1 = 1,
otherwise σ 1 = σ 0 . Hence, using (7) we obtain σ 1 = g −1 ((g(σ 0 )L + ϕS0 + ϕS1 )R).
Consequently, ∀c+1≤i≤N −1 {ϕS1 ,i = ϕS1 ,i } implies ∀c≤i≤N −2 {σ1,i = σ0,i }. So σ1,c = σ0,c
and therefore s = σ 0 Si = σ 1 Si , which implies that σ 1 = σ 0 and s is a regular state. 2
To find the number of branch point states it suffices to find the distribution of states
s with σ1,c = σ0,c . Calculating this distribution is less straightforward than for the
R-register, due to the nonlinear function of the register.

Calculating the distribution of S-register states
Let s be an S-register state with s0 = 1 and let σ 0 and σ 1 be its two possible predecessor
states. Successive bits σ0,j and σ1,j can be calculated from two bit pairs (σ0,j+2 , σ0,j+1 )
and (σ0,j+2 , σ0,j+1 ) respectively by applying (7).
(

σ0,j+1 σ0,j
σ1,j+1 σ1,j

)

(

→

σ0,j σ0,j−1
σ1,j σ1,j−1

)

(

=

σ0,j sj + ϕS0 ,j + fj (σ0,j+1 , σ0,j )
σ1,j sj + ϕS1 ,j + fj (σ1,j+1 , σ1,j )

)

(8)

Clearly, there are at most 16 different 4-tuples for each j. Next, consider counting the
4-tuples recursively for j = N −2, . . . , c for all states s. From (8) it is seen that sj enters
linearly into the expressions of the 4-tuple, thereby giving rise to two different resulting
4-tuples. By simply counting the different 4-tuples at each stage, their distribution is
obtained.
As an example, let us consider the 80-bit variant of Mickey version 3, that has
N = 100. In this case, (σ0,N −1 , σ0,N −2 , σ1,N −1 , σ1,N −2 ) = (1, s99 , 1, s99 ) and thus two 4tuples, (1, 0, 1, 1) and (1, 1, 1, 0), occur once giving rise to 299 states with σ0,98 6= σ1,98 .
Continuing for j = 97, . . . , 67 one obtains T1 = 1.193.519.100 × 267 states with σ0,67 6=
σ1,67 and T0 = 953.964.548 × 267 states with σ0,67 = σ1,67 . Hence, there are 2T0 regular
states, T1 Branch point states and also T1 orphan states. For reasons of brevity, we
suffice here with listing the following results.
• It is observed that the distribution of the number of states with σ0,i 6= σ1,i and
with σ0,i = σ1,i can vary enormously for different i. For the 80-bit variant of
Mickey version 3, T1 = T0 for i = 96, 95, 94, 88, 82, 79, 77, 72, but i = 83 yields
T1 /T0 = 953/71.
• For the 128-bit variant of Mickey T1 = T0 = 2158 for version 3 and T1 =
993.659.483.624 × 286 , T0 = 1.205.363.771.928 × 286 for version 1. The 80-bit
Mickey version 1 cipher has T1 = 12.138.828 × 253 , T0 = 21.415.604 × 253 .

• The calculation method given by (8) can easily be extended to obtain the sixteen
numbers of states with values for the 4-tuple (σ0,c , σ0,a , σ1,c , σ1,a ). Table 1 gives
the results for the 80-bit Mickey version 3.
Note that the above results hold for half of the S-register states only, namely the states
with s0 = 1. The states with s0 = 0 are all regular states with one predecessor each.
It should also be mentioned that the shortest cycle of the S-register can be equal to 1.
σ0,a σ0,c σ1,a σ1,c
0 0 0 0
0 0 0 1
0 0 1 0
0 0 1 1
0 1 0 0
0 1 0 1
0 1 1 0
0 1 1 1

# states ×234
3.081.972.976.189.870.392
2.463.381.277.576.597.734
2.044.152.525.461.483.208
1.633.865.257.626.824.474
2.463.381.277.576.597.734
3.081.971.389.230.112.800
1.633.865.257.626.824.474
2.044.154.112.421.240.800

σ0,a σ0,c σ1,a σ1,c
1 0 0 0
1 0 0 1
1 0 1 0
1 0 1 1
1 1 0 0
1 1 0 1
1 1 1 0
1 1 1 1

# states ×234
2.044.152.525.461.483.208
1.633.865.257.626.824.474
3.081.972.976.189.870.392
2.463.381.277.576.597.734
1.633.865.257.626.824.474
2.044.154.112.421.240.800
2.463.381.277.576.597.734
3.081.971.389.230.112.800

Table 1: Number of S-register states for all σ 4-tuple combinations
This stabilizer state ς satisfies (5), i.e. ς = ςSj + f (ς) for j = 0 or j = 1, and can be
found easily if it exists. Experiments with the 80-bit Mickey version 3 have revealed
short cycles of the S-register of lengths 1, 3, 4, 11, 15, 17 and 21.
At first sight the parameters of the S-register seem to have been chosen rather
arbitrarily, or even at random. For example, the two characteristic polynomials of the
linear part are reducible and agree in about half the coefficients. However, in all four
ciphers the two feedbacks disagree in the coefficient of xN −1 and agree in the coefficient
of xN −2 .

4

The two registers combined

In the previous sections the self-controlled registers were treated separately. In this
section we will determine the structure of the state space of the Mickey cipher as a
whole. Throughout this section the state of the S-register will be assumed to have
s0 = 1, thereby considering only half of its states. The case s0 = 0 is less relevant here,
as it effectively takes us back to the results of Section 2.
In the Mickey ciphers both registers are combined such that the control signals of
the registers are formed by the sum of a tap of the register itself and a tap of the other
register, i.e. it = rct + sta and jt = stc0 + rat 0 . Interestingly, in all Mickey ciphers c0 = c
and a = a0 + 1. The output key stream is given by k t = r0t + st0 .
Let the state of a Mickey cipher be denoted as (r, s), then there are four possible
predecessor states. Using the notation of Sections 2 and 3 these states are (ρ0 , σ 0 ),
(ρ1 , σ 0 ), (ρ0 , σ 1 ) and (ρ1 , σ 1 ). The corresponding register control signals are denoted
by ιmn = ρc,m + σa,n , and γmn = σc0 ,n + ρa0 ,m , with m, n ∈ {0, 1}. Sometimes we will
write (ι, γ)mn for the pair of control signals. The eight bits (ι, γ)00 , . . . , (ι, γ)11 will be
referred to as the control octet. The two registers each have orphan states, regular
states and branch point states that have two different predecessors. Therefore, the

complete cipher has orphan and regular states and branch point states with two or
four different predecessors. The conditions for these states to occur are as follows.
Orphan A state is an orphan state iff ∀(m,n)∈{0,1}2 {(ι, γ)mn 6= (m, n)}.
Regular A state is regular iff ∃!(m,n)∈{0,1}2 {(ι, γ)mn = (m, n)}. So there are 4 combinations for (m, n) resulting in a regular state
BP2 A branch point state with two predecessors occurs iff for precisely two different pairs (m1 , n1 ) and (m2 , n2 ) we have (ι, γ)m1 n1 = (m1 , n1 ) and (ι, γ)m2 n2 =
(m2 , n2 ). In this case there are 6 pairs (m, n) resulting in a BP2. We distinguish
the different BP2:
BP2-Rid The two predecessor states have identical R-register states, either ρ0
if m1 = m2 = 0, or ρ1 if m1 = m2 = 1, but different S-register states σ0 and
σ1 , whence n1 6= n2 .
BP2-Sid Similarly, the two predecessor states have identical S-register states.
BP2-RSu The two predecessor states are either (ρ0 , σ 0 ) and (ρ1 , σ 1 ), or (ρ0 , σ 1 )
and (ρ1 , σ 0 ).
BP4 A state with four predecessors occurs iff ∀(m,n)∈{0,1}2 {(ι, γ)mn = (m, n)}.
With some linear algebra applied to the eight equations (ι, γ)mn = (ρc,m + σa,n , σc0 ,n +
ρa0 ,m ) we obtain
(ι, γ)00 + (ι, γ)01 = (ι, γ)10 + (ι, γ)11 ,
(9)
(ρ0,c , ρ0,a , ρ1,c , ρ1,a , σ0,a0 , σ0,c0 , σ1,a0 , σ1,c0 ) = ((ι, γ)01 , (ι, γ)11 , (ι, γ)10 + (ι, γ)11 , 0, 0) +
(10)
+ λ
In ( 10) λ has 4 values: 0, 1, (01)4 , and (10)4 yielding 4 solutions for the ρ and σ state
bits with every control octet. The number of control octets relevant to each of the
four state types can be determined from the applicable conditions on the (ι, γ) pairs as
described above, taking (9) into account. The result is given in Table 2. There are a
total of 64 unique control octets, each giving rise to 4 unique solutions for the 8 ρ and
σ state bits, indeed resulting in 256 unique solutions for the conditions on the state
bits. So, for example, the number of orphan states is equal to the number of states
satisfying the 21 × 4 conditions on the control bits of the predecessor states.
State type
# Control octets
(ι, γ)10 + (ι, γ)11 = (0, 0)
(ι, γ)10 + (ι, γ)11 = (0, 1)
(ι, γ)10 + (ι, γ)11 = (1, 0)
(ι, γ)10 + (ι, γ)11 = (1, 1)

Orphan

Regular

BP2-Rid

BP2-Sid

BP2-Rsu

BP4

Total

21
4
9
4
4

24
8
0
8
8

6
0
6
0
0

6
2
0
2
2

6
2
0
2
2

1
0
1
0
0

64
16
16
16
16

Table 2: Number of control octets for each state type
Any condition imposed on the 4-tuple (ρ0,c , ρ0,a , ρ1,c , ρ1,a , ) has 2N −4 states satisfying
this condition, due to the linearity of the R-register. From Section 3 we know that this

is not the case for the S-register, but a table like Table 1 must be used that relates the
number of states to values of the 4-tuple (σ0,a0 , σ0,c0 , σ1,a0 , σ1,c0 , ). From (10) it follows
that the σ 4-tuple only depends on the values of (ι, γ)10 + (ι, γ)11 , where for each of the
four values 4 different values of the 4-tuple are obtained. Hence, we know the number
of S-register states for each of the four values of (ι, γ)10 + (ι, γ)11 . The second part of
Table 2 shows the distribution of the control octets over these four values for all state
types. From there on it is straightforward to calculate the exact numbers of all state
types. As stated in the beginning of this section, all results hold for states with s0 = 1.
For states with s0 = 0, in agreement with the results for the R-register, a quarter of
the states are orphan, half of the states are regular, and another quarter are BP2-Sid.
We suffice here by giving the relative occurrences of the states for the 80-bit Mickey
version 3 cipher in Table 3. The table shows that only 43% of the states are regular
State Type
Orphan
Regular
BP2-Sid
BP2-tot

s0 = 1
0.1667
0.1832
0.0458
0.1417

Fraction
s0 = 0 Combined
0.125
0.2917
0.250
0.4332
0.125
0.1708
0.125
0.2667

State Type

Fraction

BP4
BP2-Rid
BP2-RSu

0.0083
0.0501
0.0458

Table 3: Relative occurrences of state types in 80-bit Mickey version 3
and there is an abundance of branch points and orphan states. This is typical for all
Mickey ciphers, that all show approximately the same distribution of states.

5

Moving backwards through the state space

Moving forward through the Mickey state space is trivial. There is always a successor
state, although not necessarily unique, and states will begin to repeat after a number
of forward steps. But can we move backwards through the state space as well? The
answer is given implicitly in the previous sections. Given some randomly selected state,
there may not exist a single predecessor, as the selected state may be an orphan or a
branch point state. But if we know that the selected state is the result of some starting
state, followed by say 1000 forward steps, how hard is it to move backwards to the
starting state, and how many starting state candidates will there be? To answer these
questions, we model the backwards movement through the state space as a GaltonWatson branching stochastic process [4], where a state has a certain probability of
having 0, 1, 2, or 4 predecessors (its ”offspring”). The corresponding probabilities are
denoted by ν0 , ν1 , ν2 , ν4 , for which ν0 + ν1 + ν2 + ν4 = 1 holds.
Define the valence of a state as the difference between the number of predecessors
and the number of successors of that state. Then orphans have valence −1, regular
states 0, BP2 have valence +1 and BP4 +3. Clearly, in the state space of a finite state
machine the total valence must be 0, so that the valences of all states must sum up to 0.
This implies that the number of orphan states is equal to the number of BP2 states plus
3 times the number of BP4 states. This is equivalent to stating that ν0 = ν2 +3ν4 , which
yields ν1 + 2ν2 + 4ν4 = 1, simply expressing that the average number of predecessors

µ precisely equals 1, and we have a branching process with critical offspring. Let δ 2
P
denote the variance of the process, then δ 2 = k k(k − 1)νk = 2ν2 + 12ν4 . Omitting the
calculations, we arrive at a variance of nδ 2 after n backwards steps (”generations”).
The variances of all Mickey ciphers have values between 0.631 and 0.642. Therefore, on
average only a small set of candidate states will result after moving backwards n steps.
While moving backwards, an entire branch can be deleted once an orphan has been
reached before the n steps have been made. The total number of states visited during
the complete backwards traversal grows quadratically with n on average. Simulations
with downsized Mickey versions support the validity of the stochastic process model.
The relevance of this section deals with answering the following question. Suppose
that after initialization with a secret key a, possible large, number of forward steps
has been made, and only the resulting state is available for analysis. What is then the
uncertainty in the secret key and how can we retrieve candidates for the secret key?
The answer is that if not too many forward steps have been made, the uncertainty is
relatively small.

6

Conclusions

This paper describes the structure of the state space of the Mickey stream ciphers in
the key stream generation mode. However. similar results can be shown to also hold
for mix mode and key loading mode. Due to the abundance of branch point states,
it is likely that the state entropy is less than the entropy in the Key-IV bits after
initialization. This implies the existence of sets of Key-IV combinations that give rise
to the same key stream, and are thus equivalent.
The nonlinear function of the S-register has many more interesting properties than
described in this paper. Future research could reveal potential attacks exploiting these
properties.
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Abstract
The presented work addresses the issue of phase noise estimation for pilot-aided
burst-mode transmission in digital communication systems. We propose to estimate the phase noise from a truncated discrete-cosine transform (DCT) expansion model. The key idea is to reconstruct the low-pass phase noise process via
only a small number N of DCT coefficients of the phase expansion. An evident
question that arises is how to choose N . Based on a few valid approximations,
we derive an analytical expression of the bit-error rate (BER) degradation in the
presence of residual phase noise, which allows us to determine the value of N
that yields the minimum BER degradation.

1

Introduction

Imperfections and non-idealities in the transmitter and receiver local oscillators of a
communication system cause the phase of the received signal to show a time-dependent
behaviour. This phenomenon, called phase noise, can result in severe performance
degradation. In the literature, several ways to tackle this problem have been proposed [1–5]. These methods, however, are either unsuited for burst-mode transmission, sensitive to additive noise or computationally complex. In [6], we present a lowcomplexity phase noise estimation method using a discrete-cosine transform (DCT)
expansion model. The key idea is to reconstruct the low-pass phase noise process via
the estimates of only a small number N of DCT coefficients of the phase expansion.
We start by describing the system under investigation in section 2, including the considered low-pass phase noise model. In section 3 we present a slightly altered version
of the phase noise estimation algorithm from [6], making it more robust against large
phase fluctuations and enabling good performance for long bursts. In [6], it has been
shown that the number of estimated DCT coefficients N has a large influence on the
phase estimation error and the bit-error rate (BER) performance of the considered
system. Based on an approximate expression of the BER degradation, a practical
technique to determine the value N = Nmin that yields near-optimum BER performance is presented in section 4. Performance of the presented techniques is assessed
by means of computer simulations in section 5.

2

System description and phase noise model

In our system, we consider the transmission of uncoded 4-QAM symbols in bursts of
length K over an additive white Gaussian noise (AWGN) channel perturbed by phase
noise. In order to facilitate the estimation procedure, KP pilot symbols are included.
Assuming perfect timing and frequency synchronization, the scaled observations at the
matched filter output are given by
rk = ak ejθk + wk ,

(1)

where k = 0, . . . , K −1 refers to the k−th symbol interval with duration T , the additive
noise {wk } is a sequence of i.d.d. zero-mean (ZM) circularly symmetric complex-valued
Gaussian (CSCG) random variables (RVs) with E[|wk |2 ] = N0 /Es and {ak } is the
transmitted symbol sequence (with symbol energy E[|ak |2 ] = 1), which also contains
the pilot symbols at positions {ki , i = 0, . . . , KP − 1}. The time-varying phase θk
consists of a static phase offset θstat and a ZM phase noise process. We consider
Wiener phase noise which is described by the following system equation:
θk+1 = θk + ∆k , for k = 0, . . . , K − 2,
where θ0 is uniformly distributed in [−π, π] and {∆k } is a sequence of ZM Gaussian
2
RVs with variance σ∆
. The Wiener
phase noise model can be characterized by the

power spectral density Sθ ej2πf T :

Sθ ej2πf T =

2
2
σ∆
σ∆
≈
,
|ej2πf T − 1|2
4π 2 f 2 T 2

(2)

where the approximation in (2) is valid when f T << 1/2. Due to its low-pass character,
a valid approximation would be to represent θk by a weighed sum of a limited number
N (<< K) of suitable basis functions ψk,n :
θk ≈

N
−1
X

xn ψk,n .

(3)

n=0

Note that in expression (3), the higher-order expansion coefficients are neglected, resulting in a modeling error. We use the basis functions from the discrete-cosine transform (DCT), which are particularly well-suited to represent low-pass processes [7]. The
orthonormal DCT basis functions are defined as
q
 1
n=0
K
ψk,n = q
.
 2 cos πn k + 1  n > 0
K
K
2
From the observations (1) at the pilot symbol positions, we will compute an estimate
{x̂n , n = 0, . . . , N − 1} of the DCT coefficients {xn , n = 0, . . . , N − 1}, using the model
(3) with equality. The resulting phase estimate is obtained via the inverse DCT:
θ̂k =

N
−1
X

x̂n ψk,n .

n=0

This phase estimate is used to derotate the received signal before data detection. The
detector is designed under the assumption of perfect carrier synchronization, i.e., θ̂k =
θk . For uncoded transmission, the detection algorithm reduces to symbol-by-symbol
detection.

3

Phase noise estimation

Considering (3) with equality, we can write
θ = ΨK x,

(4)

where θ = (θ0 , . . . , θK−1 )T , x = (x0 , . . . , xN −1 )T and the elements of the DCT matrix
are defined as (ΨK )k,n = ψk,n for k = 0, . . . , K − 1 and n = 0, . . . , N − 1. Combining
(1) and (4), the maximum-likelihood (ML) estimate of x based on the observations at
pilot symbol symbol positions is obtained as
x̂ = arg max
x

KX
P −1


|rki a∗ki | cos arg(rki a∗ki ) − (ΨK x)ki .

(5)

i=0

As the function to be maximized in (5) depends on x in a highly non-linear way, obtaining a closed form expression of x̂ is infeasible. Instead, as anP
alternative to (5), we propose to compute the least-squares estimate x̂ that minimizes i |arg(rki a∗ki )−(ΨK x)ki |2
in [6]. However, as the codomain of the function arg(.) is limited to an interval [−π, π],
this approach is susceptible to phase wrapping. In [6], we avoid phase wrapping by
rotating the observations over the estimated average phase θ̂stat . For small phase variations, this approach succeeds in restricting the angle of rki a∗ki e−j θ̂stat to [−π, π]. For
long bursts, however, the phase fluctuations become larger and compensating for the
average phase no longer guarantees a small phase wrapping probability. Here, we modify the technique from [6] by unwrapping the arg(.) function. The unwrapped angles
{∠yk , k = 0, . . . , K − 1} of the elements of a given sequence {yk , k = 0, . . . , K − 1} are
determined by the following recursive rule:
∠yk = ∠yk−1 + mod(arg(yk ) − arg(yk−1 ), 2π),
where ∠y0 = arg(y0 ) and mod(y, 2π) returns the modulus after division of y by 2π. In
the remainder of this paper, arg(y) denotes the function that returns the unwrapped
angle of y. Least-squares estimation results in the following estimate of x:
−1 T
x̂ = ΨT
Ψ
ΨP z,
P
P
where (z)i = arg(rki a∗ki ) and (ΨP )i,n = ψki ,n for i = 0, . . . , KP − 1. In order that
ΨT
P ΨP be invertible, we need KP ≥ N . It is particularly convenient to arrange the
pilot symbols equidistantly according to
K(2i + 1) − KP
ki =
,
(6)
2KP
T
for i = 0, . . . , KP − 1, as this yields a diagonal matrix ΨT
P ΨP : ΨP ΨP = KP /KIN [6],
where IN is the N × N identity matrix. Note that, for correct phase wrapping to occur,
the distance between two consecutive pilot symbols should not be too large. As the
pilot spacing corresponding to (6) is given by K/KP , this implies that for a given burst
length K, a sufficient number of pilot symbols should be included. In the remainder
of this paper, we assume the pilot symbols are inserted according to (6) and correct
phase wrapping takes place. The resulting DCT coefficient and phase estimates are
then given by
K T
Ψ z
(7)
x̂ =
KP P
K
θ̂ =
ΨK ΨT
(8)
P z.
KP
Note that the estimation procedure involves neglecting the K − N higher-order DCT
coefficients. As a result, this modeling error introduces an estimation error floor.
When N is too small, the truncated DCT phase model becomes inadequate and the
resulting error floor is intolerably high. On the other hand, when N is chosen too
large, sensitivity of the phase estimate to additive noise increases, leading to a large
estimation error. An efficient method to determine the value of N is presented in the
next section.

4

Optimization of the BER degradation

In the following, we derive an approximate expression for the BER degradation resulting from the residual phase noise after rotating the observations (1) over the estimated
phase. Denoting Eb as the energy per information bit, the BER degradation caused
by some impairment is characterized by the increase (in dB) of Eb /N0 (as compared to
the case of no impairment) needed to maintain the BER at a specified reference level∗
BERref . The average BER for perfect synchronization with 4-QAM symbols is given
by:
!
r
2Eb
,
(9)
BER4−QAM (Eb /N0 ) = Q
N0
where the Q−function is defined as
1
Q(v) = √
2π

Z

+∞

u2

e− 2 du.

v

In the presence of an impairment (such as e.g., residual phase noise), the BER increases
as compared to BER4−QAM (Eb /N0 ). The corresponding average BER is denoted as
BERavg (Eb /N0 ). Let us denote as (Eb /N0 )ref and (Eb /N0 )req , the values of Eb /N0
which yield
BER4−QAM ((Eb /N0 )ref ) = BERref
BERavg ((Eb /N0 )req ) = BERref .
The BER degradation - expressed in dB - is then defined as


(Eb /N0 )req
deg = 10 log10
.
(Eb /N0 )ref
Suppose we have obtained a reasonably good phase estimate θ̂ from (8). Then, the
variance σφ2 k of the residual phase noise φk = θk − θ̂k at position k can be safely assumed
to be small. Although σφ2 k does depend on the position k, for long bursts (K >> 1), we
can approximate σφ2 k by it’s average over all positions: σφ2 k ≈ σφ2 . Furthermore, we can
assume the residual phase noise has a ZM Gaussian distribution with small variance
σφ2 << 1. Note that the accuracy of the phase estimate depends on Es /N0 and hence the
residual phase noise variance is a function of the signal-to-noise ratio: σφ2 = σφ2 (Es /N0 ).
The derotated observations rk0 = rk e−j θ̂k are given by
rk0 = ak ejφk + wk0 ,

(10)

where {wk0 } is a sequence of ZM CSCG RVs with E[|wk0 |2 ] = N0 /Es . For small σφ ,
linearization of the exponential function in (10) yields
rk0 ≈ ak (1 + jφk ) + wk0
≈ ak + nk ,

(11)

∗
For transmission of uncoded data symbols, the reference value is typically chosen as BERref =
10−4 .

where {nk } is a sequence of ZM CSCG RVs with E[|nk |2 ] = N0 /Es + σφ2 (Es /N0 ). Expression (11) indicates that under the made assumptions, the derotated observations
can be viewed as the observations resulting from transmission over a perfectly synchronized AWGN channel where the additive noise nk has a larger variance than wk from
(1). The BER is easily obtained as
s


−1
N0
.
BERavg ≈ Q 
+ σφ2 (Es /N0 )
(12)
Es
When employing KP pilot symbols, the relationship between the energy per information
bit Eb and the energy per transmitted symbol Es for 4-QAM is given by
KEs = 2(K − KP )Eb .

(13)

The variance of the residual phase noise is given by

K−1
2 
1 X
2
σφ (Es /N0 ) =
E θ̂k − θk
K k=0
N −1
K−1
1 X 
1 X  2
2
E (x̂n − xn ) +
E xn ,
=
K n=0
K n=N

(14)

where the second equality follows from the orthonormality of the DCT basis functions.
We note that the first term in (14) is lower bounded by the Cramer-Rao lower bound
relating to the estimation of the N lower order DCT coefficients. From (7), we easily
obtain [6]:
N −1

N0 N
1 X 
E (x̂n − xn )2 ≥
.
(15)
K n=0
2Es KP
The second term in (14) can be computed as follows:
Z
K−1
X
 K−1

1 X  2
1
j2πf T
Sθ e
E xn =
|Ψn ej2πf T |2 df,
K n=N
K 1/T
n=N

j2πf T
where Ψn e
is the discrete-time
Fourier transform of the basis function ψk,n .

j2πf T
For sufficiently large K, Ψn e
is centered around the frequencies −n/2KT and
n/2KT . Hence, we can apply the following approximation:
Z
K−1
K−1


1 X
1 X  2
j2πn/2K
E xn ≈
Sθ e
|Ψn ej2πf T |2 df
K n=N
K n=N
1/T
K−1

1 X
Sθ ej2πn/2K
K n=N
Z 1
2T

≈ 2T
Sθ ej2πf T df.

=

N
2KT


Keeping in mind that Sθ ej2πf T is given by (2) yields


K−1
2
1 X  2
σ∆
K
E xn ≈
−1 .
K n=N
π2 N

(16)

Combining expressions (14), (15) and (16) we obtain the following approximate expression for the residual phase noise variance:


2
N0 N
σ∆
K
2
+ 2
−1 .
(17)
σφ (Es /N0 ) ≈
2Es KP
π
N
Using (13) and (17) and equating the arguments of the Q-functions in (9) and (12) at
the reference BER value BERref yields:




2
1
1
K
N
σ∆
K
=
1+
+ 2
−1 .
2(Eb /N0 )ref 2(Eb /N0 )req K − KP
2KP
π
N
Hence, an approximate expression for the BER degradation is given by




K
N
deg = 10 log10
+10 log10 1 +
K − KP
2KP



2
σ∆
K
− 10 log10 1 − 2(Eb /N0 )ref 2
−1
.
π
N

(18)

For small values of the BER degradation, expression (18) can be further simplified by
linearizing the log10 (.) function:



2
10
N
KP
σ∆
K
(19)
deg =
+
+ 2(Eb /N0 )ref 2
−1
.
ln(10) K
2KP
π
N
Expression (19) indicates that, for given K and KP an optimal value of N exists that
optimizes the BER performance. For fixed K and KP , the minimum value of the BER
degradation (19) is achieved when the number of estimated DCT coefficients equals
Nmin :
!
r
2
σ∆
Nmin = round
4 2 KP K(Eb /N0 )ref ,
(20)
π
where round(y) selects the integer value closest to y.

5

Numerical results

In this section, we assess the performance of the proposed techniques from sections 3
and 4 using computer simulations. We first verify the accuracy of the procedure to
select the optimal number of estimated DCT coefficients from section 4, by comparing
the analytically obtained BER degradation (19) with the BER degradation obtained
via simulations. We consider transmission of a burst of 4-QAM symbols of length
K = 105, including KP = 15 pilot symbols inserted according to (6). Figure 1 illustrates the analytically obtained BER degradation (19) and the exact BER degradation
obtained via simulations at BERref = 10−4 as a function of N . Two phase noise
levels, σ∆ = 1◦ and σ∆ = 3◦ are considered. We observe that although the exact
BER degradation deviates from (19), the behaviour as a function of N is very similar.
Moreover, as the BER degradation shows a rather broad minimum for N , the value of
Nmin obtained through expression (20) is very accurate. Figure 2 shows the minimum
BER degradation as a function of the burst length K, for a fixed pilot symbol ratio
KP /K = 10% and σ∆ = 3◦ , where for each value of K, the number of estimated coefficients N is optimized using (20). The dashed line represents the BER degradation
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Figure 1: Approximate versus exact BER degradation for K = 105 and KP = 15.
resulting from the phase noise estimation algorithm from [6], where the observations are
rotated over the estimated average angle, prior to estimating the phase fluctuations.
The solid line curve is the BER degradation resulting from the phase noise estimation algorithm presented here, which makes use of the unwrapped argument function.
For small burst lengths (K < 400), we observe that both estimation strategies yield
comparable BER degradation. However, as K becomes larger, the approach from [6]
shows a severely deteriorated BER performance. The BER degradation becomes larger
since, for longer bursts, phase wrapping may still occur, despite compensating for the
average phase. As long as the pilot symbol spacing is sufficiently small, these issues
do not occur when using the unwrapped argument function. In this case, the BER
degradation decreases as K increases (although the decrease is less prominent as the
burst size becomes larger), since the influence of the additive noise is reduced due to
the larger number of observations that are available.
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Abstract
To increase spectrum utilization, cognitive radios (CRs) receive signals from
multiple transmitters simultaneously. A large dynamic range (DR) in the ADC
is required to guarantee adequate resolution per user, making them power hungry. Analog spatial filtering techniques have been proposed to mitigate the ADC
DR requirements. Spatial filtering is shown to be effective at the relatively small
root-mean-square (RMS) delay spread (relatively large coherence bandwidth) of
indoor environments. In this paper we analyze the effectiveness of spatial filtering
at large RMS delay spread (small coherence bandwidths). Even at large RMS
delay spread the spatial filter provides a significant gain. This result may be
counterintuitive as one might expect that a common, i.e. channel average, spatial filter setting for seemingly independent and identically distributed random
frequency bins would have no significant effect. The spatial filter is effective because the system can exploit the nonuniformity of the angular spread if dominant
signals arrive from particular angles. Additionally, even though the correlation
of all channel realizations between frequency bins will approach zero at large
RMS delay spread, the instantaneous signal correlation for a specific channel realization is not necessarily zero, in which case it can be exploited by the spatial
filter.

1

Introduction

To increase spectral efficiency a cognitive radio (CR) scans the radio spectrum for
unoccupied channels and uses that spectral space for data transmission. Therefore, the
CR needs to cope with a wide spectrum containing signals from multiple transmitters
simultaneously. Final channel selection occurs in the digital domain. To maintain
adequate resolution for the desired user when multiple transmitters are sampled by
the ADC a large dynamic range (DR) is required. The power level differences between
the received multiple transmitted signals with which the ADC of the receiver needs to
cope are specified by the standard in which the receiver operates. The interference to
carrier ratios (ICRs) are typically in the order of 40 dB.
The DR requirements of the ADC in CR, needed to handle multiple received signals
make them power hungry [1]. Thus far the power requirements of the CR ADC have
been prohibitive for their wide spread use in wireless systems. In [2] spatial filtering
is proposed to reduce the power of undesired signals before the ADC in CR. Spatial
filtering is achieved by choosing the phase and amplitude setting of the phase shifters
in Figure 1 as such that the undesired signals are canceling one-another and the desired
signals are added constructively. In [3] it is shown that spatial filtering is effective at
the relatively large coherence bandwidths of indoor environments, and that practical

Figure 1: Receiver Model.
algorithms (WB Method 1 an WB Method 2) can reduce ADC power requirements
with over 90%. For wide band channel generation a random ray tracer is used which
calculates the channel per antenna per subcarrier.
In this paper we analyse the effect of small coherence bandwidths on the effectiveness of spatial filtering. To make this paper self contaiend we will introduce the
appropriate system models and algorithms from [3]. The system model is introduced
in Section 2. The problem statement is provided in Section 3. Numerical results are
given in Section 4. Finally Section 5 concluded this paper.

2
2.1

System Model
Receiver Architecture

A broadband RF signal, containg interfering users and the desired signal, is processed
by the CR RF front end chain and the ADC. To add selectivity to the CR receiver,
a vector beamforming architecture acting as an analog vector spatial filter was proposed in [3] (Figure 1). The considered beamforming system architecture consists of
a commonly used zero IF architecture combined with several receive antennas, each
with their own RF-filter, LNA, and phase shifter. The outputs of the phase shifters
are combined in the analog domain and presented to an in-phase I and quadrature Q
mixer which down converts the combined RF frequency band to baseband (BB) with
the signal provided by the local oscillator (LO). The I and Q BB signals containing all
users are low pass filtered, set to an adequate gain for the ADC by an AGC, and then
quantized by an ADC. Channel selection occurs in the digital domain. A co-channel
interferer can be filtered digitally using a combination of coding, timing, and frequency
hopping schemes.
2.1.1

Analog-to-Digital Converter

To guarantee adequate dynamic range for the desired user, and receiver sensitivity for
spectrum sensing, additional headroom bits in the ADC are required in the presence
of strong interference levels. Unfortunately, the power consumption of an ADC grows
exponentially with the number of bits. A commonly accepted ADC power model is,
PADC ∼ κt Fs 2bADC ,

(1)

where Fs is the sample frequency of the ADC, κt a technology constant and bADC the
number of ADC bits [4] [5]. In typical CR scenarios a wideband signal containing several
users with various power levels is presented to the baseband ADC. In case adjacent
channel users of just 20 dB larger than the desired user need to be sampled together with
the desired user, an additional DR of 20dB is required. This, translates to an additional
number of bits per ADC of 1/2 log2 (102 ) = 3.32 bits. Even at this relatively small carier
to interference ratio, the overal required PADC increases via (1) with approximately
900%. Not only does the ADC in a CR have to deal with interfering users inside the
desired wide frequency range, but also with left over interference products outside of
the desired frequency range. This poses further demands on the ADC. The number
of additional headroom bits therefore depends on both the standard and the practical
implementation.

2.2

Signal Model

Due to its ability to cope with severe channel conditions, Orthogonal FrequencyDivision Multiplexing (OFDM) is a popular modulation method in wireless communication. In the IEEE 802.22 standard the opportunistic use of spectrum in CR is
proposed, which can be achieved via OFDMA. Thus, we assume the CR signals are
wideband OFDM. The baseband equivalent of an OFDM signal over one signal period
Ts is expressed as
K
−1
2
X
kB
Lk ei2π K t ,
(2)
s(t) =
k=− K
2

here t is time, B is the bandwidth of the signal, K is the number of OFDM frequencies,
the symbol time Ts = K
, and Lk is the data symbol of the k th OFDM frequency.
B

2.3

Channel Model

Due to the use of OFDM signaling, the receiver channelizes the spectrum through
the use of an FFT. The wideband spectrum can therefore be considered as a set of
narrowband signals. The channel for a single OFDM subcarrier can be modeled as
narrowband Rayleigh fading. However, in typical indoor and outdoor channels, the
delay spread of multipath components does not result in uncorrelated Rayleigh fading. At large root mean square (RMS) delay spreads the expected angular correlation
between subcarriers is small. The RMS delay spread is defined as
sR
∞
(τ − τ̄ )2 A(τ )dτ
0 R
τRMS =
,
(3)
∞
A(τ )dτ
0
where
A(τ ) is Rthe power delay profile and the mean delay of the channel is τ̄ =
R∞
∞
(τ
)A(τ
)dτ / 0 A(τ )dτ .
0
2.3.1

Ray Tracer

Spatial filtering exploits the common angle-of-arrival (AOA) of various multipath components across a wide frequency band. This quality is lost by modeling each channel
of an OFDM subcarrier as uncorrelated Rayleigh fading without a spatial correlation
model. Moreover, the corresponding RMS delay spread can be unrealistically large for
indoor and urban wireless channels. Therefore, in [3] a wideband channel model [6] is
proposed based on a ray tracer model [7]. The proposed model is depicted in Figure

Figure 2: Wideband channel model consisting of Nt transmit antennas, each with P reflectors,
and a receiver array of Nr receive antennas.

2, and consists of Nt transmit antennas, each with P multipath components and a receiver array consisting of Nr receive antennas. Each Nt transmit antenna corresponds
to a primary or secondary transmitter in the CR network. In the ray tracer model each
channel for each OFDM subcarrier for each transmit and receive antenna is calculated.
The baseband equivalent of the received signal without noise (y = Hs) at the mth
antenna of the wideband channel models is given in time domain by
ym (t) =

P
X

an,m,p e−i2πf (t−τn,m,p ) sn (t)

(4)

p=1

where sn (t) is the transmitted signal of the nth transmit antenna, P is the number of
multipath components, and {an,m,p } and {τn,m,p } are the random complex amplitude
and random arrival time coefficient sequences of the multipath components between
transmit antenna n and receive antenna m.
In the proposed ray tracer channel model, each transmit source has a unique set of
reflectors. The transmit antennas and corresponding reflectors are randomly placed in
a two dimensional space, in each dimension of a Cartesian coordinate system, according
2
, respectively. The center of
to a Gaussian distribution with a variance of σn2 and σn,p
the receiver array is randomly placed in the two dimensional space in each dimension of
the Cartesian coordinate system according to a Gaussian distribution with a variance
2
and the antennas are spaced in a uniform lineair array according to an inter
of σm
element distance of half the wavelength of the carrier frequency λcar , here the carrier
frequency is the center frequency of the considered RF band, the angle of the receiver
array θm in respect to the origin is randomly set according to a uniform distribution
over all angles θm ∈ [0, 2π]. The path signal strength coefficients are defined as an,m,p =
rn,p (c/(f 4πdn,m,p )) and the delays as τn,m,p = dn,m,p /c, were rn,p is complex, zero-mean
Gaussian with unit magnitude variance, c is the speed of light, f is frequency, dn,m,p is
the distance between transmitter n and reflective surface p plus the distance between
reflective surface p and receive antenna m. In case the pth multipath is a line of sight
(LOS) signal, dn,m,p is the distance between transmitter n and receive antenna m and
rn,p = 1.
The baseband equivalent of the received OFDM signal without noise is now expressed as
K
−1 P
2
X
X
kB
ym (t) =
Lk an,m,p e−i2π K (t−τn,m,p )
(5)
p=1
k=− K
2

were an,m,p is a function of subcarrier index k and the carrier frequency.

3
3.1

Delay Spread and Spatial Filtering
Problem Statement

Our goal is to analyse the effect of RMS delay spread on spatial filtering. To this aim we
strive to maximize the throughput for a given ADC resolution. Therefore, the quantization effect of the ADC needs to be accounted for in the throughput calculation, since
we assume the ADC is the bottleneck at high interference levels. Firstly we will model
the quantization noise, secondly we insert the quantization model in the throughput
calculation. Then, we proceed with the development of the spatial algorithms of [3],
and evaluate their performance throughput for various RMS delay spreads.

3.2

Quantization Noise

The OFDM symbols are extracted after an FFT of the input signal, which is quantized
in the time domain. The received signal after the analog spatial filter U (which is a
complex valued vector of size (1 × Nr )), is now modeled in the frequency domain for
all K frequency components as
rk = Uk (Hk sk + nth,k )

(6)

were sk = xk + nint,k , and rk is a complex valued scalar, xk is a complex valued
transmit vector of size (Nt × 1) containing the complex components corresponding to
the transmitted desired user, nint,k is a complex valued transmit vector of size (Nt × 1)
containing the nonzero complex components corresponding to the interfering users, Hk
is the complex current channel state matrix of size Nr × Nt , Uk is a complex valued
vector of size (1 × Nr ), and nth,k is a complex valued thermal noise vector of size
Nr × 1 at the k th frequency. According to the central limit theorem we can model the
time domain sampled quantization noise in the frequency domain as AWGN [8] [9]. In
our example, the AGC sets the variance of the combined input signals equal to the
variance of the input signal for an idealized ADC. The idealized ADC only generates
quantization noise. With a unit magnitude scaling the boundary condition for the
AGC is
K
K
X
X
∗
(7)
E [nq,k nq,k ∗ ] ,
E [rk rk ] = ρADC
k=1

k=1

where K is the total number of unique OFDM frequencies of x and nint , nq,k is the
quantization noise at the k th subcarrier, and ρADC = 22bADC − 1 is the SNR of an
idealized complex input ADC. Due to considerations such as power back-off due to
large peak to average power ratios and clipping prevention, the input signal could have
a different scaling than the unitary scaling that is now applied in (7) [8].

3.3

Throughput model

By modeling the quantization noise as AWGN we can use the capacity equation to
calculate the throughput [8] [9]. Since this is an approximation, this throughput should
not be interpreted as the Shannon capacity given by [10] [11]. Lacking a better model
we use the capacity equation as a proportional measure of achievable throughput. The

throughput is derived via similar steps as in [10] [11] and the result is given by
"
T =

max
Kx :Tr[Kx ]≤P

EH log det INr +

kK
X

(Uk Hk Kx,k H∗k U∗k )

k=k1

"

kK
X

#−1 
(Nth,k Uk U∗k INr + Nq,k )



k=k1

(8)
here k1 . . . kK are the frequency components of the OFDM symbols of the desired user
x, Kx,k = E[xk x∗k ] = P/(Ntd K)IK is the expected transmit power matrix of size
Nt × Nt , Nth,k INr = E[nth,k n∗th,k ], is the expected thermal noise at the receiver of size
Nr × Nr , Nq,k = E [nq,k nq,k ∗ ] is the expected quantization noise scalar, due to the
AGC constraint of (7) the expected quantization noise can be written as
Nq,k

K
1 X
=
(Uk Hk Kx,k H∗k U∗k + Uk Hk Kint,k H∗k U∗k + Nth,k Uk U∗k INr ),
ρADC K k=1

1

(9)
and Kint,k = E[nint,k n∗int,k ] is the expected interference power matrix of size Nt × Nt
of the k th subcarrier. The throughput in (8) is defined for complex input signals. An
ADC can only sample a real input signal. In a zero forcing architecture this is solved
by using a quadrature ADC (Figure 1).

3.4

Proposed Beamforming Algorithms

We have now defined the achievable throughput for a given Uk . We can use the
achievable throughput to quantify the potential gain of spatial filtering in terms of
bits/s/Hz, and use it to indicate the potential benefit of sptial filtering for various
RMS delay spread. To make this paper self contained, we will introduce two algorithms
from [3] which strive to exploit the spatial correlation in a single-carrier signal, and
the AOA information of an OFDM signal in combination with the wideband channel
of Figure 2:
For the wideband channel of Figure 2 it is assumed all OFDM subcarriers of x
and nint have a unique frequency. The Nr × Nt size channel matrix H is stacked by
current channel state M vectors, for each transmitter, of size Nr × 1 according to
H = [M1 , M2 , . . . , MNt ]. The aim is to find an appropriate setting for a common
vector Uk across all frequency components such that the throughput T is maximized.
Ideally, the spatial filter should preserve all the desired user information while simultaneously nulling the interferers. In reality however, there is a trade-off between these
two requirements, and perfect nulling across the entire frequency range cannot be
achieved by a common matrix setting. In order to find an appropriate setting for Uk
we propose two different estimation algorithms. The first algorithm is comparable to
maximum ratio combining, and primarily strives to maximize the SNR of the desired
user. P
The second algorithm primarily strives to minimize the noise contribution of
Nq = K
k=1 Nq,k , by suppressing the interferers.
The first algorithm (WB Method 1) is a least squares algorithm which tries to
maximize the power of the desired user and mitigate the power of the interfering users.
The algorithm iteratively solves the equality kAU − bk22 = 0, here A is a K × Nr size

Figure 3: RMS Delay spread versus bits/s/Hz for 3 different users, 3 receiver antennas.
OFDM signals and wideband channel model, 400 mulitpaths, SNR is 30 dB. For two 8 bit
ADCs in the I and Q path. ICR of interferer one and two is 40 dB.

matrix containing the channel components of 1 × Nr size transposed nonzero channel
vector Mk of each k th frequency, b is a K × 1 vector containing zeros on the frequency
components of nint and ones on the frequency components of x, U is a complex Nr × 1
size vector and its transpose is used as a common Uk in (8).
The second algorithm (WB Method 2) is a least squares algorithm which first
estimates a channel vector Un for each user. The channel matrix Hk can be expressed
as a combination of channels of both the desired user channel vector Mk and interfering
user channel vectors Mint,k,i were Hk = [Mint,k,i , . . . , Mint,k,(Nt −Ntd ) , Mk ], here (Nt −1)
is the number of interfering users. Since the interferers and desired user each have a
unique set of nonzero frequencies we do an estimate per appropriate frequency set
of the channels.
To obtain a common desired user vector the algorithm iteratively
PkK
solves k k=k1 (UNt − Mk ) k22 = 0, here k1 , . . . , kK are the frequency components of
the OFDM symbols of x, Mk is the Nr × 1 size channel vector of each k th frequency,
and UNt is a Nr × 1 size vector containing the estimated common channel components.
To map the ith interfering user channel vector Mint,k,i to Ui the algorithm iteratively
Pki,K
solves the equality k k=k
(Ui − Mint,k,i ) k22 = 0, here ki,1 , . . . , ki,K are the frequency
i,1
components of the OFDM symbols of nint,k,i , Mint,k,i is the Nr × 1 size channel vector
of each k th frequency, and Ui is a Nr × 1 size vector containing the estimated common
interferer channel components. The mapped channel vectors Un are stacked in a matrix
according to M0 = [U1 , U2 , . . . , UNt ]. The Eigen values of M0 are derived via a singular
∗
value decomposition (SVD). The SVD is given by M0 = UM0 ΛM0 VM
0 , here UM0 and
∗
2
VM0 are unitary matrices, and ΛM0 = diag(λ1 , λ2 , . . . , λNr ), were λk is the k th Eigen
values of M0 M0 ∗ . The matrix U∗M0 contains Nr conjugated Eigenvectors of size 1 × Nr ,
from these Nr vectors the vector that maximizes (8) is chosen for Uk . The receiver
array is now beamforming into the direction of the desired user, while nulling the other
users.

4

Numerical Results

We experimented from 5 up to 500 reflections, but the impact on the throughput
appeared to be minimal. This is because the scattering of the channel is rich enough
with 5 multipaths per transmitter for the number of receive antennas that we consider

in the simulations. A more important impact on throughput is due to the RMS delay
spread and the corresponding coherence bandwidth as is depicted in Figure 3.
We assume Nt = 3, Nr = 3, the ADC has 8 bits, and the interference-to-carrier ratio
(ICR) of interferer one and two is 40dB. Each user has 20 OFDM subcarriers, of which
the 2 on either side of the spectrum contain zeros and the 16 OFDM subcarriers in
the middle contain OFDM data symbols. The zeros are included to mimic the channel
separation that is common in standards such as IEEE 802.11 and needed to satisfy
the spectral mask (in IEEE 802.11 between commonly used nonoverlapping channels
1, 6, and 11). The carrier frequency is 2.45 GHz, the bandwidth B = 5 MHz per user,
c = 3 · 108 m/s, T = 295 K, and the number of multipaths P = 400, including a LOS.
Further, σn , σn,p , and σm are varied to create different RMS delay spread values. The
number of Monte Carlo simulations is 10k per simulation point.
As depicted in Figure 3, WB method 2 is more effective than WB method 1. The
difference between both methods can be explained from the high ICR value. Due to
the presence of such large interferers, the quantization noise dominates the throughput
of the desired user. In order to increase the throughput at such a large ICR, mainly
focussing on minimizing the quantization noise of the desired user (WB method 2) is
more effective than mainly focussing on maximizing the received power of the desired
user (WB method 1). As depicted in Figure 3, the gain of the spatial filter starts to
saturate at small RMS delay spread, when the coherence bandwidth is in the order
of the bandwidth of the users, τRMS < 60 ns (for typical indoor environments the
RMS delay spread values are well below 60 ns). On the other hand, the coherence
bandwidth is in the order of a single frequency bin at sufficiently large RMS delay
spread, τRMS > 4 µs. It may be counterintuitive that the spatial filter is still effective
at these small coherence bandwidths. One might expect that a common, i.e. channel
average, spatial filter setting for seemingly i.i.d. random frequency bins would have
no significant effect. Our observation that spatial filtering is nevertheless effective at
these small coherence bands, can be explained since the system can continue to exploit
the nonuniformity of the angular spread when dominant signals arrive from particular
angles. Moreover, although the correlation of all channel realizations between frequency
bins will approach zero at large RMS delay spread, the instantaneous signal correlation
for a specific channel realization is not necessarily zero, in which case it can be exploited
by the spatial filter. Even though our focus in [3] is primarily on indoor environments,
spatial filtering can also be effective in other propagation environments. In the IEEE
802.22 standard, which is primarily designed for low populated rural areas [12], most
primary users, such as TV broadcasters and FM radio stations, which interfere with
the secondary CR tend to have a small RMS delay spread and a small AOA spread [13].

5

Conclusions

Spatial filtering is especially effective in indoor environments, but even at large RMS
delay spreads the spatial filter still provides a significant gain. This is because the
system can exploit the nonuniformity of the angular spread if dominant signals arrive
from particular angles. Additionally, despite the fact that the correlation of all channel
realizations between frequency bins will approach zero at large RMS delay spread, the
instantaneous signal correlation for a specific channel realization is not necessarily zero,
in which case it can be exploited by the spatial filter.
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Abstract
Hiding techniques, to counteract power analysis attacks, at architecture level have been
poorly developed in the literature [2, 7, 14]. We introduce here an approach to minimize
the information leakage when performing AES on an FPGA. This approach executes 3 other
AES rounds, while performing an AES round, with other inputs.

1

Introduction

A lot of countermeasures [1, 4, 6] have been studied since Kocher et al. [10] introduce sidechannel attacks. We can divide those countermeasures in two parts, hiding and masking.
Mangard et al. [11] define hiding countermeasures as the fact of breaking the link between
the power consumption of the devices and the processed data values. While masking techniques randomize the intermediate values that are processed by the cryptographic device.
In hiding techniques, algorithms are executed in the same way as in unprotected device:
they calculate the same intermediate values whereas the cryptographic algorithm is modified in masking techniques, in order to deal with different values than in the unprotected
algorithm. Some hiding countermeasures [11] are random insertion of dummy operations,
the shuffling of operations of the cryptographic algorithm, increasing the noise, reducing the
signal. . . Mangard et al. [11] describe also attacks against hiding countermeasures like power
traces alignment and preprocessing of power traces. Power analysis attacks on hardware devices were widely studied [3, 12, 15] but few of them discuss about hiding techniques. We
introduce here a way to protect hardware devices such as FPGA against power analysis attacks by trying to get a constant leakage.

2

Power Analysis Attacks

The CMOS technology is the most widely used in digital integrated circuits. The power
consumption of a CMOS gate is mainly composed of the dynamic power consumption [9].
The expression of the dynamic power consumption of a CMOS gate is given by :
2 P
Pdyn = CLVDD
0→1 f
2 is the voltage of the power supply, P
Where CL is the load capacitence, VDD
0→1 is the
probability of a 0 → 1 transition and f is the work frequency of the device. The switching
activity, P0→1 f is an important factor of the dynamic power consumption. In CMOS circuits
the power consumption relates to the number of bits transitions in the target device [13]. We

use this property in our experiment.
Transitions Power
0→0
0
0→1
1
1→0
0
1→1
0
Table 1: Power consumption model

In order to model the power consumption in our experiment we use the power model
presented in Table 1. This model is inspired from [13] where a certain amount of power is
also given for a 1 → 0 transition, but we did not use exactly the same model since the main
power consumption is given by the 0 → 1 transitions and we just want to have a simplified
model1 .
To structure our experiments we use the approach of Örs et al. [12] where 4 matrices,
containing information about 0/1 transitions, are used in order to show the correlation coefficients between global consumption of a scheme and the consumption dependency of some
selected bits.
In order to analyze the feasibility of our technique our approach is, for the moment, only
based on simulated data realized on a personal and very simplified version of AES2 , called
AES Lite (see appendix for code), that has 16-bit block size and that executes 10 rounds.
ShiftRows and MixColumns operations have been very simplified, in order to deal with 2
bytes data, and the key scheduling have also been simplified. The aim is to check if there
exist some significant differences between a protected and an unprotected version.

3

Attacks and Countermeasures

Since an AES round can be performed in one clock cycle [12] we did count the number of
bits switching from 0 value to 1 in STATE3 between the start of a round and the end of the
same round. As our AES Lite uses 16 bits data and key blocks we have decided to focus our
attack to the 4 most significant bits (4-MSB bits) of the key. We also choose to realize our
attack with 10000 plaintexts and with a key value, randomly choosen, of 0xC24C meaning
that the value of the 4-MSB bits of the key is 0xC. We have focused on the first round of our
AES algorithm.
The M1 matrix is a 10000 x 10 matrix containing the number of 0 → 1 transitions at
round i, in column i, for the corresponding text. M2 (10000 x 1) contains the number of
0 → 1 transitions for the 4-MSB bits with the correct key for the first round. M3 (10000 x
1 Using

the original would have lead to the same results.
Standard Encryption [5]
3 STATE is the block on which the AES iterates its four operations.
2 Advanced

1) contains the number of 0 → 1 transitions for the 4-MSB bits with an incorrect key for the
first round. M4 (10000 x 16) contains the number of 0 → 1 transitions for the 4-MSB bits for
all the possible 4-MSB key values for the first round.
Correlation(T, P) =

E(T.P) − E(T ).E(P)
p
Var(T ).Var(P)

(1)

Correlation
coefficient

We then calculate the correlation, using equation (1), between all the columns of M1 and
M2 (Figure 1), all the columns of M1 and M3 (Figure 2) and the first column of M1 and all
the columns of M4 (Figure 3). E(T ) denotes the expectation trace of the set of traces T and
Var(T ) denotes the variance of a set of traces T .

Round

Correlation
coefficient

Figure 1: correlation between all the columns of M1 and M2

Round

Figure 2: correlation between all the columns of M1 and M3

As we can observe (Figure 3), the highest correlation coefficient we get is for the value
12 of the key, which is 0xC. After some tries to see how the correlation coefficient changes
when producing some parallel executions4 , we have tried to reach a constant number of transitions in a round, whatever the key or the text will be. We have focused on the last operation
4 Using

the same key in the three other executions, but different from the original one, to see if the strong
correlation with the good key still holds or using random datas and keys in the parallels executions . . .

Correlation
coefficient

Key

Figure 3: correlation between the first column of M1 and all the columns of M4

of an AES round - the AddRoundKey operation - because it is the only operation that uses
both text and key. To reach this constant number of transitions we execute other 3 AES algorithms with different parameters than the useful one: AES(¬ text,key), AES(text,¬ key)
and AES(¬ text,¬ key) where ¬ text means the bitwise inverse of the text input and ¬ key
means the bitwise inverse of the key input. By doing this we get a constant number x of
0 → 1 transitions, where x is the block size.
Proof :
We have b, a bit of the input text, and k the bit of the key that will be x − ored with b
during the AddRoundKey operation. We consider the case where b = 0. After the three first
round operations5 b can have both values (0 or 1), and we cannot predict it because of the
non-linear operation byteSub.

• If b = 1 after the three first round operations:
– If k = 1, then (b xor k) in AddRoundKey will output 0 and since b was first 0 we
have no 0 → 1 transition.
– If k = 0, then the AddRoundKey will output 1, we do have a 0 → 1 transition.
• If b = 0:
– If k = 1, then (b xor k) in AddRoundKey will output 1 and since (¬b) = 1, we
have a 0 → 1 transition.
– If k = 0, then the AddRoundKey will output 0 and we do not have a 0 → 1
transition.
• Finally, if b = 1 before the three first operations, then it will be processed as in the case
where b = 0 with ¬text.
5 byteSub,

shiftRow and mixColumns

By repeating this for all the bits of the text, we can see that we will get one 0 → 1 transition for each bit and thus a constant number of 0 → 1 transitions that is equal to the number
of bits of the block size.
Nevertheless to inverse the key and the text, each twice, there are also 0 → 1 transitions.
For the moment we assume those transitions do not occur at the same time than the update
of the STATE registers of our 4 AES Lite executions.
Taking the additional transitions caused by the countermeasure into account in our matrix
M1 and trying to calculate the same correlations between M1 and the three matrices M2 , M3
and M4 cannot be done because the first column of M1 has always the same value, 16 (the
block size) in our case and has no variance leading us to a division by 0 when computing the
correlation coefficients, equation (1).

4

Conclusion

In this paper we present a theoretical way of hiding power consumption in hardware devices.
Of course, these results need to be confirmed with measurements on real implementations.
We are also working on decomposing the power consumption in more points per rounds:
in this paper we only take one value of 0 → 1 transitions per round but if we take 4 values
for a round, one value for each operation, our model only protects the AddRoundKey operation. We also have to see if the same approach can be made for the real AES algorithm.
Other kinds of power analysis attacks could be performed on such implementation of our
countermeasure but it was, for the moment, not our goal to handle them.
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A

AES Lite

This is a part of the code used for our experiments. The getSBoxValue function called in
ByteSub use the same Sbox as AES.
v o i d b y t e S u b ( u n s i g n e d char s t a t e [ 2 ] ) {
s t a t e [ 0 ] = getSBoxValue ( s t a t e [ 0 ] ) ;
s t a t e [ 1 ] = getSBoxValue ( s t a t e [ 1 ] ) ;
}
v o i d s h i f t R o w ( u n s i g n e d char s t a t e [ 2 ] ) {
/ / s t a t e [ 1 ] = ( s t a t e [ 1 ] >> 5 ) | ( s t a t e [ 1 ] << 3 ) ;
state [1] = shift ( state [1] ,3);
}
v o i d mixColumns ( u n s i g n e d char s t a t e [ 2 ] ) {
u n s i g n e d char temp ;
temp = s t a t e [ 0 ] & 0 x 0 f ;
temp | = s t a t e [ 1 ] & 0 x f 0 ;
/ / swap t h e 4 f i r s t b i t s o f e a c h b y t e
s t a t e [ 1 ] = ( s t a t e [ 1 ] & 0 x0f ) | ( s t a t e [ 0 ] & 0 xf0 ) ;
s t a t e [ 0 ] = temp ;
}
v o i d addRoundKey ( u n s i g n e d char s t a t e [ 2 ] , u n s i g n e d char key [ 2 ] ) {
s t a t e [ 0 ] ^= key [ 0 ] ;
s t a t e [ 1 ] ^= key [ 1 ] ;
}
v o i d keyManagement ( u n s i g n e d char key [ 2 ] , u n s i g n e d char ∗ r c o n ) {
key [ 0 ] = g e t S B o x V a l u e ( key [ 0 ] ) ;
key [ 0 ] ^= ( ∗ r c o n ) ;
key [ 1 ] = g e t S B o x V a l u e ( key [ 1 ] ) ;
key [ 1 ] ^= ( ∗ r c o n ) ;
/ / ( ∗ r c o n ) = ( ( ∗ r c o n ) >> 7 ) | ( ( ∗ r c o n ) << 1 ) ;
(∗ rcon ) = s h i f t ((∗ rcon ) , 1 ) ;
}
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Abstract
This paper presents the results of channel measurements conducted in closed
metal environments which are applicable in some special wireless sensor networks,
e.g. inside cars or machines. The measurements are carried out inside a metal
closet in time domain by exciting the channel with a very narrow pulse which
covers the frequency range from 2 to 5 GHz. Important channel characteristics
such as path loss and root-mean-square (RMS) delay spread are obtained which
can aid in the design of wireless sensor networks for industrial control applications
to overcome the challenges posed by the channel inside dense metal structures.

1

Introduction

Due to the increasing demand for applications in environments inside metal structures,
like high data rate wireless communication and positioning, solutions for these special
cases attract more interest. The analysis and design of such a system applicable in
closed metal environments require an accurate propagation channel model to determine, for example, the maximum achievable data rate, efficient modulation schemes
and associated signal processing algorithms. Therefore, careful and extensive measurements are needed. However, there are only measurement campaigns and channel
modeling efforts reported in literature to characterize UWB channel behavior in either
office or industrial environments [1]-[3], which do not cover the specific environment as
indicated.
The purpose of this paper is to present a characterization of the propagation channel
in closed metal environments in the frequency range from 2 to 5 GHz, which is a part of
the UWB frequency band. During the measurement campaign, the impulse responses
of a large number of channels are recorded in order to determine a statistical channel
model. Both line-of-sight (LOS) and non-line-of-sight (NLOS) propagation in different
spatial dimensions are considered. A particular scenario with absorbing material on
an inner wall of the closet is also investigated. In the course of post data processing,
channel impulse responses (CIR) are estimated from measured data based on the LOS
reference signal. The multipath components are then extracted from the acquired CIR
using the maximum detection method. Important channel characteristics in terms of
the path loss exponent and RMS delay spread as well as small-scale channel parameters
like the multipath inter-arrival time are obtained and analyzed.
The paper is organized as follows. Section 2 introduces the measurement setup.
The details about the measurement scenarios and procedures are described in Section
3. The measurement results and corresponding models of channel characteristics are
discussed in Section 4, and conclusions are drawn in Section 5.
This work is supported by STW under the ASSYS program (FASTCOM project).

2

Measurement Setup

The setup used for channel measurements is depicted in Fig. 1. It consists of two main
parts: the transmitter and the receiver. The transmitter consists of a pulse generator, a
transmit antenna and a broadband resistive attenuator of 10 dB. The receiver consists
of a PC integrated digital oscilloscope and a receive antenna. The UWB elliptical
planar antennas (also known as Schantz antennas) used for the measurements have an
omni-directional radiation pattern and are depicted in Fig. 2. Detailed information
about these antennas can be found in [4].
Transmit site

Receive site

Tx
antenna

Rx
antenna

RF
cable

10 dB
Att.
oscilloscope
Pulse generator

Triggering

Figure 1: Measurement setup.

Figure 2: Schantz antennas.

The signal generator fires Gaussian-like signals with a pulse width of about 150 ps.
Here the 10 dB resistive broadband attenuator is used after the signal generator to
eliminate the effect of multiple antenna reflections as explained in [5]. Based on pilot
measurements, maximum acquisition time windows of 500 and 1000 ns are selected for
different spatial dimensions. Moreover, in order to improve the signal-to-noise ratio,
each measurement is repeated 1024 times for averaging.

3

Measurement Scenarios and Procedures

The measurements are conducted inside a metal closet in the NIRICT Design Lab at
TU Delft. The transmit and receive antennas are locked in a closed space with metal
surrounding walls (i.e. one chest or the whole space of the closet) when the closet
door is closed. For all measurements of each scenario the transmitter is kept at a fixed
position, while the location of the receiver is changed in order to measure different
channels. The placement of transmit and receive antennas is done on the structured
foam frame using a 3-D coordinate system marked on it, as can be seen from Fig. 3.
Since the foam material acts as empty space, it will not affect the channel behavior.

3.1

Scenario 1

In the first scenario, the space dimension is 100 cm×45 cm×45 cm with an absorber
board attached on the right-hand side wall inside the closet, which is shown in Fig.
3(a). The absorber is used to absorb the reflected radio signals and is expected to
reduce the delay spread. The receive antenna is moved along the X, Y and Z axises
with step sizes of 15, 10 and 7.5 cm, respectively, thus 96 different locations of the
receiver are considered in the measurements, covering distances from 7.5 to 57.5 cm.

(a) Scenario 1.

(b) Scenario 2.

Figure 3: Foam board structures in Scenario 1 and 2.

3.2

Scenario 2

Scenario 2 is identical to Scenario 1, but without the absorber board as depicted in
Fig. 3(b).

3.3

Scenario 3

The space dimension in this scenario is expanded to 100 cm×45 cm×180 cm, which is
four times as large as in Scenario 1 and 2, and occupies the whole space of the metal
closet as shown in Fig. 4(a). No absorbing material is used, and the receive antenna is
moved according to the same step sizes as in the previous two scenarios, except for the
step size along the Z axis which is extended to 35 cm. Therefore, 96 impulse responses
are recorded covering distances between the transmit and receive antennas from 35 to
148.5 cm.

(a) Scenario 3 (LOS).

(b) Scenario 4 (NLOS).

(c) The measurement scene.

Figure 4: Scenario 3 and 4 extend to the whole metal closet.

3.4

Scenario 4

A steel plate of 50 cm×45 cm in size is deployed for the measurements in this scenario
as shown in Fig. 4(b), which equally divides the distance along the vertical axis (i.e.
Z axis) between the transmit and receive antennas. The steel plate covers only half of
the basal area of the metal closet rather than the whole floor area, thus the remained
uncovered space allows the transmitted signal to reach the receive antenna through
reflections when the direct LOS path is blocked. In order to investigate the channel
behavior in a pure NLOS environment, only the positions where LOS propagation is
completely hindered are considered, therefore 48 channel responses are collected in this
case. In addition, Fig. 4(c) gives an impression of the measurement scene with the
metal door closed.

4
4.1

Measurement Results and Analysis
Data Processing

The received signal is affected by the characteristics of the measurement system (e.g.
cables, transmit and receive antennas). To eliminate the effect of system response from
the measured signal, a method as introduced in [3], using a reference LOS measurement
where the propagation channel (with a 50 cm Tx-Rx separation) can be considered to
approximate free space, is employed. An inverse filtering deconvolution is then applied
to extract the CIR. In order to reduce the leakage problem when transforming the
impulse responses back to the time domain, a Hamming window is used which provides
a side lobe suppression of about 43 dB [6]. The multipath components are estimated by
using the maximum detection method in which the paths are determined by detecting
the local maximum.
Since the power of multipath components may drop drastically in the tail part of
the obtained CIR, they are likely to be submerged in the noise and will not have much
impact on the overall channel behavior. Therefore, a path detection threshold of 30 dB
below the strongest path is used to get rid of these insignificant multipath components
in our further data processing and channel analysis.

4.2
4.2.1

Empirical Results
Path Loss Model

The path loss model suggests that the average path loss increases exponentially with
the distance between the transmit and receive antennas as given by:
P L(d)[dB] = P L(d0 )[dB] + 10γ log10

d

d0

+ Xσ

(1)

where P L(d) and P L(d0 ) are the path losses in decibel at the distance d and reference
distance d0 , respectively. The path loss exponent γ reveals how fast the power loss
increases with the distance. Xσ is a zero mean Gaussian random variable with standard
deviation equal to σ. The path loss exponent is obtained by fitting a line to the
measured path loss values versus distance in a least squares sense, whereas the standard
deviation of Xσ is determined by calculating the deviation from the obtained fit. The
fitting results are given in Tab. 1.
The path loss variations in all scenarios follow the normal distribution with zero
mean as shown in Fig. 5, thus we can state that the proposed model fits well the
collected data. The path loss exponents in all scenarios are much smaller than in free
space (where γ = 2) mainly due to the signal transmission inside the closed metal

Param. Scenario 1 Scenario 2 Scenario 3 Scenario 4
γ
0.28
0.18
-0.03
0.08
(µ, σ)
(0, 1.45)
(0, 1.04)
(0, 0.85)
(0, 0.79)
Table 1: Parameters of the proposed path loss model.
environments. Since the radio rays will not be attenuated when reflected, it allows a
significant number of reflections to be captured at the receiver, which means that the
power is confined in such an environment. In addition, it is clear that the deployment
of an absorber board on the right-hand side wall only results in a limited influence on
reducing the received power of multipath components, as it merely raises the path loss
exponent γ from 0.18 to 0.28 when comparing Scenario 1 with 2. This is expected,
because the bounce of radio rays in such a closed metal environment happens among
all the surrounding walls, only an absorber on one of the six inner faces of a cube is
obviously inadequate to absorb the reflected rays.
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Figure 5: Path loss measurements and models.
It is a bit weird to have a negative path loss exponent in Scenario 3. Nevertheless,
the absolute value of γ is only 0.03 which is quite close to zero. This can be probably
ascribed to some bad samples from the measurements. The phenomenon reflects the
fact that in such a closed metal environment there is barely loss in the received power
of multipath components with respect to the increasing distance. The path loss exponents obtained in all scenarios are very close to zero if compared with a typical indoor
propagation in [1]-[3].
If the metal environment is not closed, we can imagine that the received power of
multipath components will decay significantly due to the leakage of power to the space
outside. A trial measurement is carried out to show the effect of keeping the closet
door open. It is clear in Fig. 6 that the magnitudes of CIR in red (door opened) are
smaller, especially for large delays, than those in blue (door closed).
4.2.2

RMS Delay Spread Model

The RMS delay spread (RDS) is a good measure of delay spread in the received multipath signal and is defined as the square root of the second central moment of the

power delay profile:
τrms

v
uP
u
(tn − τm )2 a2n
=t n P 2
n

(2)

an

th
where an and tn are
P the 2amplitude
P 2 and time delay of the n multipath component,
respectively. τm = n tn an / n an is the mean excess delay. The measured ranges and
median values of RDS are listed in Tab. 2. Fig. 7 depicts the empirical cumulative
distribution function (CDF) of RDS for all channels in each scenario, and it can be
seen from the figure that the data fits very well with the normal distribution.
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Figure 6: CIRs with closet door closed and Figure 7: Cumulative distribution function
open in Scenario 2.
of RDS.
Values in [ns]
Median of τrms
Range of τrms

Scenario 1 Scenario 2 Scenario 3 Scenario 4
7.7
32
112.1
116.5
2.8 - 15.3 21.9 - 43.6 92.3 - 127.9 105 - 128

Indoor
environment
5 - 10

Table 2: Measured ranges and median values of RDS.
In Scenario 2-4, the acquired RDSs are much larger than in a typical indoor environment, because the transmitted signal is reflected many times in the closed metal
surroundings (with reflection coefficient equal to -1). This results in a larger number
of multipath components within the acquisition time window, thus more strong rays
with extremely long delays are also included. When comparing Scenario 2 to 3, the
extended dimension almost increases the RDS by a factor of 4 which is the same as the
space expansion factor. Since the radio signal will not be attenuated when reflected
in such a metal environment, the bigger the space is, the larger the RDS will be. The
NLOS transmission in Scenario 4 even increases the RDS in Scenario 3, mainly due to
the absence of dominant LOS path, which relatively raises the received power of multipath components. In addition, the inserted steel plate may generate more reflections of
the transmitted signal, i.e. more multipath components exist, and they consequently
extend the RDS. The absorbing material in Scenario 1 is very effective in the sense of
RDS reduction: only one absorber board is able to shrink the RDS to 1/4 of the value
without absorber as in Scenario 2.
Moreover, the impact on RDS when keeping the closet door open is shown in Fig.
6. It can be concluded that the RDS is smaller with open door (i.e. 18.55 ns) when
compared to the closed case (i.e. 25.06 ns), since a part of the reflected radio rays leaks
away rather than being completely kept inside the closet, which leads to a smaller
number of received multipath components.

4.2.3

Multipath Inter-arrival Time

In general, the multipath components are modeled as arriving according to a single
Poisson process, if they don’t form any clusters upon arrival. Based on this model,
the distribution of the inter-arrival time (i.e. tn − tn−1 ) is expressed by an exponential
probability density function (PDF):
p(tn |tn−1 ) = λ exp[−λ(tn − tn−1 )]

(3)

where λ is the mean arrival rate of multipath components. The estimated values of λ
for all scenarios are given in Tab. 3, and Fig. 8 shows the complementary CDF of the
measured inter-arrival time versus the single Poisson model.
Param.
Scenario 1
Scenario 2
Scenario 3
Scenario 4
λ
1.28
0.91
1.23
1.19
(b, λ1 , λ2 ) (0.96, 2.4, 0.33) (0.97, 1.7, 0.16) (0.985, 2, 0.09) (0.99, 1.8, 0.08)
Table 3: Estimated parameters in modeling the multipath inter-arrival time.
From the figure it is clear that the distribution of measured inter-arrival time deviates too much from the single Poisson model, hence a modified model based on the
mixture of two Poisson processes as proposed in [7] is used. The PDF of two mixed
Poisson processes is given by:
p(tn |tn−1 ) = bλ1 exp[−λ1 (tn − tn−1 )] + (1 − b)λ2 exp[−λ2 (tn − tn−1 )]

(4)

where λ1 and λ2 are the arrival rates, and the constant b is the so-called mixing probability which is less than or equal to 1. The corresponding estimated parameters are
given in Tab. 3. Fig. 8 compares the single Poisson model with the mixed one. It can
be observed that the mixed Poisson model provides a much better estimation of the
distribution of multipath inter-arrival time in all scenarios.
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Conclusions

In this paper, channel measurements in the frequency range from 2 to 5 GHz are
conducted in closed metal environments. Initial channel characteristics in terms of the
path loss, RMS delay spread and multipath inter-arrival time are investigated:
The collected path loss exponents are much lower than in free space and close to
zero in scenarios with a larger spatial dimension, mainly due to the large number of
unattenuated reflected signals that arrive at the receiver. The closed metal environments allow the power of multipath components to be preserved, since most of the
reflected rays will be anyhow captured by the receive antenna regardless of the receiver
distance. Only one absorber on an inner wall of the closed space is inadequate to
increase the path loss exponent significantly.
In the scenarios without absorber, the RDSs are much higher than in indoor environments mainly due to the large number of multipath components with large magnitudes
arriving in the tail part of CIR. Clearly, the pulse keeps bouncing between the metal
walls, and the CIR lasts over a much longer time before it dies out compared to an
indoor propagation. The NLOS transmission even extends the delay spread which is
already very large in the LOS case, because the steel plate blocking the direct path
leads to a relatively higher received power of the multipath components and more reflections. In Scenario 1, the insertion of an absorber is shown to be very effective in
reducing the delay spread: it restores the RDS value into the range of a typical indoor
channel.
The multipath components don’t form any clusters upon arrival across all scenarios,
but the inter-arrival time tends to follow a mixture of two Poisson processes rather than
a conventional single Poisson process.
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Abstract
In this paper, we introduce some tools to design wireless data transmission
technologies and a generic model of security layers. This model would help the
engineers to introduce good security practices with less efforts and based on a
threat modeling methodology. We propose also the usage of generic documents
as well as a methodology that bridges the gap between the generic model and a
formal tool in cryptography that will allow to update a concrete model.

1

Introduction

Since the wireless data communication technologies became more affordable and
widely adopted by private users, privacy and security became important issues. Many
of the present technologies have encountered some failures (WEP in WiFi) or flaws
(WPA for WiFi or E0 for Bluetooth). A methodology dedicated to security would help
to eliminate many of these problems of the technology development. The aim of the
paper is to initiate a reflexion on how wireless technology designers could think about
security design.
We will look back on what has been done on RFID, WiFi, Bluetooth, WiMAX and
Wimedia technologies in the past. We will point out the main security components of
those wireless technologies designed for wireless data transmission: these components
being either cryptographic primitives or protocols and their combinations can have an
impact on the general security of the system. We will develop a draft to study the
impact of these combinations on the technologies from a security and quality point of
view.
We will use, through this paper, some of the documents of the threat modeling
methodology [13], developed by Microsoft, to build a generic model of security architecture for wireless data transmissions. It exists other threat modeling methodologies
(such as Trike or OCTAVE [1]), but we think that the threat modeling methodology
developed by Microsoft is more generic than the others and that it could be used regardless of the kind of project. Using a threat modeling methodology involves the
security from the design of a project (in this case a technology). Furthermore, we will
try to develop some guidelines to allow the model to be updated and expanded in the
future.
The main goal of this paper is to present the basis to design the security of wireless
data transmission technologies. This basis is the first step of a larger work that, we
hope, will help the engineers to consolidate the security of their technology. We also
want, with this model, to allow the security specialists to bring their formal analysis
tools to strengthen the generic security architecture. The ideas exposed are maybe yet
partial but give a good start to develop a robust generic security architecture on the
basis of the chosen methodology. For that reason, we conclude in the seventh section
on the theoretical and practical paths that could be followed in the future. We hope
that these paths will strengthen and make the model practical and efficient.

2

Recent technologies

In this section, we will present the actual wireless technologies and their security
architecture. We will point out some common points between all these technologies.
These presentations are short and focus on the main security features of the technologies. We consider here only point to point technologies or technologies based on an
infrastructure mode of operation, and not dynamic modes such as the ad-hoc mode,
because those technologies have routing and multi-party issues that are too complex
to be solved here.

2.1

WiFi

In WiFi, the architecture of the security has known many changes. From the WEP
(Wire Equivalent Protection), that has known critical flaws [10, 6], the evolution of the
standards has allowed to develop two safer security layers, WPA and WPA2. The first
security layer is mainly axed on little size LAN and home applications and use mainly
pure symmetric cryptography. The second is more axed on enterprise applications and
use servers of certificates and an heavier infrastructure. Some research [7] points out
today some little flaws, but they are not today critical.

2.2

Bluetooth

In Bluetooth, the architecture of the security is composed of a number of protocols
and cryptographic primitives that are used to achieve integrity and confidentiality.
The main primitive is E0. E0 is a stream cipher algorithm that uses a non-linear
feedback shift register. Many research and flaws in the non-linearity of the system has
diminished the security of E0 and the bluetooth technology [14, 16]. To summarize
the security architecture, the system makes an association step thanks to the challenge
and response protocol based on a PIN (with a special procedure if the PIN is fixed, as
in bluetooth headset devices for example). Afterwards, each time that the two devices
want to communicate, they make a pairing through an another protocol and use E0 to
communicate.

2.3

WiMAX

The WiMAX technology is more difficult to analyze, because this technology is
declined in two standards [2, 3] and each of the standards has developed a security
layer compatible, but not exactly similar. Moreover, the infrastructure of WIMAX is
very difficult to manage. Nevertheless, the security layer of the technology has some
interesting common mechanisms with the other technologies.
A secret is shared between the Connectivity Service Network (CSN) and a device.
Authentication of the two parties is made through different versions of EAP [4], and
they can then generate session keys. This key generation allows encrypted communication through DES-CBC or AES-CCM, for the first standard, and AES-CBC or AES
with CCM, for the second standard.
The weak points of the standards are the usage of DES for the encryption (this
algorithm became a bit older today) and possibility to use mode of encryption without
authentication of the communication.

2.4

RFID

The different existing technologies for RFID tags have led to the development of
many protocols (some of them are presented in [15]) to allows secure authentication

to manage some accesses. Today, many applications use RFID tags to obtain short
information about a product, someone ...etc. In this context, it does not exist one
security architecture but many, each depending on the kind and the manufacturer of
the RFID tags used for the application. We can say that RFID is a kind of wireless data
transmission medium where the hardware limitation is a strong constraint, because
informations are exchanged between a tag and the reader for authentication or any
other application like in any point to point technology.

2.5

Wimedia

Even the Wimedia technology is neglected now by the developers of wireless technologies, a security layer has been developed to guarantee the integrity, the authentication and the confidentiality of the data transmissions between two devices. Some
of the first analyses [12] indicate that the security layers have some flaws and do not
completely respect de state of art in term of security (for instance using one key for
authentication and encryption instead of two). The association model has not been
developed extensively in the medium access control layer of the standard, but more in
the Wireless USB standard.

2.6

Summary

Many technologies with different purposes have been developed. Each time, a
complete security layer has been designed and implemented, with more or less success,
but all of them have common processes that are detailed in the next section. It means,
for each technologies developed, that a complete security layer has been built with the
same purposes than sometimes an other security layer already existing, and sometimes
without reusing the experience gained on the older one. From that processes, a generic
development could build strong and efficient security layers for any point to point
technologies or technologies based on infrastructure mode of operation.

3

Common points

In this section, we will highlight some useful patterns to isolate the processes that
play a role in the security of the technology. First, all of those technologies needs
to share a secret key to authenticate and communicate with devices. This key is
sometimes called the master key. The two devices must be associated to each other
to exchange and generate that key (sometimes called the association step). From that
shared secret or key, the device can use a key agreement protocol at each session of
communication to generate a session key or temporary key (sometimes composed with
an initialization vector). In many cases, an authentication of the devices is done during
the key agreement protocol.
After the key agreement, the communication can be initiated (only if needed for
RFID technologies). The majority of the presented technologies uses now an authenticated encryption scheme to communicate (the most common is the CCM mode [9],
which is a combination of counter encryption mode with the cipher block chaining
message authentication code algorithm and criticized in [5]).
From those technologies a generic scheme appears where the lifecycle of two devices
is composed of three main steps.
1. The association step made before the first session (generally this step appears
once in the lifecycle between two devices);
2. The pairing or key agreement step;

3. The authenticated secure communication step (optional step for some RFID applications).
The step 2 and 3 are used iteratively until the master (or secret) shared key is
renewed. In fact, it is very rare for those architecture to renew the master key without
reinitiate the association step. Sometimes, it is not possible to change it at all. Furthermore, in WPA for instance, the master key exchanged between a wireless access
point and a device is the same for every device connected to the wireless access point.
Another thing that is common to those technologies, the proposed security layers generally use one single temporary key for the encryption and the authentication
algorithm during a communication. In fact, two keys should be generated for each
algorithm, because using the same key to authenticate and encrypt a communication
could reveal informations about the key. These informations could be found thanks to
some correlations between the authentication code and the encrypted message.
Sometimes some procedures are also available to manage or recover efficiently the
keys in case of desynchronization, for instance, but they are in some cases dependent
of the underlying technology or the application that use the technology.

4

The general threat model

The threat modeling has been developed to encompass the main threats of a technology or an IT project from the design. For that reason, we have decided to use the
threat modeling methodology presented by Microsoft [13]. Since its publication, the
threat modeling methodology has been integrated in the SDL (Secure Development
Lifecycle) methodology. The threat modeling methodology is used to integrate the
security as a part of the design of a project and not as an issue that must found an
answer during the development. Using the maximum potential of the methodology can
consolidate the development of a security layer for an application or a technology.
The methodology requires to implement some interesting documents. What we
need in a generic technology development context are the following documents collection:
1. Internal security notes capture the important design and implementation choices
for the security of the application or technology;
2. External security notes collect what the customer should be aware when he uses
his device;
3. Entry points document collects information about the different way to gain access
to the application or technology;
4. The project assets collects the different assets that are involved within the security
layer that must be protected
5. The data flow diagram represents graphically the process of the system developed
and its interactions;
These documents are really interesting, but developing them entirely in this paper
would be too long, nevertheless most of these documents can be developed to capture
the good practices in the world of security in wireless data transmission technology.
For instance, the external security notes should describe how customers could interact with the device and what the customer should be aware to guarantee the maximum
of security when he uses a device implementing the model. If the association step requires that the user registers the master secret key from a wireless access point to the
device, then he must be aware that the master key should remain secret and strong
enough to not be guessed by an adversary.

Another example, the entry point must collect the possible user interfaces that a
user could interacts with for a wireless data transmission. The main entries are the
physical device, the wireless access to the device and, if the device is included in an
computer for example, the configuration software.
The assets are not numerous in the generic model: the master key, the temporary
keys, the user information (in case of RFID technology for instance), and the availability
of the system are the main assets to protect. These assets can be largely described
without making the generic model too specific.
From the analysis of the recent technologies and with the help of the data flow
diagram, that we will describe in the next section, we can now develop the process
involved in a point to point wireless security layer.

5

Common processes

From the previous sections, we have established that the link between two devices
can be visualized like a generic system divided in mainly three phases. The Figure 1
shows the succession of the three phases.
We must now represent graphically the different processes involved in those three
steps. This graphical representation is called a Data Flow Diagram (DFD) where the
arrows indicate how the data are exchanged between the processes. In the Figure 1,
an arrow shows the relation send information to.
Device 2
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Figure 1: The data flow diagram of the generic model of security for wireless data
transmission
Thanks to this graphical representation, we have a clear and generic vision of a
security architecture for wireless data transmission. We have then described the main
informations of a generic threat model. From this model, each process are related to
different topics where it exists already some secure protocols or cryptographic primitives
that could be used to achieve the purpose of the security process.
From a development overview, the data flow diagram can help to build a way to
compare the computational efficiency of security architectures, because each process
has a cost in term of computations linked to the protocols and cryptographic primitives
involved in each process.
From that generic model, it is possible to choose generic protocols and compose a
complete generic architecture that uses generic cryptographic primitives. From that
generic security layer, it is possible to assess the efficiency of the model from the
number of call to the cryptographic primitives for a session. This measure is a good

first assessment of the computational efficiency of the model. This is a useful efficiency
tool for the technology designer before any implementation.
We have developed the processes and the computational efficiency assessment tool,
nevertheless a formalization of that generic model will open the door to many tools
that will help the cryptographic community to assess efficiently the security of a generic
security architecture. A first step in the formalization of the security assessment would
be to document what are the security goals for each process.

6

Data Flow Diagram, universal composability and
formalization

The formalization will be possible thanks to a framework that comes from the cryptographic world called the universal composability [8]. If we develop a security layer,
it will be important to determine the security goals that must achieve the technology.
This security goals have a formal equivalence named ideal functionality. An ideal
functionality determine which functionality should ideally achieve a protocol to be
secure. This notion comes from the universal composability framework where a protocol
must emulates the ideal functionality to which it has been designed. If a protocol is
said universally composable, using that protocol to compose a more complex protocol
will not diminished the security of the protocol.
If the processes goals are described in term of ideal functionalities, then we can
choose or consolidate the choice of security protocol to emulates a process of our model
thanks the ideal functionalities reached. The iterative methodology is simple:
1. First, we choose the generic processes that we want design. From that processes,
we choose the equivalent ideal functionalities that must reach the protocol. We
develop (or adapt already existing) robust protocols that meet the needs of the
ideal functionalities to compose the processes.
2. Once a protocol is chosen, it remains to choose the most secure cryptographic
primitives available depending on the hardware context. The choices must be
clever and coherent, because using two different hashing functions, for instance, in
a security layer dedicated for RFID tags is not efficient from the implementation
point of view.
3. After the development, it would be possible to simulate and test the performance
of the security layer developed.
From that point, if we define a set that contains suitable ideal functionalities for
each process involved in point to point wireless data transmission, the cryptographic
community could develop or improve actual protocols to meet efficiently the security
needs. This definition of a set of ideal functionalities would involve an iterative process
that would maintain the generic model updated.
Another aspect, that can be studied, is the interactions between the cryptographic
primitives used in a generic security architecture. For instance, an article [11] has
studied the loss of security through the interactions of cryptographic primitives (for
example using a hash function as pseudorandom number generator).

7

Future Works and conclusion

We assume that the work done is a premise of a more larger and stronger tool that
would help the development of the security of the future wireless data transmission
technologies and improve the actual technologies. The involvement of the cryptography
community and the wireless data transmission technology developer community would

strengthen the privacy of our communication in an efficient way. Nonetheless, we have
focused the development on the security of some critical processes and the three main
steps to create a secure way to communicate. In a future work, we will integrate the
notion of concurrent interactions within the process model, and study the weakening
of cryptographic primitives through their multiple interactions.
In conclusion, we have showed in this paper that it is possible to find some generic
patterns in all those security architectures. We have given a first version of an evaluative
and formal tool to analyze the security layer in wireless data transmission. This threat
model is generic and easily manipulable to be adapted, upgraded, and maintained
without starting again from the beginning. We do not say that performance and
quality testing should disappear, but the two approaches must be considered together
during the development to ensure a security architecture against flaws. Many work
must be done yet, but we are convinced that allowing bijective interactions between
the technology and security developers will improve the general quality of the designs
of security layers.
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Abstract
Ultra-low power wireless design is highly demanded for building up autonomous
wireless sensor networks (WSNs) for many application areas. To keep certain
quality of service with limited power budget, channel coding techniques can be
applied to maintain the robustness and reliability of WSNs. In this paper, suitable channel coding schemes are studied for WSNs based on noncoherent onoff keying modulation. According to theoretical capacity investigations, pulseposition modulation (PPM) and Reed Solomon coded PPM are proposed as
channel coding schemes to realize autonomous WSNs in practice. Moreover,
to avoid amplitude saturation in the receiver, overlap multi-pulse PPM coding
schemes are also studied. Simulation and emulation results both illustrate that
the transmit power of sensors can be reduced dramatically by using the proposed
schemes in comparison with the uncoded system.

1

Introduction

To maximize the operational time of wireless sensor networks (WSNs), there has been
much research interest in low-power design for various application fields, such as health
care, industrial monitoring, home automation, etc. For most applications, it is not feasible to manually replace batteries for spatially distributed wireless sensors. Therefore,
WSNs are required to be established in an autonomous way such that the energy of
sensors can be fully supplied by energy scavenging. Owing to the limitation of current
energy scavenging technology, wireless sensors only have a very tight power budget,
namely less than 100µW [1]. Thus, the ultra-low power (ULP) wireless design is highly
desired for developing autonomous WSNs compared with other wireless systems. Consequently, accurate carrier phase estimation that is relatively power-hungry is hardly
available at the receiver. This results in using a noncoherent modulation scheme for the
ULP realization of WSNs. Therefore, to enhance the robustness of the wireless links
which are in low signal-to-noise ratio (SNR) conditions, channel coding techniques are
expected to be applied to establish reliable communications.
In this paper, we study channel coding schemes for the ULP design of WSNs. The
noncoherent on-off keying (OOK) receiver is taken into account in our work for the
ULP purpose since it can be realized with low complexity [2]. In order to find out
suitable channel coding schemes, we are first motivated to study the channel capacity
of noncoherent OOK with additive white Gaussian noise (AWGN). To avoid threshold
estimation, only soft decoding is considered in our work. Since low-power WSNs always
work in low SNR regime, the capacity per unit cost of the noncoherent OOK with soft
decisions is calculated to reveal the capacity behavior when SNR goes to zero. The
obtained result shows that the noncoherent OOK channel approaches the Shannon limit
which is implicitly indicated by [3]. This investigation demonstrates that noncoherent
OOK is sufficient to achieve the ULP design from a theoretical point of view. Moreover,

the capacity study also illustrates that the capacity is obtained only when the ‘off’
symbol is sent more frequently than the ‘on’ symbols for small SNR. Then, based on this
asymmetric input distribution property, we propose to use pulse-position modulation
(PPM) as a coding scheme in combination with the noncoherent OOK modulation.
Because of the relatively large amplitude, the transmit power for sensors can be reduced
dramatically for maintaining the bit-error-rate (BER) performance. In practice, only
PPM decoding with soft decisions is suggested due to the absence of dynamic threshold
at the receiver. To further improve the performance, we also consider to build a
concatenated system by using Reed-Solomon (RS) codes that can correct PPM symbol
errors efficiently. In addition, to avoid saturation in the receiver, an overlap multi-pulse
PPM (OMPPM) coding scheme which is a variation of PPM is proposed to reduce the
signal’s amplitude. A BER upper bound of noncoherent PPM and an approximate error
expression of noncoherent OMPPM are both derived. Both computer simulations, and
emulations based on the analog-to-digital converter (ADC) output of a system on chip
(SoC) are used to evaluate our proposed coding schemes and prove the ULP design
concept.
The rest of paper is organized as follows. In Section 2, the channel model based
on noncoherent OOK over an AWGN channel is described. In Section 3, the capacitycost curve of the defined noncoherent OOK channel is derived and the corresponding
capacity per unit cost is computed. In Section 4, PPM and OMPPM schemes are
investigated and RS coded PPM is proposed. Section 5 presents the simulation and
emulation results. Finally, Section 6 concludes this paper.

2

Channel Model

In this section we present the channel model of noncoherent OOK with soft decisions
and additive Gaussian noise. The envelope detector is assumed to be used to demodulate the received on-off signal owing to its optimality over AWGN channels. By
denoting the amplitude of OOK symbols as x ∈ {0, A}, we can model one binary-in
soft-out memoryless channel, of which the input symbol is denoted as a binary random variable X corresponding to the ‘on’ and ‘off’ symbols and the output symbol
is denoted as a continuous random variable Y . With the background noise spectral
density of N0 /2, the distributions of the output samples of the envelope detector Y are
a Rayleigh distribution and a Rician distribution, namely [4]
y
y2
p(y|x = 0) = 2 exp(− 2 ),
σn
2σn
and
p(y|x = A) =

y ≥ 0,

y
y 2 + A2
Ay
exp(−
)I
(
),
0
σn2
2σn2
σn2

y ≥ 0,

(1)

(2)

respectively, where σn2 = N0 /2 is the noise variance out of the bandpass filter and
I0 (·) is the zero-order modified Bessel function of the first kind. Based on this channel
model, we investigate the capacity to find out suitable channel coding schemes.

3

Channel Capacity Investigation

In this section, we investigate capacity behavior of the binary-in soft-out noncoherent
OOK channel. Capacity-cost curve is first derived numerically. By assigning the energy
cost b(x) = x2 to ‘on’ and ‘off’ symbols, the average energy cost per symbol can be
expressed as Es = E[b(X)] = P (A)A2 , β, where P (A) is the probability of the ‘on’

symbol. For the fixed transmission bandwidth, Es is equivalent to the average transmit
power Ps . Then, channel capacity-cost function is obtained by maximizing the mutual
information for a certain energy cost β as
C(β) = max {I(X; Y ) : E[b(x)] = β}.

(3)

P (A)

In addition, to reveal the capacity behavior for small Es , namely small SNR, the
channel capacity per unit cost (Cuc) that is the slope of capacity-cost curve at SNR=0
is calculated. According to [3], the Cuc of OOK channel can be computed as
C(β)
D(p(y|x = A)||p(y|x = 0))
= sup
,
β→0
β
b[A]
A

Cuc = lim

(4)

where D(·||·) is the Kullback-Leibler divergence between two probability distributions.

3.1

Capacity-cost function

To numerically compute the mutual information of the noncoherent OOK channel, the
continuous random variable Y has to be quantized with very small quantization steps.
The binary-in soft-out channel needs to be approximated by a corresponding binary-in
multiple-out one. If we denote the quantization step as δ, the channel output can
be described by a vector Y δ = (y1 , y2 , · · · , yj , · · · , yM )T , where M is taken such as
PM
j=1 δ p(yj |x = A) ≈ 1. Thus, the conditional probabilities of yj can be computed as
P (yj |x = 0) = δp(yj |x = 0), and P (yj |x = A) = δp(yj |x = A),

(5)

by incorporating (1) and (2). Since the mutual information I(X; Y ) is a convex-∩
function of P (A), the capacity, namely the maximum of I(X; Y ), can be exhaustedly
searched out among every possible combination of A and P (A) for a certain cost Es .
Figure 1 shows the capacity-cost curve for the noncoherent OOK channel. The optimal
10

Noncoherent OOK, envelope detection

0

Optimal P(A)

10

-1

Mutual information in
bits/ transmission

10

-2

Binary-in Soft-out IXY P(A)=0.5
Binary-in Soft-out IXY P(A)=opt
Binary-in Soft-out Opt.P(A)
-3

10
-10

-8

-6

-4

-2

0

2

4

6

8

10

Es/No (dB)

Figure 1: Capacity-cost curve of noncoherent OOK channel
input distributions of P (A) which achieve the channel capacity for each Es /N0 are also
indicated. Moreover, the mutual information of the binary-in soft-out channel with
symmetric input distribution, P (A) = P (0) = 1/2, is plotted too. It reveals that the

channel capacity is achieved by asymmetric input distribution as P (0) > P (A). This
result indicates that a lot of improvement can be gained by sending more ‘off’ symbols
and less ‘on’ symbols. Therefore, it points out that the number of binary ones in a
good channel coding scheme for noncoherent OOK should be less than the number of
binary zeros. This is the guideline for us to select or design suitable codes.

3.2

Capacity per unit cost

Although obtained capacity study indicates the trend of P (A) decreasing when Es goes
to zero, numerical method can not describe the capacity behavior for extremely small
Es . To study the capacity behavior when Es goes to zero, which is relevant to the
ULP design, Cuc of the noncoherent OOK channel needs to be calculated to indicate
the slope of the capacity-cost function at zero Es . By using the expression of (4) and
applying distributions of (1) and (2), the Cuc can be expressed by
Z ∞
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ln(exp(−
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0
0
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,
Cuc2, ∞ = sup
A2
A
in nats, which can be shown as a convex-∩ function of A and approaches a certain limit
when A → ∞. Hence, by applying L’Hôpital’s rule and Leibniz’s rule to (6), the Cuc
can be calculated as
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rest of (7) as a summation of the first moment of the Rician
and the noncentral Chi
√
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distributions, the asymptotical expression of In (z) ³ e / 2πz and L’Hôpital’s rule can
be applied to show
1
1
=
(8)
Cuc2, ∞ = 2
σn ln(4)
N0 ln(2)
in bits, which indicates that the slope of this noncoherent OOK channel is same as the
one of the Gaussian-in Gaussian-out channel with C(β) = 21 log2 (1+β/σn2 ). Meanwhile,
it also demonstrates that Shannon limit Eb /N0 ≈ −1.59dB can be achieved by using
noncoherent on-off signaling, where Eb = β/C(β) is the average energy per bit. This
result supports that the noncoherent OOK scheme is sufficient for ULP wireless design.

4

PPM Based Coding schemes

According to the capacity investigation of the noncoherent OOK channel, PPM based
channel coding schemes are proposed and studied in this section. Bit error expressions
of PPM and OMPPM schemes are derived for subsequent performance evaluations.

4.1

Noncoherent PPM scheme

Due to the asymmetric input characteristic, PPM is naturally adopted to work with
noncoherent OOK channel such that every k information bits are grouped and represented by only one ‘on’ symbol and 2k − 1 ‘off’ symbols as a PPM symbol. Since the

pulse energy of a PPM symbol is Ep = A2 and there is only one pulse sent for one
codeword, the average transmitting energy corresponding to k information bits is given
by Es = Ep /2√k = kEb /2k , which leads that the amplitude of the ‘on’ symbol for the
PPM is A = kEb . Each codeword is orthogonal to the others.
It can be shown that the maximum likelihood (ML) detection rule for noncoherent
PPM is to pick up the largest sample among 2k uncorrelated received samples for each
codeword. So, the average correct symbol probability of noncoherent PPM reception
can be written as
Z y
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Then, the average symbol error probability can be expressed as
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where a =
2σn ln(2 − 1) achieves the minimum of the bound. By considering
k−1
2
2
A /σn = 2kEb /N0 , the upper-bound of BER can be expressed as 22k −1 P ε, which is
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where 2k−1 /2k − 1 is the average bit error probability per incorrect PPM symbol and
Q(·) is the Marcum Q-function. In next section, it will be shown that this is a tight
upper-bound by comparing with simulation results.

4.2

Noncoherent OMPPM scheme

The peaky amplitude of PPM may result in large peak-to-average power ratio (PAPR)
that can make the receiver be saturated. Multi-pulse PPM could be used to reduce
the amplitude level for the same code rate. To maximize the signal distance between
different codewords, multi-pulse PPM in an overlap format is proposed to be used.
Table 1 gives an example of an OMPPM scheme with two pulses when information
bits number k = 3. For any codeword in this case, only two neighboring codewords are
not orthogonal to it. All the codewords have been separated as much as possible. For
an m-pulse OMPPM, the average transmit
energy becomes to Es = mEp /2k . So, the
p
√
pulse amplitude of OMPPM is A = kEb /m which is decreased m times compared
to the corresponding PPM.
According to [5], ML decoding of OMPPM is to select the largest value of summations of the received samples on m adjacent positions. Due to the correlation between
the summations of the samples, it is difficult to obtain exact expression or the bound
of the error probability. However, it can be observed that only the samples of the

Table 1: 2-pulse OMPPM scheme k=3
info bits codeword 2-pulse OMPPM symbol
000
10000001
A000000A
001
11000000
AA000000
..
..
..
.
.
.
110
111

00000110
00000011

00000AA0
000000AA

most left and the most right pulses of a received codeword dominate the occurrence
of symbol error, no matter how many pulses are transmitted. Therefore, the symbol
error probability of the OMPPM scheme could be approximately expressed as
Pε ≈ 1 − (Pr(yj > y(i+m) mod 2k ))2 ,

(13)

where yj denotes the sample of the most left pulse of a codeword. Since Pr(yj <
y(j+m) mod 2k ) can be viewed as the error probability of a corresponding 2FSK scheme,
BER of an m-pulse OMPPM can be represented by
2k−1
1
kEb 2
Pe ≈ k
(1 − (1 − exp(−
)) ).
2 −1
2
2mN0

4.3

(14)

RS concatenated scheme

According to previous analysis, it can be seen that incorrect PPM or OMPPM symbolto-bit demapping can result in burst bit errors. To further improve the BER performance, a Reed-Solomon code is proposed to concatenate with the PPM or OMPPM
as a inner code to reduce errors on symbol level. The RS code is generated over the
finite field of GF (2k ) for k information bits. Since the encoding and decoding of the
RS code are quite standard and relatively simple, the RS coded PPM based schemes
can be good candidates for ULP design of WSNs.

5

Simulation and Emulation Results

In this section, BER performance of the proposed PPM based coding schemes are
evaluated by computer simulations and emulations based on an implemented superregenerative receiver [2].

5.1

Simulation results

By assigning different values to the number of information bits k, we can first evaluate
the BER performance of the noncoherent PPM schemes. Figure 2 (a) illustrates that
derived upper-bound (12) is verified by simulated results. Moreover, it shows that the
performance can be improved dramatically in comparison with uncoded noncoherent
OOK scheme. For k = 6, coding gain is around 6dB at BER level of 10−3 . By keeping
k = 6, Figure 2 (b) plots the BER curve of RS coded noncoherent PPM scheme. The
(63,51) RS code is adopted since it gives the best BER performance. In addition, the
minimum values of Eb /N0 that correspond to code rates of the PPM and RS coded
PPM are also indicated based on the results from Figure 1. It shows that the RS
coded PPM outperforms and approaches more close to Shannon limit. Similarly, we
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Figure 2: (a)BER performance of PPM; (b)BER performance of RS coded PPM
can evaluate the performance of OMPPM scheme. Figure 3 (a) illustrates that the
derived BER approximation (14) is almost consistent with the simulated results for
different k and m, especially for large Eb /N0 . By considering the (63,51) RS code too,
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Figure 3: (a)BER performance of OMPPM; (b)BER performance of RS coded OMPPM
Figure 3 (b) gives the performances of the RS coded OMPPM with m = 2 and m = 3.
It demonstrates that (63,51) RS coded 3-pulse OMPMM has almost same performance
as the corresponding PPM. So, this code can be concluded as a good practical solution
since it has same amplitude as uncoded OOK scheme. The PAPR is reduced.

5.2

Emulation results

Besides simulations, emulations based a real implemented super-regenerative receiver
which demodulates on-off signal noncoherently are also conducted, where modulated
RF signals at 2.4 GHz transmitted to the receiver via optical cables as an AWGN
channel with a certain path loss. Demodulated data after an 8-bit ADC are captured
by an FPGA to perform decoding and calculate BER. To illustrate the performance of

proposed PPM based schemes, a baseline scheme is set up with the BCH code proposed
in the IEEE 802.15.6 standard. Figure 4 reveals that receive sensitivity can be reduced
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Figure 4: Emulation via wired channel
from -77dBm to -97dBm by using the (63,51) RS coded PPM scheme compared with
the baseline scheme for BER=10−3 . Thus, it shows that our proposed PPM based
coding scheme is promising for ULP design of WSNs.

6

Conclusions

Study of suitable channel coding schemes for noncoherent OOK modulation was provided in this paper. Channel capacity investigation indicated that asymmetric channel
input should be used to minimize the symbol energy cost, namely the power, for a
certain code rate. The Cuc study revealed that noncoherent OOK is sufficient for establish an ULP system. Based on capacity study, we proposed PPM based schemes as
the channel coding schemes. Analytic BER expressions were derived for noncoherent
PPM and OMPMM with different parameters. Numerical results of simulation and
emulation showed that our proposed schemes outperform uncoded OOK scheme. RS
coded PPM and OMPPM could be adopted to build real ULP WSNs in practice.
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Abstract
Channel coding is done by the use of BICM (Bit-Interleaved Coded Modulation) in
the second generation digital terrestrial television broadcasting system (DVB-T2). In
this transmission system, a modified block bit interleaver is introduced: the columntwist interleaver. The aim of this paper is to study the properties: dispersion, sparameter and memory of this interleaver in regard to the choice of the twisting parameters. Given the huge number of possibilities for those parameters, CPU (Central
Processing Unit) and GPU (Graphics Processing Units) implementations have been
tested to cope with the challenging computation issue.

1 Introduction
Interleaving is a technique that is used with the aim of enhancing the performance of a
given error correcting code. These codes, that are most of the time based on linear algebra
(such as BCH∗ and LDPC† codes, to name a few), perform best when errors are not correlated and when there are not too many in a single codeword. The action of interleaving
puts the bits in a different temporal order and tends to reorder and spread any sequence
of consecutive erroneous bits.
This article will focus on the bit interleaving scheme implemented in the DVB-T2 standard: the column-twist interleaver. The second section hereafter will present that particular scheme, while the third one will give the definitions of some properties that will be
taken as figures of merit when comparing different interleavers. The choice of the column
twisting parameter, a new parameter introduced in the DVB-T2’s bit interleaving scheme,
will be discussed in the fourth section. In that section the issue of computation time will
also be addressed.

2 The column-twist interleaver
A BICM modulation scheme consists in three main elements: a Forward Error Correction
(FEC) block, a bit interleaver and a labeling function block (see figure 1). In the DVBT2 standard, FEC is done by mean of a serial concatenation of BCH and LDPC codes [1]
while the labeling function block is responsible for building a 64-QAM constellation for
instance.
The column-twist interleaver is to be classified in the family of block interleavers. The
input data bits are written in a memory table column wise and are read out row wise. But
unlike a classical block interleaver ‡ , the writing start position on each column is twisted
∗

From the names of its inventors: Bose, Chaudhuri and Hocquenghem
Low-Density Parity Check
‡
By classical we mean a block interleaver where the data are written column wise and from the top to the
bottom in the memory table and read out row wise from left to right.
†
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Figure 1: BICM encoding scheme
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Figure 2: Column-twist bit interleaving scheme

in this case by a value r i where i is the column number. That is, for the column i of the
memory table, the writing will start at row number r i down to the bottom of the table,
then will continue at the first row of same column down to the row number r i − 1. The
writing will go on on the next column (number i + 1) beginning at row number r i +1 and
so on. The reading in the meantime is done row wise from the left to the right [1, 2]. See
figure 2. The vector tc = [r 1 , r 2 , · · · , r i , · · · , r Nc ], where Nc is the number of columns of the
memory table, is called the column twisting parameter of the interleaver.

3 Interleaver’s properties
When focusing on the bits indexes, we associate for each interleaver I , an invertible function of permutation π, described as:
π:Z→
− Z
and we will use here the notations of figure 3 where xi represents the bit of index i before
interleaving and y i represents the same bit after interleaving, showing then an index of
π(i ).
In order to characterize the interleaver, we will consider the study of some of its properties
such as its dispersion, spreading factors and memory.

xi

y i = xπ(i )

Iπ

Figure 3: Interleaving notations

3.1 Dispersion
The randomness of a given interleaver can be characterized by the set of its displacement
vectors D:
D = {(∆x , ∆ y ) ∈ Z2 |∆x = j − i ,

∆ y = π( j ) − π(i ),

0≤i < j <T}

T denoting the period of the interleaver and for a block interleaver T = Nc · Nr where Nc
and Nr are respectively the number of columns and the number of rows in the memory
table. The dispersion Γ of an interleaver is then defined as the number of elements of D.
Γ satisfies the inequalities [3]:
T (T − 1)
T −1 ≤ Γ ≤
2
The normalized dispersion is given by:
γ=

2Γ
T (T − 1)

and satisfies the inequalities: 2/T ≤ γ ≤ 1.

3.2 Spreading Factors and s-parameter
An interleaver is said to have (s, t ) as spreading factors if for any (i , j ) so that |i − j | < s,
then the inequality |π(i ) − π( j )| ≥ t is obtained. An extreme spreading factor of a given
interleaver is a spreading factor (s, t ) so that neither (s, t +1) nor (s +1, t ) are satisfied. The
s-parameter of an interleaver is then the maximum value for s so that s ≤ t .

3.3 Memory
A causal interleaver is one where the output at time i , y i = xπ(i ) , only depends on the
current or previous inputs x j , j ≤ i . This requires that π(i ) ≤ i for all i . The memory of
an interleaver is then the minimum number of memory elements required to implement
a causal version of this given interleaver. For a classical block interleaver the memory is
given by 2(Nr − 1)(Nc − 1).

4 Study of the column twisting parameter
Let’s consider a block interleaver with a memory table containing Nc columns and Nr
rows. The columns (respectively the rows) are numbered from 0, for the first one, to
Nc − 1 (respectively Nr − 1) for the last one. The column twisting parameter introduced
in the bit interleaving scheme of the DVB-T2 standard is then the vector of Nc elements:
tc = [r 0 , r 1 , · · · , r i , · · · , r Nc −1 ] where r i indicates the writing start position on column i and

takes its value from 0 to Nr − 1. That is, for a block interleaver, there is (Nr )Nc possible
values for tc . This can lead to a very huge set of values. For instance, when operating
in the short-frame mode with a 64-QAM § modulation, the DVB-T2 standard[1] sets Nc
and Nr to the values of respectively 12 and 1,350. In that case, the set of possible vectors
tc contains 3.66 · 1037 (1 35012) elements among which the standard recommends to use
tc = [0, 0, 0, 2, 2, 2, 3, 3, 3, 6, 7, 7]. At the best of our knowledge, there is no explanation
in the scientific literature about the reasons behind this choice among the vast number of
possibilities.

4.1 A local optimum for dispersion
A logical way to pick up one tc among the possible values is to look for the one that optimizes the properties of the interleaving function. Among those, the choice has been
made to search first a maximization of dispersion, then the biggest s-parameter and finally the minimum of memory consumption. But given the sizes of block interleavers recommended by the DVB-T2 standard[1], it turned out to be out of reach, given our present
means, to compute these three properties for all the set of possible tc .
An algorithm of exploration of the set of all possible values for tc has then been developed
and goes as following:
1. First a starting point tc0 is chosen and the three parameters (normalized dispersion
D 0 , s-parameter s0 , and memory M0 ) of I 0 , I 0 denoting the column-twist interleaver
corresponding to twist parameter tc0 , are computed.
2. The next move is to consider all the neighbours of tc0 . Let tc0 = [r 0 , r 1 , ..., r i , ..., r Nc −1 ],
its neighbours, denoted tc0i = [z 0 , z 1 , ..., z i , ..., z Nc −1 ], are such that all of them are
composed of the same integers, in the same order, except from one and only one.
That is:
r i = z i , ∀i ∈ [0, Nc − 1] except one value i ∗ .
• for i ∈ [0, Nc − 1] and i 6= i ∗ =⇒ r i = z i
• in the case i ∈ [0, Nc − 1] and i = i ∗ , z i ∗ is obtained by adding or removing 1
from r i ∗ .
• in case z i ∗ = −1, use instead z i ∗ = Nr − 1 and in case z i ∗ = Nr take instead
z i ∗ = 0, so that z i ∈ [0, Nr − 1] for all i ∈ [0, Nc − 1].
Example. Nr = 8, Nc = 3 and tc0 =[0, 5, 7] then the 6 (= 2 · Nc ) neighbours are :
[1, 5, 7], [0, 6, 7], [0, 5, 0], [7, 5, 7], [0, 4, 7] and [0, 5, 6].
3. Once the neighbours of tc0 are obtained, the parameters of the corresponding columntwist interleavers are computed. Then those neighbours are ordered following first
the maximum dispersion. Those having the same dispersion are then ordered following the maximum s-parameter. Among those having both the same dispersion
and s-parameter, the reordering will follow the minimum required memory.
4. Only tc01 , the first neighbour out this ordering process is considered. Let D 1 , s 1 and
M1 be respectively the normalized dispersion, the s-parameter and the memory of
its corresponding column-twist interleaver I 1 . Three cases have to be taken into
account:
Case 1: D 1 > D 0
Case 2: D 1 = D 0 and s 1 > s 0
Case 3: M1 ≤ M0 when D 1 = D 0 and s 1 = s 0
If I 1 does not meet any of the three cases listed above, tc0 is a local optimum since
§
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Figure 4: Normalized dispersion after each step of the algorithm
none of its neighbours happens to be better, according to the priority given to the
three parameters.
If I 1 meets one of the three cases, then tc01 is kept as the current point of the set. All
the process of computing and comparing neighbours parameters is run anew for
this new tc0 .
The exploration stops as soon as a local optimum is found and it can be started again from
some different point. At the end, only the best of all local optimums obtained is kept.
Figure 4 shows the evolution, towards the local maximum of the normalized dispersion
during the exploration of the set of tc for I 5,7 , I 5,9 , I 5,12 and I 6,8 starting from tc01 = [0, 0, 0, 0,
0] for the 3 firsts and from tc04 = [0, 0, 0, 0, 0, 0] for the last interleaver. I Nc ,Nr denoting the
interleaver with a memory table of Nc columns and Nr rows. The normalized dispersion
gets smaller when the size of the memory table grows bigger. This was expected in regard
to its mathematical expression. The points representing the evolutions for I 5,9 and I 6,8 are
closer to each other, due to the almost same size of the memory table in both cases: T =45
for the first and 48 for the second.
Executing the algorithm for I DV B (Nc = 12 and Nr = 1 350) leads to the results shown in
table 1 where the starting point is the column-twist parameter used in DVB-T2 (64-QAM,
short-frame mode): tc0,DVB = [0, 0, 0, 2, 2, 2, 3, 3, 3, 6, 7, 7][1, 2]. It has been noticed that
the dispersion keeps growing from the first step to the thirteenth, the twist parameter at
step 13 even corresponding to an interleaver with a normalized dispersion almost twice
the value of the one using tc0,DVB . The fact that the simulations was stopped after step 13
means that the local optimum is maybe not obtained. However, a big drop in the value of
the s-parameter is noticeable between step 6 and step 7, the parameter dropping from a
value of 1 243 to 2, tarnishing the gain obtained in dispersion.
Computations have been stopped to step 13 due to the huge computation time: each step
needs 36 minutes to be run, that is almost 8 hours for the 13 steps¶ . In order to reduce the
time consumption some techniques that are presented hereafter, have been used.
¶

The computations have been run under MATLAB (7.8.0.347, R2009a 64-bit glnxa64) environment and
on a processor of type Xeon L5420 (bi-processor quadri-core 2.5GHz, 16GB RAM)

Nc = 12 and Nr = 1 350
Step
1
2
3
4
5
6
7
13

tc
[0,0,0,2,2,2,3,3,3,6,7,7]
[0,0,0,2,2,2,3,3,2,6,7,7]
[0,0,0,2,2,2,3,3,2,6,7,8]
[0,0,0,2,2,2,3,3,2,6,7,9]
[0,0,0,2,2,2,3,3,2,6,7,10]
[1,0,0,2,2,2,3,3,2,6,7,10]
[1,0,0,2,2,2,3,3,1,6,7,10]
[2,1,1349,2,2,2,2,4,1,6,7,11]

D
0.0013
0.0016
0.0017
0.0018
0.0019
0.0019
0.0021
0.0024

s
1244
1243
1243
1243
1243
1243
2
2

M
31021
31021
31020
31019
31018
31019
31019
31019

Table 1

4.2 The computation time issue
There are several types of optimization which can be applied to increase the speed of
processing. They can actually be sorted in two categories: sequential optimizations and
parallel optimizations. The two categories can both independently contribute to improve
the performance of the program. This section introduces briefly the two families and the
associated speed-ups.
4.2.1 The sequential optimization
The sequential optimization is an improvement of speed by the way of rewriting the code
and managing data memory locations. There are several possible sequential optimizations: factorizing processing, taking into consideration constraints due to the latency of
data access, loop unrolling, minimizing tests, efficient use of pointers, using online functions...
The first version of the algorithm was written in Matlab. We rewrote this code (without
using Matlab C Generator) in a C non-optimized version and then we used profilers (Valgrind [4], GProf [5]) to identify the most critical time consuming parts of the algorithm. As
they occupied the most of the execution time, these parts were the first to be optimized
using the techniques introduced earlier. Results of this optimization are showed at figure 5. For a memory table of dimensions 5x5 (Nc = 5 and Nr = 5), we have a speed-up
of more than one thousand times between the Matlab version of the algorithm and the
non-optimized C version and a speed-up of 3.8 times between the non-optimized C version and the optimized one. The graph shows results for memory tables of small sizes
compared to the 12x1350 memory table of the DVB-T2 because the Matlab version takes
too much time for bigger memory tables.
4.2.2 The parallel optimization
Actual computers contains more than one computing unit (core) which permit several
tasks to be executed simultaneously on different cores. For example, a loop can be shared
on several cores, each executing a subset of iterations. This mechanism can allow drastic
speed-ups, near of N times faster on a N cores system.
There are mainly two types of processors actually used in general-purpose computation:
CPUs (Central Processor Units) and GPUs (Graphics Processor Units). The first one is
used in personal computers since decades as the main processing unit. Graphics processors were originally created to assist central processors in display operations. GPUs have
a massively parallel architecture with several hundreds of cores while CPUs have up to 8

Figure 5: Execution time of the algorithm for different sizes of memory table

cores. Each core on central processor can execute different instructions at the same time
(Single Instruction on Single Data - SISD) while graphics processor cores execute simultaneously single instructions on multiple data (SIMD). Since 2007, programming GPUs
is massively accessible to developers thanks to CUDA, a parallel computing architecture
developed by NVIDIA [6].
The part of the algorithm calculating the dispersion of the interleaver, the most timeconsuming part of the algorithm, has been ported on a graphics processor. First, a new
version of the algorithm must have been developed in regards to the SIMD architecture of
GPUs. Moreover, data aggregation methods have been implemented to fill in the memory
dedicated to graphics processor at full capacity before using it. As a GPUs works better
when it can manipulate many threads, more data to deal with can result in a more efficient
use of the computing power. Further works will carry on simultaneous running tasks over
several CPU cores and GPU cores in order to maximize overall computation performances
of a machine (multi-CPUs and multi-GPUs). This task distribution can be achieved with
libraries like StarPU [7].
Results obtained on GPU are shown at figure 6. The execution time is first decreased
because a GPU needs lot of data to work at full capacity. When it does, the curve rises and
the graphics processor version becomes better than the one of the central processor. For
a 12x1350 memory table (the size used in the DVB-T2), the CPU takes 19.31 seconds and
the GPU 1.91 second (speed-up of 10.10) and the Matlab version more than 1.5 minute.

5 Conclusion
The work presented here aimed to study how properties of the column-twist interleaver
are influenced by the choice of the twisting parameter tc . The sizes of the memory table recommended by the standard DVB-T2 lead to a huge number of possibilities for tc
so that it is impossible, with our actual means, to compute the interleaver’s properties
for the whole set of those values. An algorithm of exploration has then been developed
and in the same time some techniques of optimization have been applied to decrease the
computation time.
The algorithm proposes to find a local optimum for dispersion without having to go through
the whole set of tc . It turns out that the tc value maximizing the dispersion does not lead
to an optimal value of neither s-parameter nor memory. A further study could address the
point of stating which degree of compromise between those three parameters leads to an
optimal efficiency of the interleaver.

Figure 6: Execution time of the algorithm on CPU and on GPU for different sizes of memory table

Although a speed-up of 47 times has been registered going from Matlab to implementations on GPU, we are not yet able to run the computations for the whole set of possible
twisting parameters. As well as the study of parallel and sequential optimization goes on,
another study aiming to put forward a subset of interesting twisting parameters (those
leading to a big enough value for dispersion) is undertaken in order to reduce the computation power needed.
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Abstract
Three preamble-based channel estimation techniques are discussed that can be
used in filterbank multicarrier systems. The first one was described by Lélé in
[1] for FBMC with IOTA filters. The second one is based on the auxiliary pilot
method described by Stitz in [2]. The last one is suggested in this paper. The
three techniques are compared with BER curves as well as by looking at the
origin of their errors.

1

Introduction

Filterbank multicarrier (FBMC) is a multicarrier modulation technique, just like OFDM.
It provides better spectral containment than OFDM and illiminates the need for a
cyclic prefix. The price of this all is an increased complexity. There are many flavors of
FBMC, depending on the filters used in the filterbank. Recently, FBMC using wavelet
filters has been standardized in IEEE 1901 for powerline communications. And back
in 2003, FBMC using IOTA filters (Isotropic Orthogonal Transform Algorithm) was
on the table of the 3GPP for LTE. In this paper however, we’ll investigate channel
estimation for FBMC using root raised cosine filters. This kind of FBMC was used in
the European FP7 Phydyas project.

2

Filterbank Multicarrier Systems

In FBMC, the filterbank is put in a transmultiplexer configuration. In this configuration, the synthesis filterbank (SFB) is located in the transmitter and the analysis
filterbank (AFB) is located in the receiver. They are shown on figures 1 and 2. At the
transmitter, the input QAM symbols (with a rate of 1/T , T being the inverse of the
subcarrier spacing) are first converted to OQAM. After this conversion the symbol rate
is 2/T . Their sample index will be denoted by n. In this case the symbols are denoted
by dR
k,n before, and by dk,n after the multiplication with θk,n (k being the subcarrier
number). This multiplication makes sure that the symbols dk,n are alternately purely
real or purely imaginary (since dR
k,n is purely real). In the receiver we have a similar
case. The received OQAM symbols are denoted by xk,n , and by xR
k,n after multiplica∗
tion with θk,n
and taking the real part. At the output of the transmitter the symbol
rate is M/T , where M is the number of subchannels. In this case, the sample index
will be denoted by m. The output will be denoted by s[m]
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Figure 1: Synthesis filterbank in the transmitter
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At the output of the SFB we have:
M
−1
X

∞
X




nM j2π km
m−
s[m] =
eM
2
k=0 n=−∞
2


M
−1 X
∞
X
nM j2π km
=
dk,n a m −
eM
2
k=0 n=−∞
dR
k,n θk,n a

(1)

where
θk,n = j k+n

mod 2

(2)

and a[m] being the prototype filter taps. In this paper, the prototype filter A(z) is
a root raised cosine filter as defined in [3]. The length of this filter is equal to KM ,
with K being called the overlapping factor. The polyphase decomposition of this filter
is defined by:
A(z) =

M
−1
X

z −k Ak (z M )

(3)

k=0

To be closer to the implementation,
this formulation of the FBMC system is slightly
3
different than what is common. Because of this formulation however, the symbols are
reordered at the output of the receiver (as can be seen on figure 2). In case of an ideal

n−3
k − 1 −0.0429j
k
−0.0668
k + 1 0.0429j

n−2
n−1
−0.1250 0.2058j
0.0002
0.5644
−0.1250 −0.2058j

n
n+1
0.2393 −0.2058j
1.0000 0.5644
0.2393 0.2058j

n+2
n−3
−0.1250 0.0429j
0.0002
−0.0668
−0.1250 −0.0429j

Table 1: Transmultiplexer response for K = 4 and even k

channel, the output symbols xk,n of the FFT for the nth symbol and the kth subcarrier
are
xk,n =

M
−1
X

∞
X

k0 =0

n0 =−∞

dk0 ,n0 tk−k0 ,n−n0

(4)

In this equation, tk,n is the transmultiplexer response. This response is determined
by the prototype filter A(z) in use. An example transmultiplexer response is given in
table 1. Most of the interference coming from the transmultiplexer response of one
data symbol on another one is removed by only selecting the real (imaginary) part,
as the dk,n that were originally sent were alternately purely real or purely imaginary.
Note however, that there is actually a little intersymbol interference (ISI) happening
at tk,n−2 and tk,n+2 due to the fact that this is a Near Perfect Reconstruction (NPR)
filterbank. This ISI will increase on frequency selective channels.

3

The Pairs of Pilots Preamble

Before starting with the analysis of the preamble-based channel estimation techniques,
some new symbols need to be defined. The preamble at the transmitter side will be
denoted by pk,n (located before the IFFT in figure 1). The received preamble will be
denoted by yk,n (located after the FFT in figure 2). The pk,n of the preambles under
discussion are shown on figure 3. The preamble-based channel estimation techniques
will be compared by using a 1-tap Zero Forcing (ZF) equalizer.
The first preamble to be discussed is the Pairs of Pilots preamble on figure 3(a).
This preamble is described in [1]. On a noiseless channel the received preamble would
be:


Hk pR
if k is even
k,0 + juk,0 
yk,0 =
(5)
R
Hk uk,0 + jpk,0
if k is odd


Hk uk,1 + jpR
if k is even
k,1 
yk,1 =
(6)
R
Hk pk,1 + juk,1
if k is odd
In these equations uk,n originates from the interference caused by the transmultiplexer response of symbols nearby. They do not create any error since they are
alternately purely real or purely imaginary, while data symbols are originally purely
imaginary or purely real. This only holds when tk,n−2 and tk,n+2 are negligible. When
they are not, there will be real (imaginary) interference on a real (imaginary) data
symbol, which causes ISI. In the case of a frequency flat (sub)channel, they are indeed
negligible (as can be seen in table 1).
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Figure 3: pk,n of the different preambles: (a) Pairs of Pilots Preamble; (b) Pairs of
Pilots Preamble with extra zeros; (c) Preamble with the Auxiliary Pilot; (d) Enlarged
Preamble

The ZF equalizer taps can now be calculated. For even k we have (pR
k,0 = 1,
R
pk,1 = 0):
R ∗
∗
∗
pR
yk,1
1
k,0 yk,1 + jpk,1 yk,0


≈
=
∗
∗
Hk
Re yk,0 yk,1
Re yk,0 yk,1

(7)

R
For odd k this is (pR
k,0 = −1, pk,1 = 0):
∗
∗
R ∗
−jyk,1
pR
1
k,1 yk,0 + jpk,0 yk,1


=
≈
∗
∗
Hk
Re yk,0 yk,1
Re yk,0 yk,1

(8)

A first remark is that the denominator of these fractions can become quite small.
This is because for some combinations of pk,n and data symbols dk,n the real part
∗
of yk,0 yk,1
can be very small, even when the amplitudes of yk,0 and yk,1 are big. A
considerable noise enhancement will occur due to this. A second remark is that in real
life the (sub)channel will be frequency selective. Because of this selectivity, the ISI
cannot be ignored. Taking this ISI uISI
k,n into account, the error  on the estimated ZF
equalizer taps for even k can be expressed as:
2

=

ISI ∗
∗
uISI
k,0 yk,1 + juk,1 yk,0

∗
Re yk,0 yk,1

(9)

It’s important to note that this error can have a large absolute value due to the
often very small denominator. That’s why in the plot of the equalization taps on figure 4 (upper right corner) large peaks occur for the Pairs of Pilots estimation on a
subchannel by subchannel basis. A first measure to cope with these large peaks could
be a low pass filter (LPF). By using such a low pass filter however, subchannels in the
neighbourhood will get influenced by this large peak that was originally concentrated
on one sole subchannel. This is illustrated on figure 4 (lower right corner) for a second
order Butterworth LPF. A better measure is the removal of the peaking estimate and
replacing it with an interpolated value of the two neighbouring subchannels. For doing
that, a peak detection algorithm is needed. An easy algorithm looks whether the absolute value of the estimate is more than a certain threshold ψ larger than the absolute
value of the estimates of the neighbouring subchannels. This is illustrated on figure 4
(lower left corner) for ψ = 0.2. This peak detection algorithm (and the ψ-value) can be
optimized, but this is not the focus of this paper. The only goal here is to understand
the source of the errors in the Pairs of Pilots estimation.
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Figure 4: Equalizer taps for Pairs of Pilots estimation

The bit error rate (BER) curve on figure 5 shows the bad performance of the Pairs
of Pilots estimation. The BER curve was also plotted for when the preamble is enlarged
with zeros, as on figure 3(b). This case is very interesting, because the ISI error of
(9) is negligible in this case. It only suffers from noise enhancement. By comparing
this with the original one, it can been seen that up to an Eb /N0 of 10 dB, the Pairs of
Pilots estimation is mainly effected by noise enhancement. From Eb /N0 = 10 dB on,
the ISI error is dominant. The peak removal only shifts this value to 15 dB, it’s unable
to avoid the ISI error.
Because of the many drawbacks of the Pairs of Pilots estimation (ISI and noise
enhancement), it’s clear that better solutions are needed. The next two preamble
estimation techniques will prove to perform better.

4

Preamble with Auxiliary Pilot

A second preamble technique can be derived from the auxiliary pilot method explained
in [2], and is illustrated on figure 3(c). The second symbol of this preamble, pk,1 , is
used to remove the (predicted) interference on the first symbol pk,0 coming from the
transmultiplexer response of the data symbols following the preamble. This second
symbol is called the auxiliary pilot, denoted by paux
k , and is calculated by looking at
the first 2 data symbols on the same subchannel and on the neighbouring subchannels
(this is dk,0 , dk,1 , dk−1,0 , dk−1,1 , dk+1,0 , dk+1,1 ). Note that this is only done for even
carriers. Otherwise the complexity would increase dramatically as for the calculation
of one auxiliary pilot, the neighbouring auxiliary pilots should be taken into account
and vice versa.
On a noiseless channel the received preamble would be:
yk,0
yk,1

= Hk pR
k,0

= Hk uk,1 + jpR
k,1
= Hk (uk,1 + paux
k )

(10)

This is of course again under the assumption that the channel is frequency flat.
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Figure 5: BER curve for the Pairs of Pilots estimation

With pR
k,0 = 1, the ZF equalizer taps for even k can be calculated as:
1
1
≈
Hk
yk,0

(11)

The ZF equalizer taps for odd k are calculated by interpolating the ZF equalizer
taps from the neighbouring even k subcarriers. The error  caused by ISI is in this case
is:
1
1

−
Hk Hk 1 + uISI
k,0
uISI
k,0

=
Hk 1 + uISI
k,0

 =

(12)

By comparing at the previous formula and (9), it can be concluded that this channel
estimation method suffers from much less error caused by ISI than the PoP method
does. This is also confirmed on figure 7, where the BER curve doesn’t have that
saturation that is caused by the ISI error. There is also no noise enhancement. There
is, however, an error that is caused by uk,1 , which is not entirely removed by the
auxiliary pilot on a frequency selective channel. This error was not present in the case
of the Pairs of Pilots estimation. But its effect is rather small compared to the ISI
error and noise enhancement error of the latter.

5

Enlarged Preamble

Instead of trying to cope with the ISI error, it can also be avoided by enlarging the
preamble as on figure 3(d). This decreases the complexity at the transmitter side,
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Figure 6: The symbols used for MRC when the Enlarged Preamble is used.

since no auxiliary pilot has to be calculated. The disadvantage is of course a longer
ideal
be the received preamble on an ideal channel, then the channel
preamble. Let yk,0
can easily be estimated by:
Hk ≈

yk,0
ideal
yk,0

(13)

Note that there is always a delay in the demodulation in the transmitter when using
FBMC. The longer the filters are, the longer this delay is. For K = 4 for example,
the demodulation can start at n = 7. The symbols at n < 7 can be used for channel
estimation when this enlarged preamble is used. They don’t suffer from ISI originating
from the data symbols. In the case of K = 4, the most useful symbols are located at
n = 6 and n = 5 (let’s call them yk,−1 and yk,−2 respectively). Symbols at lower n are
too small to make a difference.
ideal
On figure 6, an example of the yk,n
values is given. The channel estimate can be
improved by doing a maximum ratio combining (MRC) over the marked area in this
figure:
1
X

Hk ≈

2

ideal∗
yk,n yk,n

n=−2
1
X
n=−2

(14)
ideal 2
|yk,n
|

On the BER plot of figure 7, the enlarged preamble doesn’t seem to perform as
well as the preamble with auxiliary pilot. This is caused by the energy normalization
of the preambles. As the latter only uses its even subcarriers k, it is allowed to put
more energy on them. When the enlarged preamble is modified to only use the even
subcarriers, the performance is similar to the preamble with auxiliary pilot, as can be
seen on figure 7.
The biggest error is again caused by uk,n , which is not entirely taken into account
ideal
by yk,n
on a frequency selective (non-ideal) channel. But there is no significant ISI
error or noise enhancement.

6

Conclusion

The auxiliary pilot and enlarged preamble techniques from sections 4 and 5 do not
suffer from noise enhancement, because they do not a have real part in denominator

BER curve for the 3 estimation techniques with 1tap ZF equalization
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Figure 7: BER curve for the three preamble-based estimation techniques

(as is the case in the Pairs of Pilots technique). They also don’t suffer as much from ISI
as the first one. But in counterpart they suffer from uk,n interference. The complexity
of the enlarged preamble technique is low, especially in the transmitter, at the cost of
a longer preamble compared to the auxiliary pilot technique. Note that the PAPR of
all the preambles can be improved by randomizing the sign of pk,0 .
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Abstract
We propose an authentication scheme which uses quantum states of light for
encoding password (PIN). The security of the scheme is based on the impossibility of quantum universal not gate, which means the impossibility to create a
quantum state perfectly orthogonal to an unknown quantum state. We study the
security of our sceme in the short distance mode and emphasize some particular
features of the quantum password which may be exploited in some applications.
We implement our scheme in experiment and show that even in noisy environment it reliably discriminates between the honest clame from the false one. Also
we discuss some possible attacks when sending PIN encoded following our scheme
via a communication channel where a dishonest third party can try to gain some
information on the password by eavesdropping the quantum states.

1

Introduction

Perhaps the best known achievement in the field of quantum information to date is
quantum key distribution (QKD) which allows two distant parties to communicate
in a provably secure way, a task which is classicaly impossible [1]. The security of
QKD relies on the physical principle that it is impossible to perfecly clone an arbitrary
quantum state in a given Hilbert space. This is a direct consequence of the unitarity
of the quantum evolution operator. Intered-stingly, this unitarity also prevents other
quantum mechanical tasks from being perfectly carried out. One such example is the
so-called universal quantum NOT gate. The UNOT gate (if it indeed existed) would
take some arbitrary quantum state and transform it to an orthogonal state. In twodimensional Hilbert space, this would take qubit |ψi = α|0i + β|1i and send it to its
antipode on the Bloch sphere |ψi⊥ = β ∗ |0i − α∗ |1i where hψ ⊥ |ψi = 0. The UNOT
gate is an anti-unitary operation which by definition is not completely positive and
therefore cannot exist in nature [2, 3]. Anti-unitary operations can be expressed by
the so-called time-reversal map T = iσy K times any unitary operation where K is the
conjugation operation (K|ψi = |ψ ∗ i). For qubits the time-reversal map is equivalent
to the UNOT gate.
Interestingly so far, no quantum cryptographic task has emerged which relies on the
impossibility to perform a time reversal map. Still, in comparaison to standard quantum cryptography based on the no-cloning principle, a malicious party intending to
bypass a protocol based on the impossibility to perform a UNOT gate would have
much more difficulty. This is because the optimal fidelity of the transformation which
best approximates the UNOT gate is much lower than the fidelity achieved by the
optimal cloning transformation. Thus, a direct consequence of this lower fidelty is that
it can be exploited to design protocols with a higher noise tolerance.
Here we report on a proof of principle experimental demonstration of a novel quantum
cryptographic protocol that exploits this impossibility. The cryptographic task to be
fulfilled is the task of short distance authentication when a claimant, Alice, must prove
her identity to a verifier, verifier by demonstrating knowledge of a secret known to be

shared between the two parties. This is done by providing a response to a time-variant
challenge, where the response depends on both the secret and the challenge. In today’s
modern society, short distance authentication has become a daily task which people
are confronted to, thereby making it as important as cryptography. Whether it is to
withdraw money from a cash machine or cross into a secure area, authentication is
omnipresent in our everyday life.

2

Universal NOT

The theory behind approximating unphysical transformations has been extensively
studied, in particular in the case of the UNOT [2, 3, 5]. The best achievable transformation allowed by quantum mechanics for an arbitrary qubit was shown to yield
a fidelity of 32 . This means that when measured in the {|ψi , |ψ ⊥ i} basis one should
expect to see |ψ ⊥ i two times out of three. A well known example of a transformation
which reaches this upper bound is given by the universal cloning machine which produces, in addition to the clones, an anti-clone (which can be interpreted as the final
state of the cloning machine itself) having this fidelity. From a physical point of view,
this corresponds intuitively to assuming a “conservation law” in the cloning process,
where the ancilla undergoes a time-reversed transformation in order to balance the
corresponding transformation of the clones.
Since quantum mechanics does not allow antiunitary operations and therefore the
UNOT gate, one can ask the following question: “What is the largest set of quantum states which can be perfectly flipped by using the laws of quantum mechanics?”
For two-dimensional Hilbert space, this subset happens to be a great circle on the
Bloch sphere. For example the Pauli matrices (unitary transformations) can perfectly
flip the great circle which forms a plane orthogonal with respect to the axis connecting
the eigenstates of a given matrix. In what follows, we illustrate a quantum cryptographic protocol which exploits this property and the impossibility of the universal
time reversal. More specifically, in this protocol, the two parties exchange a set of
six quantum states spanned in the two-dimensional Hilbert space. These six states
form three maximally unbiased bases and can be seen as eigenstates of the three Pauli
operators σZ , σX and σY , respectively:
{|0i , |1i}
(1)
1
1
{|+i = √ (|0i + |1i) , |−i = √ (|0i − |1i)}
2
2
1
1
{|+i i = √ (|0i + i|1i) , |−i i = √ (|0i − i|1i)}.
2
2
The six states are extremal (or cardinal) points on the surface of the Bloch sphere.
Indeed, they have conveniently been chosen in such a way that two out of three of
the Pauli matrices invert a given state while the third matrix leaves it unchanged.
In other words each Pauli operator flips perfectly 4 out of the 6 states while leaving
the remaining two states unchanged. The optimal fidelity that can be achieved when
considering these six states is the same as when considering all states in two-dimensional
Hilbert space, that is F = 32 ∗ . A simple method to achieve this upper bound is in fact
a classical one: by randomly choosing one of the three Pauli operators, we are sure to
map any of the six states
1
(2)
|ψi → [|ψihψ| + I].
3
This is analoguous to optimal universal quantum cloning; the optimal fidelity when considering
only the six cardinal states is the same as when considering the whole Bloch sphere [4].
∗

Another method as mentioned above (achieving the same fidelity), consists in cloning
the state. We now go on to describe our identification protocol.

3

Autentication protocol

Our authentication protocol is the following: Alice and the verifier share a string of
“trits” each one thel marking one of the three great circles on the Bloch sphere crossing
the six states. The so-called real circle:

another meridian
and the equator

{|0i, |1i, |+i, |−i} = “0′′ ,

(3)

{|0i, |1i, |+i i, |−i i} = “1′′ ,

(4)

{|+i, |−i, |+i i, |−i i} = “2′′ .

(5)

The idea is that given a certain trit, the verifier sends one of its 4 associated states to
Alice. Her non-trivial task will be to flip the state and send it back to the verifier who
can then verify that the operation has been successful. This task can only be perfectly
achieved if Alice knows the value of the trit, i.e. which Pauli operator she should use,
otherwise she will send back to the verifier the unchanged state |ψi at least one third
of the time. As we consider at the moment only short-distance identification, we do
not consider man in the middle type of attacks where Eve could eavesdrop in between
the two parties. That is, we only consider personification type of attacks where Eve
tries to convince the verifier that she is Alice.
We choose to compare our protocol to its well known clasical version, namely the
password, in which a claimant is challenged in entering a series of classical trits † – a
password which she/he suposedly shares with the verifier. Demonstrating knowledge
of this password convinces the verifier on the identity of the claimant. For a password consisting in n successive trits, there exists 3n different possibilities. Therefore a
malicious claimant (call her Eve) who aims in personifying Alice has probability
P (YES|NO⊗m ) =

3n

1
−m

(6)

of being answered “YES” by the verifier after m consecutive “NO”s and take a maximum of 3n successive tries in order to convince the verifier. Once Eve gets “Yes” she is
in possession of the password and can log in and out of the verifier as long as neither
Alice nor the verifier have knowledge of her intervention. In our quantum analog, Alice
→
and the verifier share an n trit string −
s and a perfect quantum channel. Each trit
may be encoded into four states as defined above by Eqs. (4-5). Then for each trit in
the string the verifier will send a one of the four states belonging to the corresponding
great circle. The challenge for Alice is to flip the state and send it back to the verifier.
Only after having got back all flipped states does the verifier give a “YES” or “NO”
answer. For each trit Alice needs to perform the following operation:
σi |ψi = |ψ ⊥ i

(7)

where i corresponds to the Pauli matrix which correctly flips any of the four corresponding states.
The comparison of our protocot to its classical counterpart unfortunately gives not
very exciting result because the probability of entering the verifier, for both protocols,
†

we choose a terneray alphabet for an easier comparaison to the quantum protocol.

scales exponentially, even giving a slight edge to the classical one. The
probability to
n
1
succeed after m tries is given by 3n −m
for the classical protocol and 3n2−m for the quantum analog. Nevertheless, we can console in the fact that the probability to re-enter
the verifier after a successful try is unity for the classical protocol and is exponentially
low in the string length for the quantum protocol.

4

Experimental implementation

The expirment we have performed is designed up to a unitary transformation. Rather
than asking Alice to send back the flipped state |ψ ⊥ i the verifier can equivalently ask
her to return the state U |ψ ⊥ i, where U is an arbitrary unitary operation agreed by Alice
and the verifier, who measures the returned state in the {U |ψi, U |ψ ⊥ i} basis. Because
Alice and the verifier deal with polarized photons and rely on optical components in
order to create, manipulate and measure them, our experiment constrains us to choose
U = σy . As we will see, the corresponding challenge is now for Alice to return the state
unchanged. A task which prooves to be as hard as returning the flipped state.
We are working with single photon polarization states so that horisontal |Hi and
vertical |V i polarization states correspond to the computational basis states {|0i} and
{|1i}, the diagonal |Di and antidiagonal |Ai polarization states correspond to {|+i}
and {|−i} and left |Li and right |Ri circular polarization states correspond to {|−i i}
and {|+i i}. To create the six states, the verifier can use a polarizing beam splitter
oriented in the σZ basis which prepares only horizontal polarisation state |Hi. The
other 5 states may be obtained from |Hi with the help of wave plates:
|V i = U (λx /2) |Hi
|Di = U (λx /4) U (λz /4) |Hi
|Ai = U (λx /4) U (−λz /4) |Hi
|Ri = U (−λx /4) U (|Hi)
|Li = U (λx /4) |Hi
where
U (λx /2) = σx

1
U (λx /4) = √
2

1
U (λz /4) = √
2

1 i
i 1



i 1
i −1



Having prepared the state, the verifier sends it to Alice who’s task is to return it
unchanged. To do so, she uses a waveplate and a silver miror (see Fig. 1). The state
is left unchanged by the miror [5] but undergoes a phase conjugation (transposition)
when travelling back towards the verifier, i.e. circularly polarized photons are inverted
(|Ri ↔ |Li). This corresponds to the following evolution:
T
Uver
UAT UA Uver |ψi.

(8)

where subscript A represents Alice. As we can see, after the verifier prepares the
state Uver |ψi it travels twice through Alice’s waveplates and thus undergoes the evolution UAT UA . Then for a given state sent by the verifier, Alice must use a waveplate

Trit
0
1
2

verifier
H,V,L,R
H,V,A,D
A,D,L,R

BERA (%)
0.31
0.3
0.36

BERE (%)
32.42
32.4
32.45

Table 1: Table 1: Experimental BER for Alice and Eve
designed in such a way that it will perform the desired operation after two passes
through it. For trit “0” the correct operation in order to leave any of the four states
representing this trit unchanged is the identity I, for trit “1” the correct operation is
σZ = U (λz /4) U (λz /4) and for trit “2” the correct operation is σx = U (λx /4) U (λx /4).
Since U (λz /4) = U (λz /4)T and U (λx /4) = U (λx /4)T passing twice through the waveplate indeed performs the desired operation. Once reaching the verifier’s site, the state
travels again through the waveplate which was used to prepare the state. As a consequence, one can easily check that a state which is left unchanged by Alice and evolves
T
through Uver
will end up horizontal just as it had begun. Conversely a state which has
been flipped by Alice will end up in the vertical state. Thus, the verifier can discriminate between Alice performing the correct or the wrong operation.
In order to characterize our setup, we have measured different visitibilities corresponding to different actions done by the verifier and Alice. For each of the six states
prepared by the verifier we have calculated the BER associated with the two possible
outcomes BERU (unchanged) and BERF (flipped). The BER is related to the visibility
by BER = (1 − V )/2. From these we have extracted the expected BERs for all three
trits in the case of an honest Alice and a malicious Eve. More precisely, in the case of
Alice, the expected BER for trit i is given by
1X
BERU (|ψi)
4

(9)

1X1
[2 BERU (|ψi) + (100 − BERF (|ψi))].
4
3

(10)

BERA (i) =

|ψi∈i

and for Eve
BERE (i) =

|ψi∈i

Table 1 summarizes our results. One can see that the measured values are close to
the theoretically predicted ones. As we have shown above, when Alice identifies herself
the BER is theoretically zero. Indeed, we obrerved that although due to experimental
imperfections, some errors occured, the values of BERA remained below 0.5%. When
Eve tries to identify herself at the place of Alice without knowing the password, we
expected a BERE of 1/3 and, indeed, measured a value above 32%. Therefore, even
in the presence of a high level of noise, the verifier can easily discriminate between
an honest claim or a false one. Note that because nearly all optical components are
located in the verifier part of the circuit, losses can be solely attributed to it. As the
verifier can control this characteristic, it cannot be exploited by a malicious party to
gain information on the password, and therefore losses only contributes to a reduction
of the authentication rate.

5

Security at long distance

If we apply our protocol for authentication at large distance, the noise and losses
introduced by the communication channels are not anymore under the control of the

verifier and they may be used by the malisious party which can try to gain information
on the quantum states travelling via the channel. We highlight here possible attacks
using such eavesdropping and the ways to identify the limits of the secure use of the
password.
In the quantum scenario when the adversary is limited only by laws of quantum
physics all losses in the channel may be seen as photons taken by the adversary who
measures them so that gradually he can recover the password. This reduces the password “life-time” - the number of times that Alice can use her password safely. In order
to evaluate this limit one has to determine how much information Eve can take from
each intercepted signal and to relate losses and the number of photon lost with respect
to the number of photons sent. One has to take into account that Eve can gain from
losses in both ways: from the verifier to Alice and from Alice to the verifier.
If the adversary tries to get more information in order to accelerate the “password
cracking” process he may apply so-called “intercept and resend” attack. In this case
the adversary takes more states than corresponding to the channel loss and performs
a measurement on the number of states which is not covered by channel losses, creates
new states based on the information from the results of his measurements and sends
the new states to Alice. This necessarily introduces new errors in the protocol which
can be monitored by the verifier and if the error rate exceeds the security threshold, the
verifier would know that the password was eavesdropped and will cancel the current
password of Alice. Then the password will be renewed by a standard secure way. The
secure thresholds are to be still determined.
Another type of the attack uses the fact that in real implementations of the protocol
the light pulses may contain more than one photon. Then the eavesdropper can apply
non-demolition measurement, which allows to know only the number of photons in the
pulse and does not disturb the polarization state. If the number of photons is more than
one, the adversary can divert the “excess” photons and measure them. This attack
will leave the adversary unnoticed, however, in order to gain complete information on
the password, the adversary has to acquire a sufficient number of multiphoton pulses,
the probability of which depends on the intensity of the sent pulses minimal value of
which itself depends on the losses in the cannel. In particular, in our protocol, which
uses 3 sets of orthogonal states in 2-dimensional space Eve needs 3 photons in the
pulse in order to apply unconditional state discrimination and gain a full information
on intercepted state. Therefore, the channel losses and the required distance will limit
in this case again the “life time” of the password.
We note that even an eavesdropper acquired full information on a sequence of intercepted signals it does not mean that he learned the password, because the same state
may be used for verifying two different trits. This has to be taken into account in the
analysis of the security bounds.

6

Conclusion

We have implemented the best achievable flipping transformation for a set of three
maximally unbiased bases. We have shown how the impossibility to perfectly flip one
of these six states can be used to accomplish a cryptographic task. We have shown,
through a simple experiment using passive optical components how to exploit this impossibility to realize a quantum authentication protocol. We ran the experiment in the
single photon regime where the quantum state, when it left the verifier, contained less
than 1 photon. Although our authentication protocol does not have major advantage
over its classical counterpart its particular features may be useful for some applications.
In particular, the fact that even eavesdropper accidentally guessed a correct sequence
of operations in one session (which itself is a low probabiltity event) the probability
that he learned the true password, is very low and almost certainly at the next session
he will not be able to authenticate itself as Alice. Moreover, our example shows for the

first time that quantum impossibilities other then no-cloning theorem can be used to
accomplish quantum cryptographic tasks. Hopefully this will open the door towards
novel quantum protocols that clearly outperform their classical analogs and take full
advantage of the low fidelity of the optimal approximate UNOT gate.
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Abstract
We discuss the problem of how to achieve the capacity of certain quantum
Gaussian memory channels. We investigate the use of a Gaussian matrix product
state (GMPS) as an approximation to the optimal input state. This latter state
can be obtained via the quantum water-filling solution and requires an input
energy above a certain threshold. We show that the approximating GMPS is
close to capacity achieving up to a certain strength of the memory parameter of a
Markovian as well as a non-Markovian noise. The key feature of the GMPS state
is that it can be prepared sequentially, although it is massively entangled, which
offers the possibility for an experimentally realizable setup. In addition, we show
that the transmission rate achieved with a GMPS overcomes the transmission
rate obtained by using unentangled coherent states.

1

Introduction

A fundamental quantity characterizing communication channels is their capacity. The
same applies when information is transmitted via quantum channels. For quantum
channels one can analyze the quantum or classical capacity. In the present study, we
focus on the latter. For some quantum memory channels, in particular channels with
correlated noise, it has been shown that the optimal input state is entangled between
the successive uses of the channel [1-15]. For certain Gaussian quantum channels it
was found that the optimal input state in its diagonal form may be represented as a
collection of independent squeezed states [11-15]. Above a certain input energy threshold the input squeezing matches the phase dependence of the noise. However, in the
original basis the input state is entangled and may not be easy to realize experimentally. We approximate the optimal input state by a so-called Gaussian matrix product
state (GMPS) [16, 17], which on one hand is entangled and on the other hand can be
created sequentially, hence implemented experimentally. We demonstrate in this paper
the usefulness of this state with respect to a product coherent state encoding for an
additive noise channel and lossy channel with a Markovian and a non-Markovian noise
model as discussed earlier in [10, 12].
In order to transmit classical information via a quantum channel one defines an
alphabet with letters associated to quantum states ρin
i . The quantum channel T is a
completely positive, trace-preserving linear map acting on the input “letter”, i.e.
ρout
= T [ρin
i
i ],

(1)

in
resulting in output states ρout
i . On average the “letters” ρi appear in the transmitted
messages
a priori probabilities pi so that the overall modulated input state is
P with
in
ρin =
p
ρ
.
By linearity, the action of T on the overall modulated input reads
i
i
i

P
≡ ρ, where ρ is the overall modulated output. The state ρin is
as T [ρin ] = i pi ρout
i
physical only if it has finite energy. Therefore it has to obey the energy constraint
X
†
(2)
pi Tr(ρin
i â â) ≤ n,
i

where n is the maximum mean photon number per use of the channel, and â, â† are
the annihilation and creation operators of the quantized electromagnetic field.
The classical capacity C(T ) of the channel T is the supremum on the amount of
classical bits which can be transmitted per invocation of the channel via quantum states
in the limit of an infinite number of channel uses. This quantity can be calculated with
the help of the so-called one-shot capacity, given by the Holevo bound [19]
(
!
)
X
X
C1 (T ) = sup
S
−
(3)
pi T [ρin
pi S(T [ρin
i ]
i ]) ,
{ρin
i ,pi }

i

i

with the von Neumann entropy S(ρ) = −Tr(ρ log ρ) where log denotes the logarithm
to base 2. The supremum in (3) is taken over all ensembles of {pi , ρin
i } of probability
,
because
it
was
proven
in
[19]
that the optimal
distributions pi and pure input states ρin
i
input states for noisy quantum channels are pure.
The term “one-shot” defines the supremum on the amount of information that can
be transmitted by a single use of the channel T . Furthermore, a number of n consecutive
uses of the channel T can be equivalently considered as one parallel n-mode channel
T (n) , which is used only once. Then an upper bound to the capacity C(T ) is given by
the limit:
1
(4)
C(T ) = lim C1 (T (n) ).
n→∞ n
It has been shown that the latter is the capacity for particular memoryless [18, 19]
and forgetful channels [5], but in general is only an upper bound on the capacity. In
the following we consider Gaussian channels which transform Gaussian input states
into Gaussian states. Relying on the conjecture that Gaussian states are optimal for
Gaussian channels we restrict the search for the optimal states which realize the limit
(4) to the set of Gaussian states. For simplicity we will refer to this quantity as capacity.
Let us now consider an n-mode optical channel T (n) that can be either additive
or lossy. In the following, the number of modes of this channel corresponds to the
number of mono-modal channel uses. Each mode j is associated with the annihilation
and creation operators âj , â†j , respectively, or equivalently to the quadrature opera√
√
tors q̂j = (âj + â†j )/ 2, p̂j = i(âj − â†j )/ 2 which obey the canonical commutation
relation [q̂i , p̂j ] = iδij , where δij denotes the Kronecker-delta. By defining the vector
R̂ = (q̂1 , ..., q̂n ; p̂1 , ..., p̂n )T , we can express the displacement vector m = Tr[ ρR̂] and
covariance matrix γ = Tr[(R̂ − m) ρ (R̂ − m)T ] − 1/2J, with J = i(I ⊕ −I), where I
is the n × n identity matrix. Note that m and γ fully characterize a Gaussian state.
For encoding, we consider a continuous encoding alphabet, where instead of a discrete
index we use a complex number. We encode a message of length n in a 2n real vector
α = (<{α1 }, <{α2 }, ..., <{αn }, ={α1 }, ..., ={αn })T . Physically, this corresponds to a
displacement of the n-partite Gaussian input state defined by the covariance matrix
γin in the phase space by α. The modulation of the input state is given by a (classical)
Gaussian distribution with covariance matrix γmod . The means of the input state and
classical modulation are set to zero without loss of generality because displacements
do not change the entropy S(ρ). The action of the channel T (n) with additive noise is

thus, fully characterized in terms of covariance matrices, i.e.
γout = γin + γenv ,

(γout = η γin + (1 − η) γenv ),

γ = γout + γmod ,

(γ = γout + η γmod ),

(5)

where γout and γ are the covariance matrices of the output and modulated output
state, respectively, and relations in brackets hold for a lossy channel with beamsplitter
transmittance η ∈ [0, 1]. Both channels have to obey the (saturated) energy constraint
(2) that reads 1/(2n)Tr(γin + γmod ) − 1/2 = n.

2

Solution to the optimization problem

In recent works we found the capacity and optimal input encoding for the additive
Gaussian channel with correlation of the noise only between the uses of the channel
without q − p correlations [12, 15]. So that the noise covariance matrix reads
 q

γenv 0
γenv =
(6)
p
0 γenv
q
p
where γenv
, γenv
are matrices of dimension n × n. The absence of q and p correlations is
q
and
generally considered to describe a natural noise. We consider the case when γenv
p
γenv commute, so that we can diagonalize γenv via a symplectic and orthogonal transformation which does neither change the output entropy of the system nor the energy
constraint. In the new basis the channel becomes a tensor product of mono-modal
Gaussian additive noise channels for which it was proven that the Holevo capacity is
additive [20, 21], provided that Gaussian input states are optimal.∗ Therefore, the
optimal input and modulation covariance matrices are diagonal as well as the noise
covariance matrix.
We found that for an input energy n above a certain threshold nthr the optimal
eigenvalue spectra are linked via a global quantum water-filling solution [12] γ q (x) =
γ p (x), ∀x, where γ q,p (x) is the spectrum of the q, p blocks of γ = γ q ⊕ γ p . Furthermore,
the optimal input squeezing was determined [12, 13] as
s
q,p
1
γenv
(x)
q,p
γin
(x) =
,
(7)
p,q
2 γenv (x)

which is the spectrum of the q and p blocks of the optimal input covariance matrix
q
p
γin = γin
⊕ γin
. We remark that Eq. (7) holds for both, the additive noise and the lossy
q
p
channel. We assume without loss of generality that γenv
(x) ≥ γenv
(x), because firstly,
for a one mode channel a swap of the noise quadratures does not change the one-shot
capacity [12]. Secondly, the one-shot capacity of the discussed multi-mode channel is
additive. By using the global quantum water-filling solution and (7) we evaluated the
input energy n that is required for these solutions to hold:
Z
1
1
q
q
p
(x)} − ,
n ≥ nthr ≡ γoutmax −
dx {γenv
(x) + γenv
(8)
2|A|
2
x∈A

where A is the spectral
is its size and
p qdomain pof x and |A|
q
1
q
γoutmax = maxx∈A { 2 γenv (x)/γenv (x) + γenv (x)} is the largest output eigenvalue in q.
∗

Since for a lossy Gaussian channel additivity has not been proven it will be conjectured in the
following that the lossy channel is additive, as well.

In the following we consider the case when n ≥ nthr . Then the capacity (4) of the
additive channel is given by [15]
Z
p


1
q
p
C = g n + N̄ −
dx g
γenv
(x)γenv
(x ,
(9)
|A| x∈A
R
1
p
q
(x)}, and g(x) = (x +
(x) + γenv
dx {γenv
with the mean noise variance N̄ = 2|A|
x∈A
1) log (x + 1) − x log x, if x > 0 and g(x) = 0 otherwise. If one restricts the input states
to coherent states one finds in the case of global water-filling the coherent state rate
[15]
!
r
Z

1
1
1
1
q
p
Rcoh = g n + N̄ −
(γenv
(x) + )(γenv
(x) + ) −
,
(10)
dx g
|A|
2
2
2
x∈A

For the lossy channel the quantities determined in Eqs. (8), (9)
(10) are obp and
q
p
q,p
q,p
tained
by
replacements
n
→
ηn,
γ
(x)
→
(1
−
η)γ
(x)
and
1/2
γ
(x)/γ
env
env (x) →
env
env
p q
p
(x).
η/2 γenv (x)/γenv
In the following we will discuss the gain G(R), which is given by the ratio of a
transmission rate R to the optimal transmission rate using coherent states Rcoh
G(R) ≡

R
.
Rcoh

(11)

With the gain we will evaluate for a given channel the usefulness of an entangled input
state with respect to an input composed by uncorrelated coherent states.

3

Noise models

In [12, 15] we considered a classical Markov noise given by


M (φ)
0
γenv M = NM
,
0
M (−φ)

(12)

with variance NM ≥ 0 and Mij (φ) = φ|i−j| , with the correlation parameter 0 ≤ φ < 1
and where M (φ) and M (−φ) commute in the limit of an infinite number of channel
q,p
uses. In this limit the spectra of the quadrature blocks γenvM
is given by
q,p
γenvM
(x) = NM

1 − φ2
,
1 + φ2 ∓ 2φ cos(x)

x ∈ [0, 2π],

(13)

with the minus sign for the q and the plus sign for the p-quadrature. By Eq. (7) we find
the optimal input squeezing. We have verified that when rotated back to its original
basis, the optimal input state is entangled [12, 15].
A non-Markovian noise was considered in [13, 11], given by
 sΩ

e
0
γenv N M = NN M
,
(14)
0 e−sΩ
with NN M ≥ 0 for additive noise (NN M ≥ 1/2 for the lossy channel), s ∈ R and
Ωij = δi,j+1 + δi+1,j . The spectra of the quadrature blocks read


1
q,p
γenvN M (x) = NN M +
e±2s cos(x) , x ∈ [0, 2π],
(15)
2
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Figure 1: The GMPS as defined in [17], obtained as follows: First, one performs a
joint measurement on the right side of one EPR pair and the first mode γ1 of a three
mode entangled state, teleporting the right side of the EPR pair onto the second mode
γ2 . Secondly, one performs a joint measurement on the left side of the next EPR pair
and the second mode γ2 , thus collapsing the entire three mode state onto the mode γ3 ,
leading to the GMPS mode i.
with the plus sign for the q and the minus sign for the p-quadrature. In the case of a
global water-filling it was shown that the optimal input state (7) is entangled in the
original basis as well [11, 13]. Since the input state of both noise models introduced
here exhibits a multi-mode entanglement, its preparation can be highly challenging.

4

Gaussian Matrix Product State as Input State

For both noise models one may ask the important question how to implement the
optimal states experimentally. This motivates the introduction of a so-called Gaussian
matrix product state (GMPS) which has a known optical implementation and can be
generated sequentially [17]. This state was first discussed in [16] as the ground state
of particular Hamiltonians of Harmonic lattices. In theory, GMPS are constructed
by taking a fixed number M of maximally entangled two mode squeezed states (called
EPR pairs) shared by adjacent sites, and applying an arbitrary 2M to 1 mode Gaussian
operation on each site i. In the following we will restrict the discussion to a pure,
translationally invariant, one dimensional GMPS and to one EPR pair per site (M = 1)
and use the protocol introduced in [17] and depicted in Fig. 1. Each GMPS mode i
is obtained by performing two quantum teleportations of two halfs of two EPR pairs
and a three mode entangled state (building block), such that the third mode of the
building block collapses into the GMPS mode i.
The resulting covariance matrix of the n-mode pure GMPS is of the form
γGMPS = 21 (C −1 ⊕ C), where C is a n × n circulant symmetric matrix. In [16] it was
proven that the correlations of one-dimensional GMPS decay exponentially. Therefore,
in the limit n → ∞ and limit of infinite EPR squeezing the spectrum of C −1 reads (up
to a change of variance) as the spectrum of M (φ), i.e.
1
1 − β2
−1
q
λC (x) ≡ γGMPS
(x) = Ñ
+ ∆,
2 1 + β 2 − 2β cos(x)

x ∈ [0, 2π],

(16)

with Ñ ≥ 0, 0 ≤ β < 1, ∆ ∈ R. By comparison of the spectrum (16) with the optimal
input spectra (7) for the noise models (12) and (14) one can directly verify that for
these noises the optimal input state is not a GMPS. However, one may use the GMPS
as an approximation for the optimal input states of both noise models.
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Figure 2: Rates and gains for both channels and noise models. Legend for plots ae): capacity and capacity-gain - solid lines, GMPS-rate and GMPS-gain - markers
×, coherent state rate - dotted lines. Channel with additive Markov noise: a)
Capacity C, GMPS-rate RGMPS and coherent state rate Rcoh vs. correlation φ. From
top to bottom NM = {0.5, 0.7, 1}. b) Capacity-gain G(C), GMPS-gain G(RGMPS )
vs. φ. From top to bottom NM = {1, 0.5, 0.1}. Channel with additive nonMarkovian noise: c) Capacity C, GMPS-rate RGMPS and Rcoh vs. correlation s.
From top to bottom NN M = {0.5, 0.7, 1}. d) Gains G(C), GMPS-gain G(RGMPS ) vs.
s. From top to bottom NM = {1, 0.5, 0.1}. Lossy channel with non-Markovian
noise: e) Gains G(C), GMPS-gain G(RGMPS ) vs. s, with NN M = 1 and (from top to
bottom) η = {0.5, 0.7, 0.9}. Optimal input correlation: β ∗ of the GMPS (markers
×) is plotted for the Markovian in f-1) and non-Markov noise in f-2) vs. the memory
parameters. The solid lines are lines 21 φ, 12 s, respectively. We took for all plots n = 5.

By calculating the capacity C for noise models (12) and (14) with the GMPS as
input state, we find numerically that the highest transmission rate is achieved for
a GMPS with nearest neighbor correlations γGMPS,n.n. . This state has a symmetric
spectrum, i.e.
q
p
γGMPS,n.n.
(x) = γGMPS,n.n.
(π − x).
(17)
q
p
With this relation and the purity condition γGMPS
(x) γGMPS
(x) = 1/4, ∀x, we find that
Ñ = (1 + β 2 )/(1 − β 2 ) and ∆ = −1/2. Thus, the nearest neighbor correlated GMPS
has quadrature spectra
q,p
γGMPS,n.n.
(x) =

1 + β2
1
1
− ,
2
2 1 + β ∓ 2β cos(x) 2

(18)

with the minus sign for the q and the plus sign for the p-quadrature. Therefore, when
looking for the optimal transmission rate, one has to optimize only over the parameter
q,p
β. It is intuitively clear why spectra γGMPS,n.n.
(x) are optimal for given noises (12),
(14) among all choices for (16): the spectra of the nearest neighbor correlated state are
mirror symmetric with respect to x = π/2 as well as both noise spectra. We calculated
all rates for the GMPS with the spectrum given by Eq. (18) via a maximization over
β, and we call them RGMPS .
We see in Fig. 2 a) that for the channel with additive Markov noise (12) RGMPS is
very close to the capacity and in Fig. 2 b) that there is always a gain when using the
GMPS. For the additive channel with non-Markovian noise (14) we conclude by Fig. 2
c) and Fig. 2 d) that the GMPS serves as a very good ressource, as well. We confirm
the same behavior for the lossy channel with non-Markovian noise, as shown in Fig. 2
e). Furthermore, we see in Fig. 2 f-1) and f-2) that the optimal correlation β ∗ is in the
plotted range approximately given by β ∗ ≈ 1/2φ, β ∗ ≈ 1/2s, respectively.

5

Conclusions

We have demonstrated that a one-dimensional Gaussian matrix product state (GMPS)
which can be prepared sequentially can serve as a good approximation to the optimal
input state of Gaussian quantum memory channels. The calculated gains with respect
to a coherent state encoding prove the usefulness of the GMPS for the tested memory
models. An application of GMPS to a broader class of noises and Gaussian channels
remains still open.
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Abstract
This paper presents the results of the first phase in developing a user-friendly
cryptographic hardware generation tool. The tool has to decrease the design time
of cryptographic co-processors and allow designers to make abstraction of both
the arithmetic and design complexity. Our approach is unique as we will generate
a set of multiple solutions for one design case and then benchmark them to select
the most optimal. It is our conjecture that hardware description languages based
on a functional programming language, such as Lava offer the best results. We
have written a very limited subset of the tool directly in VHDL, in SystemC
and in Lava. We show that the currently developed framework with limited
functionality is extensible, allowing hardware designers to make abstraction of
both the arithmetic and design complexity.

1

Introduction

Developing cryptographic hardware is considered a tough job because of the mathematical complexity of the algorithms and the fact that one needs to address the resistance
against implementation attacks as an extra design dimension [1], [2]. Moreover, cryptographic hardware often needs to be designed with as little overhead as possible because
it does not contribute to the core functionality of the application. Because of the complexity of the algorithms and the design space, the automated design of cryptographic
hardware is a research domain that is greatly beneficial to hardware builders. This paper presents the first results in the development of a tool for the automatic generation
of cryptographic hardware through the use of functional programming.
Although there have been various attempts in the last decades for the automatic
generation of hardware through functional programming, the level of efficiency of the
resulting hardware was the main reason that most attempts remained unsuccessful.
Our solution solves this problem by taking into account design dimensions such as
area, speed and power consumption from the first step in the design flow. This approach is feasible because we focus on a domain-specific solution, namely public-key
cryptography based on finite field arithmetic. Another key issue is that we generate
different solutions for the same problem and benchmark them through a third party
synthesis tool.
* Davy Wolfs was funded by BOF-project CREA/09/016 of the Katholieke Universiteit Leuven.

In the first phase we have developed a very limited subset of the tool, where, simply
speaking, only modular adders can be generated. The interesting part of this approach
is that we have done this directly in VHDL, in SystemC and in Lava, a functional
hardware description language based on Haskell. The comparison of these variants
shows that Lava provides better results with more opportunities for abstraction and
generalization.
The paper is organized as follows: Section 2 poses the research question we want to
address within this paper, with Section 3 giving an overview of related work. Section 4
and Section 5 describe the methodology and the results of the first phase. Finally,
Section 6 lists our conclusions.

2

Research question

How does the implementation of a parameterizable modular adder in VHDL, SystemC
and Lava, its generated code and its synthesized hardware compare to each other?
In the introduction we explained that our longer term goal is to develop an automated system for design exploration of cryptographic hardware. We believe that
functional programming can be an important success factor in such a project. However, before we proceed, we want to establish a solid understanding of both the chances
and the pitfalls. Therefore we have implemented a parameterizable modular adder in
Lava and compared it with the implementation in two popular, main stream hardware
description languages, VHDL and SystemC.
In this comparison both the implementation effort (the time spent, the expressiveness of the language, the flexibility in parametrization and the supported level of
abstraction) and the resulting hardware (opportunities for verification and quantitative results such as speed and silicon area occupied) are taken into account. This
paper reports our findings and serves as the basis for a further exploration of hardware
description using functional languages.

3

Related work

VHDL and Verilog are probably the two most used languages for describing digital
hardware, but as explained above, developing cryptographic hardware is considered
hard in these languages. Therefore alternatives have been developed where a ’standard’
programming language is augmented with hardware description primitives, or where the
language or a subset of it, can be transformed to VHDL, Verilog or directly to a netlist.
Probably because it is already known for its hardware capabilities (especially for micro
controller programming) C/C++ is often used as the basis, e.g. in SystemC, HandleC or
SpecC ([3], [4]). This has been successfully applied in education for designing embedded
systems [5], [6]. Also Java, the popular object oriented language, has been the source
language, but the best known effort, JHDL [7], already dates from 1998.
In this paper we are also exploring the path of using a functional programming
language. This idea has already been popular in the 80s but did not have a lot of
influence in actual practice. [8] gives an authorative overview of this. In the last
decade a renewed interest has given birth to functional hardware description languages
such as Lava (with variants from Chalmers [9], Xilinx [10], York [11] and in 2009 Kansas
Lava [12]), Hawk [13], ForSyDe [14], aimed at generating ‘a’ solution.
Currently non-functional requirements are being researched in languages such as
Reflect [15] where reflection features enable verification and theorem proving, or Wired
[16] where resulting circuit descriptions capture detailed layout, including the size and
positions of wires.
A related and interesting, but nevertheless fundamentally different approach is
Cryptol [17], “the language of cryptology”, that can generate reference implementations

in a variety of industrial languages, such as Java, C# and the functional programming
language Haskell for software implementations. Cryptol can also generate VHDL for
hardware, with generated code more designed for readability instead of efficiency. So
where Cryptol can output to Haskell, we have a different approach, i.e. we use Lava,
which is embedded in Haskell, to generate architectures with optimizations towards a
number of implementation parameters.

4

Methodology

In the first phase of the project, we have developed a very limited subset of the tool,
where, simply speaking, only modular adders with one design space variable can be
generated. The modular adders are implemented for the NIST-recommended elliptic
curve over prime field P-192. In this case, modular reduction is performed using the
modulus P = 2192 - 264 - 1. As the design space variable we have selected the width
of the data path. We wanted to be able to implement the hardware for a data path
width of 8, 16, 32 and 64 bit. The hardware should implement Algorithm 1.
Algorithm 1 Algorithm for modular addition/subtraction on a w-bit data path
Require: a; b; prime p; 0 ≤ a, b < p; data path width w; s =
Ensure: t = a ± b (mod p)
C = 0; x = a; y = b
for i = 0 to s do
(C; S) = x[i] ± y[i] + C
t[i] = S
end for
q = t; x = t; y = p
for i = 0 to s do
(C; S) = x[i] ∓ y[i] + C
t[i] = S
end for
if t < 0 then
return q
else
return t
end if



#bits p
w



The system has been written directly in VHDL, in SystemC and in Lava. VHDL
is, along with Verilog, one of the established hardware design languages. SystemC and
Lava are both an extension of their base language C++ and Haskell respectively. They
both offer the means to describe a hardware circuit. We have chosen Chalmers Lava as
our functional language, based upon the fact that they offer the most extensive tutorial
[19].
As the modular adder that we have implemented is a rather basic structure, we
intentionally used only those (basic) features of the language that can be mastered
within one month of learning. This period is long enough to get past the initial learning
curve and to be able to draw relevant conclusions, but still short enough not to spend
too much time on development that will not be used in the final tool.
We make a distinction between the producing code, written in the previously
mentioned languages (Can we code the algorithm in a fast and flexible way? ), and the
produced code (How efficient is the generated hardware? ). For a fair comparison,
the produced code has two requirements:

1. It has to be technology independent as we do not want to be limited to a specific
device vendor or technology library, and we want to evaluate the properties of
the generated hardware, not of the underlying technology.
2. It has to be the same target language for all producing codes, to prevent us from
comparing apples with oranges.
The last requirement is the main reason we have chosen VHDL above Verilog as
the produced language as Lava only exports directly to VHDL. We have chosen SystemCrafter SC as compiler to translate the SystemC code to VHDL. To benchmark
the produced code, we needed a synthesis tool to translate our design into a netlist.
We have opted for Synopsis Design Compiler and synthesized the code for On-Semi
C035M-D, the 0.35 µm digital standard cell technology of On-Semi. As the synthesis
tool adds an interpretation level to the design, we parsed all produced code from the
three languages into the same tool.

Figure 1: Design flow for VHDL, SystemC and Lava implementations
Fig. 1 shows the design flow for each language. VHDL offers us the simplest design
flow. We simply present our written .vhd files to the synthesis tool and generate the
netlist. The SystemC code has to be translated into VHDL first, adding an additional
interpretation level to the design. Lava offers the export to VHDL as part of the code
set. This means that, unlike SystemC, we do not need a special compiler to convert
our design into VHDL. After we have called the writeVhdl function in Lava, we feed
the produced VHDL code into the synthesis tool for evaluation.

5
5.1

Comparison
Expressiveness

In VHDL and SystemC hardware can be designed both in a RTL (register transfer
level) and behavioral model, and in SystemC this nicely blends with the well known
C++ features such as modules, constructors and methods. However only a subset of
the language can actually be synthesized. Unfortunately, the standard for this subset
is still in draft [18]. This results in compilers that often only partially support the
synthesis subset draft, and in developers who only scarcely use the expressive features
of SystemC, because doing too much might result in code that can not be synthesized.
Lava starts at the RTL level because the export function to VHDL only understands
low level gates and registers, but it is very easy to reach a functional behavioral model
in just a few steps by using connection patterns and recursive functions, resulting in

compact, but very concise and readable code. SystemC also tends to be very readable,
but not as compact as in Lava, whereas in VHDL the readability and complexity
depends on the qualities of the designer. When creating a RTL design, VHDL and
Lava are both readable, while SystemC adds more complexity as every gate has to be
within a process.
VHDL and Lava are strongly typed, giving early errors during development and
ensuring a more predictable hardware implementation than in SystemC.

5.2

Dynamic adaptation of generic capabilities

The main requirement for doing design space exploration is the code’s capability to
handle generic definitions, i.e. if we need to change the data path width, it is imperative
that we only have to do this at one line in the code. Furthermore, the dynamic
adaptation of these generic capabilities is a must.
All three languages have generic capabilities. VHDL uses the keyword generic in
the entity declaration while SystemC can rely on the template classes that are built
into C++. However, SystemC is limited in generating a generic number of hardware
components. SystemC demands a unique name for every instance of hardware added
to the design. This name can only be given when calling the instance constructor. If
we need a generic array of hardware instances, we need to create an array of pointers,
of the generic size, to these instances. When invoking the top instance constructor,
we can then create the number of instances defined by the generic. However, pointers
cannot be synthesized, which makes this perfect compilable syntax useless for hardware
generation. Lava handles everything as a function, meaning that the generic capability
is simply another parameter for the function. The main difference is that for VHDL
and SystemC, the generic parameter has to be defined prior to the hardware description
while with Lava you have to define the generic parameter when you actually export
to VHDL. The dynamic adaption of generic capabilities is impossible in VHDL. The
generic parameters need to be changed externally.
SystemC demands that the template classes contain constants, making the direct
adaptation of the generic parameter also impossible. It is possible to write a C++
routine that modifies the template within the file. This is not a direct approach, but it
is feasible. We do need two compilers to achieve this, one to compile the regular C++
into a program that modifies the design files and a compiler to generate VHDL from
these design files.
In Lava we can also generate a list of hardware designs instead of just one design,
and using the strong list processing features of Haskell, we can combine these hardware
designs into a long list of options where the best option can be selected. Although we
have not used this in our limited setup, we explicitly mention it here because of the
opportunities this offers for dynamic adaptation.

5.3

Abstraction level of the control path

Where the data path does the actual computation, the control path has to ensure
that the data is presented and written back at the correct time. The control path
is dependent of the data path and of the desired functionality. We want to make
abstraction of the hardware implementation of the control path and focus more on
the desired behavior. In our case we have implemented a Moore finite state machine.
With VHDL and SystemC the mainstream approach is to write a next state process
followed by a sequential process to update the current state with the next one. To make
abstraction of the gate level, the states are type enumerated and for each state, the next
state is computed based upon the inputs. This process is encapsulated within a case
(VHDL) or switch (SystemC) language construct. Within Lava we make abstraction
of the language construct and define the states, inputs and transitions in one data

structure. Especially the transition function is very declarative. It takes the current
state and the actual input as parameters, and picks the corresponding next state from
a list of transition tuples (state, input, nextState)
t r a n s i t i o n s t a t e input =
[ n e x t S t a t e | ( s t a t e ’ , input ’ , n e x t S t a t e ) <−
[ ( " s I d l e " , " s t a r t " , "sAB" )
, (" s I d l e " , " skip " , " s I d l e ")
, ( "sAB" , " stepDone " , " sABStore " )
, ( "sAB" , " s k i p " , "sAB" )
, ( " sABStore " , " s k i p " , "sSP " )
, ( " sSP " , " stepDone " , " sCheckSign " )
, ( " sSP " , " s k i p " , "sSP " )
, ( " sCheckSign " , " s k i p " , " sCheckSign " )
]
, s t a t e == s t a t e ’
, i n p u t == input ’ ]
This data structure is translated to a hardware structure by a generic function provided
in [19]. The control signals for the data path are generated purely on the current state
of the finite state machine and are written in a separate process or function.

5.4

Verification

With VHDL, verification is done by coding a test bench and using an external simulator such as ModelSim. SystemC offers the means to write your test benches in
SystemC and to compile and simulate them as a part of the program. It also offers
the possibility to record your simulation as a wave form in .vcd (Value Change Dump)
trace files. Lava cannot export such trace files, but offers us a set of tools to do not
only simulation, but also check functional equality between different implementations.
Lava has safety properties, induction and time transformation functions to verify different implementations on equal functionality. Time transformations offer the means
to compare across multiple time domains i.e. pure combinatorial and sequential adders.
These features enable us to check if, within our dynamical adapted design space, an
implementation is functionally equivalent and has to be exported to VHDL. There
have been some initial problems to make the synthesis tool accept the Lava generated
VHDL. We have modified the Lava export function to solve this issue. But with the
verification mechanism of Lava, we were able to verify correctness prior to synthesis.
Please note that the produced code from SystemC and Lava, which is in VHDL, is also
verified with ModelSim using the test bench of the VHDL design.

5.5

Pre-layout synthesis

Table 1 shows a summary of our pre-layout synthesis results. We make a distinction
between the data path and the modular adder, which includes the control path. The
64-bit implementations were synthesized with a Synopsis DC optimization option for
speed, while the 8-bit equivalents were optimized for area. The table lists for each
implementation the silicon area it will occupy, the maximum clock frequency and the
throughput. The throughput is determined by the number of clock cycles for the
computation of one modular addition.

Modular adder
64-bit (speed)
Modular adder
8-bit (area)
Datapath only
64-bit (speed)
Datapath only
8-bit (area)

area
max. clock
throughput
area
max. clock
throughput
area
max. clock
throughput
area
max. clock
throughput

VHDL
190117
100.00
11.11
80679
73.96
1.45
183600
277.78
30.86
74827
168.07
3.30

SystemC Lava
184145 113479
74.07
80.52
8.23
8.95
67701
81377
77.10
80.58
1.51
1.58
123690 104689
285.71
217.39
31.75
24.15
60111
76644
147.06
185.53
2.88
3.64

[unit]
[µm2 ]
[MHz]
[MOps/s]
[µm2 ]
[MHz]
[MOps/s]
[µm2 ]
[MHz]
[MOps/s]
[µm2 ]
[MHz]
[MOps/s]

Table 1: Pre-layout synthesis results
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Conclusion

On the criterium of the produced code, i.e. VHDL in this experiment, we can conclude
that they are almost equivalent.
However for the producing code there are essential differences. Where VHDL
simply does its job, with little opportunities for dynamic design space exploration,
SystemC is the only language that offers full abstraction of the hardware, although for
complex designs, knowledge of the target technology and desired hardware architecture
is imperative. The lack of a synthesis subset standard is a major drawback. The code
written might not work with another compiler. More problematic for our goals is the
fact that the generic features have to be instantiated at compile time.
Lava offers the most flexible and readable way to program control paths and to do
dynamic adaptation of generic capabilities. The latter is a must if one wishes to do
design space exploration. Once we have defined our gate level logic, abstraction can
quickly be gained by connection patterns and recursive functions. Using the list features
a set of functionally equivalent hardware designs can be generated with different nonfunctional features. The strong type dependency of Lava requires a careful design,
ruling out functional faults caused by erroneous type castings. As a surplus, we have full
control on how the hardware will be generated. The export functions can be modified
to suit ones needs, and actually we are already working on this. With SystemC, the
way the hardware will be generated depends on the employed compiler.
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Abstract
Secure quantum bit commitment is known to be impossible if no constrains
are imposed on the power of the untrustful parties. In a recent work we have
introduced a scheme [1] for asymptotically secure quantum bit commitment protocol under the experimentally relevant constraint of Gaussian Operations. In
this work, after a short review of the protocol we show qualitatively how our
quantum constrain is equivalent to the bounded computational resources for the
classical protocols.

1

Introduction

Bit commitment is a simple primitive which can serve as building block to complex
cryptographic tasks. It belongs to the class of cryptography problems, which involves
two parties (Alice and Bob) who do not trust each other. Alice commits to a certain
bit and this bit should remain hidden to Bob until Alice reveals its value. At the same
time, after her commitment Alice should not be able to cheat and change the value of
the bit. A simple illustration of the primitive is the following. Alice writes on a piece
of paper the value of the bit she has committed, she places it in an sealed envelope and
gives it to Bob as a piece of evidence of her commitment. If Bob is unable to check
the content of the envelop without being discovered, at the unveiling phase they open
together the envelop to reveal the value of the bit and the commitment is secure. The
security though of this example is a consequence of a hypothesis, and this observation
dictates the rule.
Bit commitment cannot be perfectly secure if no extra assumptions are taken.
These assumptions can be for instance the presence of a third trustful intermediary,
the presence of noise, or bounded computational resources for the two parties. It has
been initially believed that quantum cryptography can be free of those requirements
and achieve the same goal using the laws of physics alone. However contrary to other
positive outcomes in the field, quantum bit commitment was proven to be impossible
(not perfectly secure) as well. As in the classical case, different quantum bit commitment protocols have been proposed which are secure under certain assumptions. In
Section 2 we briefly describe a quantum bit commitment (QBC) protocol which we
have recently proposed whose security is guaranteed by constraints on the quantum
resources available to the mistrustful parties. These constraints are relevant to the
current experimental status. In Section 3 we show how these constrains are equivalent
to bounded computational resources which provide security in classical protocols.

2

Quantum bit Commitment under Gaussian Constraints

The original proof of the impossibility of QBC consists of two steps [2]. In the first,
which is the most subtle one, it is shown that the security of any QBC implies the
security of a generic QBC scenario as described hereunder. The second step is then to
show that the generic QBC scenario, also known as one-way QBC [3], is insecure. In
this scenario, Alice uses a bipartite Hilbert space Hp ⊗ Ht , which is the tensor product
of the so-called “proof”and “token”spaces. Alice chooses to commit the bit b (0 or
1) and prepares one of the two orthogonal states |χb i in the total Hilbert space by
applying a unitary transformation Ub on a state |ψi, that is, |χb i = Ub |ψi. In the
Schmidt representation, these states may be written as
|χ0 i =

X

ai |pi i |ti i ,

|χ1 i =

i

X

a′i |p′i i |t′i i

(1)

i

In the commit phase, Alice transmits to Bob the token system lying in Ht , denoted by
ρb = trp |χb ihχb |. In the unveil phase, Alice transmits to Bob the proof system lying in
Hp , so Bob can determine the value of the committed bit by projectively measuring the
state |χb i using orthogonal projectors. Now, the insecurity of this generic QBC protocol
against Alice and Bob’s cheating operations can easily be proven. The requirement that
Bob gains no information before the unveil phase simply translates into ρ1 = ρ0 , or
equivalently |t′i i = |ti i up to a phase, ∀i, and a′i = ai , ∀i. Remarkably, if this condition
is fulfilled, Alice can perfectly cheat before the unveil phase but after the commit phase
by changing {|pi i} → {|p′i i} with the use of some appropriate unitary transformations
Up ⊗ 1 on her proof system. This demonstrates that quantum bit commitment cannot
be both perfectly concealing and binding.
The principles of our proposal can be easily exposed on the basis of the generic
QBC included in the proof. As in the proof, orthogonal states |χi i are committed,
though these states are chosen such as ρ1 ≈ ρ0 but not identical. In this way we
obtain a protocol which is partially concealing. If in addition we restrict the power
of Alice’s cheating, Up ⊗ 1 in a subgroup of all available transformations, the QBC
of the proof which has no binding becomes now partially binding. Finally, if the
bounds on concealing and binding satisfy certain conditions we show how one can then
build an asymptotically secure protocol by committing a direct product of N states
|χi i ⊗ |χi i . . . |χi i in the place of a single state |χi i.
In more detail, contrary to the great majority of the QBC protocols our proposal
is employing states living in the infinite-dimensional Hilbert space and it can be implemented with currently available quantum optical components, as shown in Fig. 1.
The 0 and 1 values of the committed bit are encoded using the orthogonal two-modes
non-Gaussian states,
r 

2



r 

2



|χ0 i = (|αi |−αi − |−αi |αi) / 2 1 − e−4|α|
|χ1 i = (|αi |−αi + |−αi |αi) / 2 1 + e−4|α|


(2)



where |αi = D̂ (α) |0i = exp αâ† − α∗ â |0i is a coherent state of complex amplitude
α. These states can be constructed by feeding each port of a balanced beam-splitter
with
|χ′0 i
|χ′1 i

r 

2

= (|α′ i − |−α′ i) |0i / 2 1 − e−2|α′ |
′

′

r 

2

= (|α i + |−α i) |0i / 2 1 + e−2|α′ |





,

(3)

i.e. an odd (even) cat states and the vacuum. In the unveiling phase, Bob reconstructs
Commitment
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token mode
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ρb
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Alice

50:50 Beam Splitter

Bob

Photon Counter

Figure 1: The honest protocol. The
√ state |cati can be either an even or an odd
Schrodinger’s cat state of amplitude 2α, see the first mode in Eq. (3).
one of the states in Eq.(3), discards the mode in the vacuum and performs a parity
measurement on the cat state to reveal the value of the committed bit.
Now let us investigate in the security of this protocols, employing as security parameter the amplitude α of the coherent state in Eq. (3). If α is large ρ1 ≈ ρ0 and in
consequence the degree of concealing is high, meaning that it is hard for Bob to reveal
the value of the committed bit during the holding phase. Bob’s maximum information
gain Gmax is most appropriately quantified by the trace distance [4]
1
D (ρ0 , ρ1 ) = Tr |ρ0 − ρ1 |
2

(4)

which corresponds to the probability of successfully distinguishing the two quantum
states with the best POVM measurement, so-called Helstrom measurement [5]. In [1]
we have calculated
2
Gmax = D (ρ0 , ρ1 ) ≃ e−2|α| .
(5)
This implies that Bob’s capability to optimally distinguish between the two states
decays exponentially with α.
If no constrains are imposed on Alice’s cheating operations, we expect that Alice’s
capability Cmax to cheat before the unveiling phase by changing the value of her initial
committed bit, is also increasing exponentially with α. However, by constraining the
algebra of her operations to the two-photon algebra or else to the Gaussian set, we have
proven that Cmax is increasing polynomially. To derive Cmax , first we have estimated the
best cheating strategy for Alice given the final revealing procedure and then calculated
numerically the probability for her to successfully cheat following this strategy. In
Fig. 2 we represent with bold black line Cmax versus Gmax as a function of α.
The fact that Bob’s maximum information gain Gmax is exponentially decreasing
with α while the probability of success of Alice’s best Gaussian cheating Cmax (or
′
Cmax
) is only increasing polynomially can be used to improve the security of the QBC
protocol in similar manner as in the original BB84 QBC protocol [6]. For this, let us
make a modification of the setting of Fig. 1 and use a sequence (a tensor product) of N
identical states |χ′b i instead of a single one for the encoding. In this modified scheme,
(N )
the probability of success of Alice’s best Gaussian cheating Cmax
is simply (Cmax )N

(N =1)
with Cmax = Cmax
, and thus it exponentially decreases with N . In contrast, Bob’s
(N )
(N =1) N
maximum information gain Gmax
scales as 1 − (1 − Gmax
) with the number of states
(N =1)
N , and therefore it has a linear (at most polynomial) dependence in N if Gmax
is
(N =1)
small (large α). Then, by choosing a large amplitude α so that Gmax is exponentially
(N )
small, Cmax
can be exponentially small as well by choosing N big enough. In this way
we can construct a protocol that is asymptotically secure. As a matter of concreteness,
(N )
(N )
we plot in Fig. 2 the value of Cmax
versus Gmax
for different values of the coherent
′
amplitude α .

HNL
Cmax
1.0
ò
ì
òà
ì
ò

æ

0.8
òì à
ò
ì
ò

N=1

à

æ

òì

0.6 òì

N=2

à

ò
òì

N=3

æ
à

òì
ò
ì
ò

à

æ

.
=1
Α'

0.4 ò ì

5

à
ò
ì
ò
æ
à
òì
ò ì
à
ò
æ
ò ì
à
ò ì
ò ì
æ
à
ò
ò ì
ò
à
0.2 ò ì
æ
ò ì
à
ò
ì
ò
æ
à
ì
ò
ì
ò
à
ò
ì
æ
ò
à
ì
ò
ò
ì
à
æ
ò
ì
ò
à
ì
ò
æ
ò
ì
àà
ò
ì
ò
æ
ò
ì
ò
ì
àà
ì
ò
ææ
ì
ò
ì
à
ò
ààà
ì
ò
ææ
ò
ì
ò
ì
à
æææ
à
ì
ò
àà
ì
ò
ì
ààààààààà
ì
æææææææ
ò
ì
ì
ì
ì
ì
ààààààààààààààààààààààààààààààà
ì
ì
ì
æ
ì
æ
ì
æ
ì
æ
æ
æ
æ
æ
æ
æ
æ
æ

=2
Α'

Α'

.5

=2

0.0
0.0

N=50

0.2

0.4

0.6

0.8

1.0

HNL
Gmax

(N )
(N )
Figure 2: Alice’s maximum control
Cmax
versus Bob’s maximum information gain Gmax
√
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′
for different amplitude α = 2α. Bold Line: Cmax versus Gmax as a function of α′ .
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Classical versus Quantum Constraints

The security of a classical bit commitment protocol cannot be perfect. Protocols do
exist which provide perfect/unconditional binding (concealing) but then the concealing
(binding) has to be computational secure meaning that some assumption is taken on
the computational power of one of the parties. Similarly, QBC cannot be perfect and
the protocol we present here although it achieves perfect hiding, its concealing relies
on the restriction of Alice’s cheating operations to the Gaussian set.
The most general Gaussian unitary operation UG on a single mode of the electromagnetic field is an n
exponential of a linearocombination of the elements of the
2
two-photon algebra h6 : n̂ + 1/2, I, a, a2 , a† , a† , a subalgebra of the infinite dimensional algebra in principle available. In practice, Gaussian operations are convenient
since are easily realized with currently available quantum optics’ technology and many
successful outcomes in quantum information have been achieved only within the set
of Gaussian states. However, Gaussian operations are not always sufficient. Important tasks exist, such as entanglement distillation, which cannot be achieved without
the use of non-Gaussian transformations. Non-Gaussian operation require higher than
second order non-linearities whose effect is very weak. For this reason the design of

experimental schemes which involve projective measurements and which are able to
result to non-Gaussian probabilistic effect is currently a topic of high interest [7].
Our initial assumption has been that Alice’s cheating operations can be only Gaussian. Even if we permit for probabilistic non-Gaussian operations one can easily show
that our proposed protocol preserves its security. It is the existence of deterministic
non-Gaussian operations that would harm it and more specifically the existence of a
“phase” transformation that leaves |αi unchanged while gives |−αi a minus sign. It
is interesting to mention here, that the existence of a single non-Gaussian operation in
addition to the Gaussian set, by successive commutations [8] is able to to generate the
total infinite dimensional algebra and therefore provide the necessary conditions to perform quantum computation with continuous variables. In this way, we can alternatively
reformulate our restriction to Gaussian operation as a restriction to computational resources for Alice and thus draw the parallel to classical bit commitment protocols uncer
computational restrictions.
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L2E department
4 place Jussieu BC 252, 75252 Paris Cedex 05, France
tmavridi@ulb.ac.be
Abstract
Time Reversal techniques enable to concentrate the transmitted power on a
certain area, where the receiver is located. In this paper, a closed-form solution
for the spatial energy of a time-reversed channel is developed. The theoretical results are compared with experimental measurements at 6.85 GHz with a
bandwidth of 7.5 GHz to assess the validity of the UWB TR method.

1

Introduction

The popularity of wireless communication technologies has increased the need for reliable, high-speed communications. To cope with the need for high-data rate transmissions, new technologies have been proposed which use large bands of the RF spectrum,
such as ultra-wideband (UWB) or 60 GHz communications. These techniques enable
to concentrate the transmitted power on a certain area, where the receiver is located.
Focusing technologies present multiple advantages such as reduction of the amount of
electromagnetic power absorbed by people’s bodies, higher reliability of the communication by lowering the rate of interference, etc.
In this paper a new analytic formalism based on physical properties of electromagnetic
waves is developed which allows to characterize the quality of spatial focusing Time
Reversal. Furthermore a study of the optimization and the compromise between different wave’s parameters has been done. Finally, MISO and MIMO experiments are
presented to assess the validity of the theoretical results.

2

Time Reversal Modeling

The Time Reversal (TR) method is a two-step transmission method. First, the receiver
sends a pilot broadcast signal to the transmitter. The transmitter deduces the channel
impulse response h(τ ) by sampling the received (known) signal. The second step consists of the transmission itself: the transmitter filters the signal with the Time Reversal
version of the impulse response h∗ (−τ ). In that case, and if the channel remains static,
the receiver will get the transmitted signal through the equivalent channel h(τ )∗h∗ (−τ )
as described in [1, 2, 3]. In this paper, we will consider the total energy over the bandwidth of the signal by integrating the previous formula which has already been used in
[4, 5]. Then, to insert a plane wave expansion, we use the Parseval equality (see [6]).
If the transmitted signal has a unit energy, the energy of the received signal will be the

following:
Z

−
E(→
r) =

2
∗
→
→
|h−
r (τ ) ∗ h−
r0 (−τ )| dτ

Z
=
∆f

(1)

∗
2
→
→
|H−
r (f )H−
r0 (f )| df

−
−
where ∆f is the bandwidth, →
r is the position of the evaluated energy , and →
r0 is
the position where the energy is being focused (the receiver’s position). The transfer
function, in a local area, can be developed as follows:
→
H−
r (f ) =

N
X

−
→−
→

ai ejφi e−jωτi e−j βi r

(2)

i=0

where φi , τi and βi are respectively the phase, delay and wave number of the ith plane
wave.
−
First, we make a change of coordinates system by choosing →
r0 as the center. That
−
→
→
−
→
−
→
−
implies r0 = 0 and r =∆r. By integrating the energy over the band [f0 − ∆f /2, f0 +
∆f /2], a closed-form expression can be obtained for the spatial distribution of the
energy:
−
E(→
r)=

N X
N X
N X
N
X

αihlm (cos(Φihlm
+ 2Ψihlm
f0 )sinc(Ψihlm
∆f )
1
1
1

i=1 h=1 l=1 m=1

+ cos(Φihlm
+ 2Ψihlm
f0 )sinc(Ψihlm
∆f ))
2
1
2

(3)

where αihlm =ai ah al am and the followings:
Φihlm
= φ(i) − φ(h) − φ(l) + φ(m)
1
ihlm
Φ2 = φ(i) − φ(h) + φ(l) − φ(m)
→
−→ −
Ψihlm
= π(τ (i) − τ (h) − τ (l) + τ (m) + ∆1lm ∆cr )
1
→
−→ −
= π(τ (i) − τ (h) + τ (l) − τ (m) + ∆1lm ∆cr ).
Ψihlm
2

(4)

It is shown that the focal spot depends on the number of waves N , their angle of incidence, magnitude, phase and delay, the central frequency and the bandwidth. This
closed-form solution allows to define the best combination of parameters in order to
improve the focusing skills of the TR by studying them one by one and then by selecting the most affecting ones.

3

Parameters study

Our goal is now to study the influence of all the parameters in equation (3). Practically,
the delays and phases can not be exactly known. They will be considered as random
variables and the aim will be to define mean values and describe the conditions to
impose on these ones for which the model is suited. For the other parameters, we will
try to define optimal values.

3.1

Delay spread and environment conditions

In this part, we study the phase and delay spread and their link with the environment.
In the previous part, we made an implicit hypothesis: in order to discriminate two
waves separated from a definite delay time τ in equation (2), the receiver needs to be
wide band one.
The most important assumption in this model is to consider that it is possible to find
some delays∗ which are spaced with at least 1/∆f . Otherwise, we have to consider
a narrow band system for which this model is not suited. We can also show that if
this assumption is verified the phases φ have no influence on the focusing skills. This
assumption imposes a condition on the environment depending on the bandwidth used.
The delay spread of probability density function has to be several times greater than
1/∆f . It is easily confirmed for indoor communications and ultra wide band systems.

3.2

Angular spread

It has been proved in beamforming methods, and it is also true here as we can see
in the equations above, that the angular spread has a great influence on the focusing
quality. On the figure 1, we have represented, in a system made up of three waves,
the radius variation at a relative energy of -1.5 dB by keeping the principal wave and
moving the other two.

Figure 1: Radius variation term of the angular incidence of the secondary waves with
f0 = 6.85 GHz and ∆f = 7.5 GHz.
As can be seen on figure 1, the focus area can be several times greater than the
optimal case when the angular spread has been decreased. The focus area, at θ1 = 30˚
∗

At least three waves to allow 2D focusing.

and θ2 = 30˚, is about four times higher than the case at θ1 = 120˚ and θ2 = 120˚.
We can infer that an optimal focus quality is obtained when the angular spread is
maximized. This simulation has been calculated for systems made up of different
numbers of wave N and the best quality is always obtain for an uniform angular
arrival.

3.3

Center frequency and bandwidth

In this section and the followings, we will define the energy threshold at -1.5 dB to
characterize the focus area. Center frequency and band width are coupled parameters
and it is difficult to study them independently. It is also important to keep in mind
the condition ∆τ > 1/∆f for practical experiments or situations.
As can be seen in equation (2), there will be more coherent terms at the focus point
and incoherent terms everywhere else when the integration band is increased. It can
be proven that using a wider band brings down the secondary energy peaks.

Figure 2: Relative energy received for different ratio ∆f /f0 and a system of three
waves.
As can be seen on figure 2, we can find the minimum bandwidth and the optimal
central frequency for which all the secondary peaks are below the threshold energy and
show that it is obtained by a rough relationship: ∆fthres =0.644f0 , the radius of the
focus area is equal to the physical limit of TR: 0.18λ0 where λ0 =c/f0 . To improve
the discrimination between the principal and the secondary peaks, the band has to be
widen.
In practical cases, the frequency band will be fixed† and the central frequency would
be optimized by choosing f0 =∆f /0.644.

3.4

Number of waves N

This model can be applied to ray tracing softwares but we have not yet define the
practical limit of the plane wave expansion in equation (2). First, we can show that
the focus radius is increased at most one percent by adding waves but on the contrary,
the discrimination is higher. So in practical cases, it will be hard to decrease the number of waves by changing the environment while increasing them would be easier by
†

To have the highest resolution, all the frequency band available will be used.

obstructing the line-of-sight (see 4. Measurement Campaign). We have proven that
after a dozen of waves uniformly shared out around the receiver’s location, the spatial
energy distribution almost does not vary.

3.5

Conclusion

The parameters can be categorized into physical and system resources. The bandwidth
and central frequency have to be optimized while they are fixed by the devices used.
The physical parameters such as the number of wave and the angular spread do not
have the same influence on the energy distribution. In conclusion, in order to have
the best resolution the angular diversity will be increased by using a MISO system as
can be seen on figure 3. The number of waves will influence the discrimination and in
practical situations, will be the highest possible.

4
4.1

Measurement Campaign
Measurement setup

Experimental measurements were performed to assess the performances of the TR
method. The channel frequency responses were measured with a four-port VNA. Three
transmit base station were considered, and the receiver was moved on a 10 cm square
grid with an automatic positioning device. Since all base stations are in line-of-sight,
the channel can be reduced to a channel composed of three waves incident on the
receiver. The TR is applied as a posterior treatment.

Figure 3: Schematic top view of the experimental unit. The crosses represent the
positions of the base stations, the dot represents the center of the grid.
The experminent has been done on a bandwidth from 3.1 GHz to 10.6 GHz by a
step of 7.5 MHz that implies in our calculations: f0 = 6.85 GHz and ∆f = 7.5 GHz.

In order to reduce the statistical error we have not five snapshots per measurement.
Two kinds of experiments have been realised, the first created a three waves system
by applying the configuration of figure 3. The second one had the same configuration
except that the line-of-sight has been obstructed to create more strong waves. The
results presented in the following part have been done in the second configuration.

4.2

Measurement results

An example of the spatial distribution of the energy by applying TR is given in Figure
5. It can be seen that the energy is concentrated on the focal spot that has a radius
of about 0.2λ. The location of the focal spot can be modified, and similar results are
observed when changing the receiver’s position. On Figure 5, a focalization example
with TR for multiple receivers is shown (multiple focal spots).

Figure 4: Relative energy received for three base stations. The signal is sent to two
locations simultaneously.
The obstruction of the line-of-sight is affecting the channel by creating artificially
more strong waves than the three ones described above. As predicted, the radius of
the focus area is not modified but the discrimination is increased. These results can
be compared with the theoretical conclusions and assess the validity of our TR model.

4.3

Comparison with theory

By using a ray tracing model, we could evaluate approximate values of the different
wave parameters in order to compare the results with the experiment. This model has
been applied in the configuration of the figure 3 with the same system resources as the
experiment.

Figure 5: Relative energy received for three base stations. Comparison between, on
the left, the experiment result and on the right, the theorical calculations.
As can been seen, the energy level and the area around the focal spot fit with the
theorical experiment. We have to remind that it is a closed-form model so the energy
far from the focus point is not well described.

5

Conclusion

UWB Experiments proved the validity of the energy distribution in a closed area around
the reveiver position described by our modeling. It has also predicted the physical limit
(0.2λ) of the radius of the focal spot with the system resources available (f0 = 6.85GHz
and ∆f = 7.5GHz).
We have also applied TR in different environments to testify our model and the results
were successfull. We have also shown that the evolution of the energy distribution
follows our equations if the parameters described at section 3, are varying.
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Abstract
We extend our work from the 2010 WIC symposium on ternary codes with the Manhattan distance. We state a simple observation relating the parity of the Manhattan distance
between two vectors and the parities of their weights, and use it to improve on a known
Plotkin-like bound. Next, we concentrate on codes with minimum Manhattan distance
three. We recall an explicit construction of such codes, and derive an upper bound on
the size of such a code that is the solution of a linear programming (LP) bound. We analytically derive the behaviour of this LP bound for large n and evaluate it numerically
for small n. A table of lower and upper bounds on the size of short codes with minimum
Manhattan distance 3 is presented.

1

Introduction

We consider codes over the ternary alphabet Q = {−1, 0, 1}. For x, y ∈ Qn , we define the
Manhattan distance dM (x, y) between x and y as
dM (x, y) =

n
X

|xi − yi |.

i=1

In this paper, when we speak about ”distance”, we will mean Manhattan distance.
Unlike the Hamming distance, the Manhattan distance is not translation-invariant. For example, the number of words at distance one from the all-zero word of length n equals 2n,
while the number of words of distance one from the all-one word of length n equals n. As a
result, many techniques for codes in Hamming space cannot readily be applied to codes for
the Manhattan distance.
In [1], a non-symmetric ternary communication channel inspired by 3-valued semiconductor memories was introduced. The authors of [1] showed the relevance of the minimum
Manhattan distance1 of a ternary code for judging its error-correcting capabilities on this
channel, gave a code construction, and derived a Hamming-like upper bound on the size of
a code of given length and minimum Manhattan distance. The work was extended in [2],
where the authors obtained the channel capacity, and constructed optimal codes with a short
length by techniques for finding cliques in graphs. In [3], the present author presented upper and lower bounds on the size of ternary codes for the Manhattan distance2 , including an
Gilbert-Varshamov type bound and the asymptotic evaluation thereof.
In order to make this paper self-contained, we introduce some more notation. For each
code C ⊆ Qn , we denote the minimum Manhattan distance between any two different words
of C by dM (C). Furthermore, we define
T (n, d) = max{|C| | C ⊂ Qn and dM (C) ≥ d}.
1
2

termed dB in this reference
termed d1 distance in this reference

Finally, the weight of a vector x = (x1 , . . . xn ) in Qn , denoted by wt(x), is defined as its
number of non-zero entries, that is,
wt(x) = |{i | xi 6= 0}| =

n
X

|xi |.

i=1

The paper has the following contributions. In Section 2, we show that the Manhattan distance
of two ternary vectors is even (odd) if the weights of these vectors are equal (different)
modulo two, and discuss some consequences of this simple observation. In Section 3, we
study codes with minimum Manhattan distance 3. We recall a well-known construction of
a code of length n of cardinality at least 3n /(2n + 1) with minimum distance three. Next,
we present a Hamming-like bound that leads to a set of linear inequalities on the numbers
of codewords of various weights. From this bound, we derive a linear programming (LP)
problem, the value of which is an upper bound on T (n, 3). We show that for large block
length n, the upper bound behaves like 3n /( 34 n); we evaluate the bound numerically, using
standard LP solvers, for small block length. Finally, we present a table of upper and lower
bounds on the size of short ternary codes with minimum Manhattan distance.

2

A parity result and some consequences

We start with a simple observation that relates the parity of the distance between two vectors
from Qn and the parities of their weight.
Proposition 1 For each x, y ∈ Qn , we have that dM (x, y) = wt(x) + wt(y) mod 2.
Proof. It is easily verified that for each x, y ∈ Q we have 3 |x − y| ≡ |x| + |y| mod 2. As a
consequence, we have that
dM (x, y) =

n
X

|xi − yi | ≡

i=1

n
X

(|xi | + |yi |) = wt(x) + wt(y) mod 2. 2

i=1

Corollary 1 For odd d, we have that T (n, d) ≤ 2T (n, d + 1) and T (n, d) ≤ T (n + 1, d + 1).
Proof. Let C be a code of length n with minimum distance d and size T (n, d).
Let Ce and Co denote the subcodes of C consisting of the words of even and odd weight,
respectively. As two words from Ce have even distance, Ce has minimum distance at least
d + 1; similarly, Co has minimum distance at least d + 1. As a consequence, T (n, d) = |C| =
|Ce | + |Co | ≤ 2T (n, d + 1).
Let C + be the code of length n + 1 obtained by appending to each word from C a 0 (1)
if its weight is even (odd). As all words from C + have even weight, dM (C + ) is even;
as dM (C + ) ≥ d, we infer that dM (C + ) ≥ d + 1, whence T (n, d) = |C| = |C + | ≤
T (n + 1, d + 1). 2
From [3, Thm. 2], we repeat the following analogue to the Plotkin bound.
d
. A code attaining equality is a code
Theorem 1 For d > n, we have that T (n, d) ≤ d−n
n
over {−1, 1} with minimum Hamming distance d/2 satisfying the binary Plotkin bound.
Moreover, we have that
r
1
1
T (d, d) ≤ 2d + + 2d + .
2
4

3

in fact, for all integers x and y

Using Theorem 1 and Proposition 1, we obtain a sharper upper bound on T (d, d) for odd d.
Theorem 2 For odd d, we have that T (d, d) ≤ 2d + 1.
Proof Let d be odd, and let C ⊆ Qd have minimum distance at least d. If dM (C) ≥ d + 1,
d+1
then |C| ≤ T (d, d+1) ≤ (d+1)−d
= d+1, where the final inequality follows from Theorem 1.
We therefore assume that dM (C) = d.
The odd weight subcode of C has minimum distance at least d + 1, and hence, according to
Theorem 1, has size at most d +1. Also the even weight subcode of C has minimum distance
at least d + 1 and hence size at most d + 1; however, as each word of even weight has at least
one zero, Theorem 1 implies that the even weight subcode of C has at most d words. 2

3
3.1

Codes with minimum Manhattan distance three
Explicit construction

We start with an explicit construction of codes with minimum Manhattan distance three over
the alphabet {0, 1, . . . , m − 1} for m ≥ 3. The idea of the construction can be traced back
to [4] and [5].
Theorem 3 Let n be a positive integer, and let 0 ≤ a ≤ 2n. The code Ca defined as
n

Ca = {(x1 , x2 , . . . , xn ) ∈ {0, 1, . . . , m − 1} |

n
X

ixi ≡ a mod 2n + 1}

i=1

has minimum Manhattan distance three.
Proof We provide a decoding algorithm. Let c ∈ Ca and r ∈ {0, 1, . . . , m − 1}n be such that
dM (r, c) ≤ 1. We write r = c + e; note that if e6= 0, then e has one non-zero component,
say component k, and
P
P ek = ±1.
We compute S := ( ni=1 iri − a) mod 2n + 1. As c ∈ Ca , we have that S ≡ ni=1 iei mod
2n+1. Thus, if S = 0, then e = 0. If e 6= 0, then S ≡ kek mod 2n+1. Thus, if 1 ≤ S ≤ n,
then k = S and ek = 1; if n + 1 ≤ S ≤ 2n, then k = 2n + 1 − S and ek = −1. 2
In Theorem 3, we can pick the value of a that maximizes |Ca |. As there are 2n + 1 choices
for a, and the union of all Ca ’s equals Qn , we obtain the following corollary.
Corollary 2 For each n, we have that T (n, 3) ≥

3n
.
2n+1

Remark. For m = 3 and n of the form n = 12 (3k − 1), Corollary 2 is not very interesting:
in this case there is a ternary Hamming code C of length n with the same size as guaranteed
by Corollary 2 and with minimum Hamming distance three; clearly, dM (C) ≥ 3.

3.2

Upper bounds on T(n,3)

The main result of this section is an upper bound on T (n, 3) in terms of the value of a linear
programming (LP) problem. The result can readily be generalized for obtaining an upper
bound on T (n, d) for any odd d. We start with an inequality that can be viewed as a ”per
weight” Hamming bound, and is an analogue to a manner to compute the weight enumerator
of binary Hamming codes [6, Sec. 3.5].

Lemma 1 Let C ⊆ Qn have minimum distance at least three, and let Aw be the number of
words in C of weight w. For each w, 0≤ w ≤ n, we have that
 
n w
2 ≥ Aw + (w + 1)Aw+1 + 2(n − (w − 1))Aw−1 , where A−1 = An+1 = 0. (1)
w
Proof. Let x ∈ Qn have weight w, and let 0 ≤ s ≤ n. It is easy to see that

1
if s = w



w
if s = w − 1
|{y ∈ Qn | wt(y) = s and dM (x, y) ≤ 1}| =
2(n
−
w)
if
s=w+1



0
otherwise
The factor two in the third equality stems from the fact that a word of weight w+1 at distance
one from x can be obtained by changing a 0 in x to either 1 or −1.
Now, let 0 ≤ w ≤ n. The number of vectors in Qn of weight w is at least the number of
vectors of weight w at distance at most 1 from any codeword. Using the above equalities,
we see that there are Aw vectors of weight w at distance 0 from C, (w + 1)Aw+1 vectors of
weight w at distance 1 from a codeword of weight w + 1, and 2(n − (w − 1))Aw−1 vectors
of weight w at distance 1 from a codeword of weight w − 1. 2
From Lemma 1, we readily derive the following theorem.
Theorem 4
T (n, 3) ≤ max{

n
X

w=0

 
n w
Aw | for all w, Aw ≥ 0 and
2 ≥ Aw +(w+1)Aw+1 −2(n−(w−1))Aw−1 }
w

Proof. Let C ⊆ Qn have minimum distance at least
P three , and for 0 ≤ w ≤ n, let Aw be the
number of codewords of weight w. As |C| = nw=0 Aw , the theorem readily follows from
Lemma 1. 2
For reasonable values of n, we can use LP-solvers for finding the (in principle real-valued)
maximum in Theorem 4. The numerical results for 5 ≤ n ≤ 11 will be presented in Section 3.3.
Remark. In Theorem 4, we can add the additional constraint that all variable Aw are integers. In our numerical evaluations we did not do so, as solving an integer LP problem is
much more complex than solving a (real-valued) LP problem and because we cannot gain
3n
much. Indeed, according to the result of the previous section, T (n, 3) ≥ 2n+1
, so the value
3n
of the integer LP problem is at least 2n+1 ; moreover, the difference of the solutions of the
LP problem and the integer LP problem is at most n + 1, as we can find a feasible integer
solution by rounding downwards the all n + 1 variables from the optimal solution.
We continue with deriving less sharp upper bounds from Lemma 1 that can be evaluated
without solving an LP problem.
Proposition 2 For each n ≥ 1 we have that T (n, 3) ≤

3n
.
n+1

Proof. By summing (1) over all w’s, we obtain that
n

3 ≥

n
X
w=0

Aw + (w + 1)Aw+1 + 2(n − (w − 1))Aw−1 =

n
X
w=0

(2n − w + 1)Aw .

As 2n − w + 1 ≥ n + 1 for 0 ≤ w ≤ n, the proposition readily follows.

2

The upper bound from Proposition 2 coincides with the Hamming bound from [1]. Intuitively, it cannot be very sharp, as it uses the worst-case estimate for (2n − w + 1), which
is attained for w = n, while a vector in Qn typically has weight w approximately 32 n; one
would therefore expect that an approximate upper bound of the form 3n /(2n − 23 n) should be
valid. The following proposition, which we prove in the appendix, shows that this is indeed
true.
Proposition 3 For each  > 0, there is an N such that for all n ≥ N ,
T (n, 3) ≤

3.3

3n
.
( 43 + )n

Bounds on T(n,3) for small n

In this section, we present a table with upper and lower bounds on T (n, 3) for 4 ≤ n ≤ 11.
We limited ourselves to n ≤ 11 so as to be able to compare our results with those from [2].
The column headed with ”LP” gives the upper bound on T (n, 3) resulting from the numerical evaluation of the Linear Programming bound from Theorem 4. The column headed
by ”Constr” is the lower bound d3n /(2n + 1)e resulting from the construction from Section 3.1, while for n ≥ 5, the column ”BGR” is the best lower bound on T (n, 3) reported in
[2]. We see that the construction from Section 3.1 yields much larger values than from [1]
for n = 9, 10 and 11.
n
4
5
6
7
8
9
10
11

LP
Constr BGR
12
9
11
32
23
27
82
57
61
216
146
168
572
386
383
1538
1036
990
4177
2812 2332
11450 7703 6677

Table 1: Upper (first column) and lower (second and third column) bounds on T(n,3); boldface entries are the exact values
The value 11 for n = 4 is due to Eirik Rosnes who with an exhaustive search showed that
no code of length 4 with minimum distance 3 can have more than 11 codewords, and found
the code shown in Table 2 below.
(0, 0, 0, 0)
(1, 0, −1, 1)
(−1, 0, 1, −1) (−1, 1, 1, 1)

(1, 1, 1, 0)
(1, 1, −1, −1) (1, −1, 0, −1)
(−1, 1, −1, 0) (−1, −1, 0, 1) (−1, −1, −1, −1)

(1, −1, 1, 1)

Table 2: Code of length 4 with eleven words and minimum distance 3
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Appendix: Proof of Proposition 3
In the proof of Proposition 3, we use the following proposition.
Proposition 4 Let C ⊆ Qn have minimum distance at least three, and let 1 ≤ m ≤ n. Then
m  
n  
X
X
1
n w
3
n w
|C| ≤
2 +
2 .
2n − m + 2 w=0 w
2n + 4 w=m w
Proof. For 0 ≤ w ≤ n, let Aw be the number of codewords of weight w. By summing (1)
for w = 0, 1, . . . , m, we obtain that
m  
m
m+1
m−1
m−1
X
X
X
X
n w X
2 ≥
Aw +
wAw +
2(n − w)Aw ≥
(2n − w + 1)Aw .
w
w=0
w=0
w=0
w=0
w=0
As 2n − w + 1 ≥ 2n − m + 1 for 0 ≤ w ≤ m, the above inequality implies that
m
m  
X
X
1
n w
Aw ≤
2 .
2n − m + 1 w=0 w
w=0
Clearly, (1) implies that for each w
 


n w
n
1
w+1
2 ,
2(n − w)Aw ≤
2 , so Aw ≤
w+1 w
w+1
and that


 
n
1
n w
w−1
wAw ≤
2 , so Aw ≤
2 .
w−1
2(n − w + 1) w


n w
n w
3
1
2 ≤ 2n+4
2 . Combining the above reWe conclude that Aw ≤ max(w+1,2(n−w+1))
w
w
sults, we find that
n
m−1
m  
n  
X
X
X
X
1
n w
3
n w
Aw ≤
Aw +
|C| =
2 +
2 . 2
2n
−
m
+
1
w
2n
+
4
w
w=m
w=0
w=0
w=m
In order to prove Proposition 3, we apply Proposition 4 with m = d( 32 + )ne. The first term
is at most 3n /(2n − m + 1); the second term is exponentially smaller than 3n .
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Abstract
In recent years, LED technology emerged as a prime candidate for the future illumination light source, due to high energy efficiency and long life time.
Moreover, LEDs offer a superior flexibility to designers in terms of achievable
colors and shapes. In addition, LEDs can illuminate and simultaneously transmit information embedded in their light output. Since there are many LEDs in a
typical installation, two kinds of message collisions can cause time delays in data
exchange, namely collisions among data messages and collisions between data
and switching caused by typical LED driver electronics. Based on the two cases,
we calculate the average delay time. A suitable partitioning of the message into
data packets is proposed for Pulse Width Modulation LED drivers with known
and sufficiently stable clock frequency.

1

Introduction

Light emitting diodes (LEDs) will play an increasingly important role in lighting in
the future [1] [2]. These solid state luminaires can also be used to emit data messages
that are embedded in the light output. Hence LEDs can form a sensor network in
which throughput, number of nodes and delay become key performance indicators.
This paper addresses the problem of how to estimate the average delay time due to
the collisions, taking into account not only multiple luminaires that emit messages,
but also the effect of Pulse Width Modulation (PWM) [3] [4] [5] to control the light
intensity of each LED.
The system designer must make a trade off for the format of transmitting a data
message. If all bits are transmitted sequentially at once, this has advantages and
disadvantages: the chances that a packet is lost due to clock drifts are small. However,
the data spurt causes a temporary increase in light intensity which can be perceived
as a flash, particularly when the LED illumination output is small at that moment.
Moreover, if other luminaires apply PWM, it is very likely that such a LED driver
causes harmful interference to the data transmission.
On the other hand, if the transmission strategy is to attach only one bit (or even
one CDMA chip [4]) to a PWM illumination pulse, the duration to transmit a full

message becomes so large that clock drifts start to become non-negligible. This paper
studies the trade-off between the above two extremes.
This paper is organized as follows. First, Section 2 formulates the system. Subsequently, Section 3 describes the reason why the collision happens, and analyzes the
average delay time due to the collision. The performance of the proposed system is
also illustrated with numerical results in this section. Finally, Section 4 concludes this
paper.

2

System Description

Our installation contains N luminaires, indexed by n = 1, . . . , N . These may not
have a common time (phase) reference, but we assume that their internal clocks are
sufficiently stable and identical to allow detection without frequency recovery, thus with
phase recovery only. Luminaires use ”on-off” keying to allow dimming (by adapting
the average duty cycle) and to carry messages
Our system has been inspired by [4] [5], but relieves the need for a phase lock
among luminaires. Each luminaire uses a separate clock with period T1 . During any
T1 interval the illumination of the LED is either on or off. A typical choice is T1 = 1µs.
To model PWM, an interval of duration T2 = N1 T1 is called a T2 block where N1 is
the number of dimming steps, typically N1 = 1024 and T2 = 1.024ms. During the T2
block the light source is ’on’ during a fraction of the N1 clock cycles. It is common
practice in PWM dimming to choose the duty cycle of an LED according the required
illumination. There lies NL sequential clock cycles are used for illumination. In our
system we further reserve Nb (Nb << N1 ) to allow communication. We assume that
the illumination ensures that the total light output, including the data-modulated part
provide the required illumination.
N2 T2 blocks make up one T3 frame. During a T3 frame, a message of Nb bits can
be transmitted, encoded into Nh Nv T1 clock cycles, where Nh denotes the number of
successive T1 pulses used within one block, and Nv denotes the number of blocks used
to compose one message. The signal covers an on-off sequence of Nh clock cycles in
each block, in Nv consecutive blocks. This data part is followed by an illumination
part. The illumination is an ”always on” sequence of NL clock cycles in each block and
in N2 consecutive blocks. These two parts (data and illumination) start at different
positions from each other.
This illumination pattern is illustrated in Fig. 1, which row-by-row maps sequential
samples of the illumination sequence as seen by a sensor into a matrix. Samples taken
at rate T1 fill the matrix row by row. The width of the matrix equals to the length of one
block. A message covers a rectangle of Nh by Nv , with surface area N = Nh Nv . Due
to a lack of mutual synchronization, all luminaires have a different starting moment
for their T3 frames. Within a frame, a luminaire chooses a random starting position
for its message, but within one frame the start position in each block remains fixed.
The starting position is random and independently chosen for every successive frame.
In this way, we avoid repeated collisions. In practice the T1 timing also differs from
luminaire to luminaire. Hence the modulated signal does not exactly match the T1 grid
of the receiver. In our analysis we will ignore this effect since it only has a negligible

effect on the probability of a collision of messages.

Figure 1: Simplified example of illumination sequence for one LED, containing Nv Nh
message bits and N1 NL illumination bits. Here Nv = 2, Nh = 2, NL = 4, N1 = 20, N2 =
4, Nv = 2

Table 1: Simulation Parameters
Parameters
Number of T1 slots contained in one T2 block, N1
Number of T2 blocks contained in one T3 frame, N2
Number of bits of a data message in on T3 frame, Nb
Number of T1 slots contained in one T2 block’s illumination part, NL
Number of luminaires / LEDs in the system, N
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Values
1024
1024
144
500
100

ALOHA without ACK

Our analysis is based on the slotted ALOHA random access scheme with a finite
population of transmitters. Each transmitter only sends at most a single message
in every cycle. In contrast to the traditional ALOHA scenario we do not assume that
acknowledgements are returned after any successful reception of message. This relieves
us from the notorious instability of ALOHA networks, and if the population of LED
luminaires is large enough, allows us to model the message arrivals as a stationary
stochastic process that closely follow the Poisson distribution.
Our performance measure is Average delay time, defined as average time from a
message is send to the moment that it is successfully received. That is, the average
delay is one T3 frame if the message is successfully delivered at first attempt; the
average delay is two T3 frames if the message delivery is failed at first attempt and
successful at second attempt, etc.

3.1

Overlap between data and data

The data transmitted by an LED could be interfered (overlapped) by another LED’s
data part or illumination part. A data message covers a rectangle of Nv by Nh , so it
has a footprint of surface area N = Nv Nh in Fig. 1. The vulnerability region, i.e.,

the area in which any other LED starting a message transmission will cause harmful
interference is a rectangle of height 2Nv − 1 and width 2Nh − 1. It has a surface area
of Nvuln = (2Nh − 1)(2Nv − 1). It is required in the system that Nh Nv is much less
than N1 N2 .
Evidently, from a data-to-data collision performance
perspective, it is not favorable
√
to transmit ”square messages” (Nh ≈ Nv ≈ Nb ), because for a fixed data payload
Nb this would maximize the surface area of the vulnerability rectangle. To reduce the
surface area of the vulnerability rectangle, preferably fat (small Nv ) or thin (small Nh )
messages are send. In the limiting case of very fat messages, all bits are transmitted
in the same block (Nv = 1, a single row in Fig. 1).
Before we analyze the average delay time, we calculate the average collision probability. Since there are N lamps in the system, then for one LED, there are N − 1
interference sources. Then we can derive probability of successful transmission Pn for
different numbers of interference sources n: when there is only one LED works as
interference source, the probability of successful transmission is
P1 = 1 −

(2Nh − 1)(2Nv − 1)
N1 N2

(1)

When there are n LEDs which work independently as interference sources, the
probability of successful transmission is
h
(2Nh − 1)(2Nv − 1) in
Pn = P1n = 1 −
N1 N2

(2)

Thus the average delay time for one LED with n interference sources is

Dn =

∞
X
k=1

P1n (1 − P1n )k−1 N2 N1 T1 k =

N2 N1 T1
P1n

(3)

For installations in which all N LEDs continuously emit status updates, this provided
a useful performance measure, if we insert n = N . From
Nb h
Nb
2n(1 − N
2)
(2Nh − 1)(2 N
− 1) n−1
∂Pn
h
h
=
1−
=0
(4)
∂Nh
N1 N2
N1 N2
√
we learn that a minimum occurs at Nh = Nb , irrespective of n. This result matches
our intuition. The ”square message” is the worst case to avoid data collisions.

For a sensor network scenario, in which luminaires act as sensing nodes that occasionally have a data message to transmit, the arrival data messages is a random process.
If the probability that one LED has data to transmit is p. For large N and small p,
this message traffic may be approximated by a Poisson distribution with arrival rate
n e−λ
λ = pN . The probability that n luminaires transmit in same frame is λ n!
. Then the
probability that data message is transmitted successfully is

PSuccessf ul =

∞
X
λn e−λ P n
1

n=0

n!

= e−(1−P1 )λ

(5)

We assume that the luminaire is always repeating the transmission, irrespective of
whether the message is received. Thus the average delay time for a given LED is

Dd =

∞
X

PSuccessf ul (1 − PSuccessf ul )k−1 N2 N1 T1 k

k=1

=

N2 N1 T1
PSuccessf ul
λ

= N2 N1 T1 e

(6)
4Nb −2Nh −2

Nb
+1
Nh

N1 N2

Taking√the derivative and setting this to zero, we find a maximum delay at
Nh = Nb .
In the above section we have analyzed an ALOHA network, in which the main new
contribution was the introduction of a ”two-dimensional” vulnerability area around
the message footprint. Next we will also introduce an important cause of data loss in
visual light communication, namely interference from the PWM needed for dimming.

3.2

Partial overlap between data and illumination

A test data packets can not only be lost due to a collision from a data packet from
another LED (as addressed above) but also by the fringes of the illumination part of a
another LED, which we will address in this section. If, however, the given LED’s data
part is fully overlapped by another LED’s illumination part, this is experienced as a
fixed background lighting condition, which causes in the photo-detector a DC offset
that does not harm proper reception, except possibly for some additional shot-noise [4].
One can easily recover the desired data by using differential coding or by subtracting
the intensity of constant illumination from the received data. So in this section, we will
only calculate the possibility of partial overlap. We assume that the illumination part
also randomizes its position in every T3 frame. Since every LED has its own timing
reference, and T3 frames do not perfectly line up, both ”vertical” and ”horizontal”
fringes of the illumination harmfully interfere.
The calculation is similar to previous section; the only difference is that in this case
the probability of partial overlap P1 , needs refinement. The probability of any overlap
between data part and illumination part (both fully and partially) is
PO =

(Nh + NL − 1)(Nv + N2 − 1)
N1 N2

The probability of a full overlap is

(7)

PF =

(NL − Nh + 1)(N2 − Nv + 1)
N1 N2

(8)

Thus the probability of a partial overlap is

PP = P O − PF =

(NL − Nh + 1)(N2 − Nv + 1)
N1 N2

(9)

We combine this with the probability of overlap between data and data (1), taking
into account that PP and PD are not mutually exclusive

PD∩P =

(Nh − 1)(2Nv − 1)
N1 N2

(10)

We combine these two results; when there is only one LED works as interference
source. Using that Nb = Nv Nh , the probability of successful transmission is,

P1 = 1 − (PP + PD − PD∩P ) = 1 −

2Nh N2 + 2NL Nv + 2Nb − 2N2 − 2NL − Nh
(11)
N1 N2

In the scenario that only n (n = 0, 1, . . . , N ) luminaires embed data, the probability
of a successful reception is, if we assume that all luminaires randomize their
illumination burst including the ones that refrain from data transmission (See Fig. 2),
Pn = P1n−1 (1 − PP )N −n

(12)

It appears that this success probability hardly depends on n, so Pn ≈ P1N −1 . Hence,
D ≈ N2 N1 T1 P1−N +1 .
A more likely situation may be that luminaires that are not involved in the data
transmission maintain a fixed position of their illumination burst, and if Nh < NL . In
this case n has a pronounced influence on the success probability
h
2(Nh − 1) iN −n
Pn = P1n−1 1 −
N1

(13)

This results in a delay of

Dn =

∞
X
k=1

Pn (1 − Pn )k−1 N2 N1 T1 k =

N2 N1 T1
Pn

(14)

We now consider a sensor scenario, in which data messages arrive with probability p.
For large N we arrive at a closed form expression if we approximate the binomial
distribution by a Poisson distribution

Figure 2: Probability Pn of a successful transmission versus the number of Luminaires
(LEDs) that actively transmit Nb = 144 bits of data for various data formats Nh in a
system with N = 100 luminaires

h
h +2 )
2(Nh − 1) i −λ(1− N1 −2N
N1 P1
e
Dd ≈ N2 N1 T1 1 −
N1

(15)

Fig. 3 depicts the average delay time in number of T1 slot as a function of Nh . To
ensure short delay time small values of Nh are preferred, say around Nh,opt = 5 to 8
bits. Interestingly, our analysis that takes PWM into account, particularly with
randomized illumination pulse positions, does not favor extremely thin messages
(Nh = 1). In fact such messages are too often lost in collision with interfering LEDs
that change the position of their illumination pulse during the packet transmission.
The best performance occurred at Nh = 5 and N2 = 270, with a delay of 1.9 × 106 T1
slots, say 1.9 sec. if T1 = 1µsec.

4

Discussions and Conclusions

In this paper, we analyzed an approach to simultaneously illuminate and transmit
information from individual illumination LEDs, in which we do not require a phase lock
between different luminaires. The transmission is based on slotted ALOHA scheme.
Since there are many luminaires, collisions affect performance. We mainly take two
cases into consideration: collisions caused by another LED’s data part and collisions
by another LED’s illumination part. Both effects lead to a time delay in the data
transmission; however the former one exerts negligible effect on the average delay time
compared to the latter one.
Based on this model, we derive the expression for optimum Nh , which will minimize
the average delay time. It appeared very disadvantageous to transmit all bits in a single
burst of data: such a message is very vulnerable to interference from PWM modulated
LEDs. A more favorable transmission method is to transmit only a few a bits at a time,

Figure 3: Relationship between average delay time and N2 and Nh , for 10 bit dimming
(N1 = 1024), messages of Nb = 144 bits, consisting of N = 100 LEDs, each using an
illumination period of duration NL = 500.
and repetitively use the same transmission window in multiple PWM cycles. Further
research in recovering data despite partial overlaps with PWM illumination is seen as
an important next step to improve performance.
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Abstract
The objective of this paper is to detect cars in nighttime videos for controlling
the illumination of level of road lights, thereby saving power consumption. We
present an effective method to detect and track cars based on the presence of
head lights or rear lights. We detect the headlights and rear lights of the cars
using their luminance value, geometry and location on the road. The algorithm
is validated using multiple test sequences. The test sequences are manually
annotated to identify the position of the car lights in the video frames. The
method is robust against poor and variable light condition of the scenes. The
results show that in sequences where head lights occur without coding artifacts
the success rate is above 90%. However, the precision of the algorithm degrades
if the car is moving in a irregular trajectory. This happens, for example if there
are reflections that follow a car for a long duration.

1

Introduction

Nowadays, sensor-based systems are increasingly popular featuring the switching off
or dimming of lamps when there are no users to save power consumption. A smart
road-lighting test-bed has been created at the Eindhoven University campus, where
lamp-posts along a road are equipped with LED lights together with different sensors,
such as cameras, radars, microphones and ultrasound receptors. The purpose of this
setup is to experiment with multi-modal control of the lamps, such that illumination
level of the lamps is dimmed to a very low level (moon light condition). The overall
objective is not only to save power consumption but also provide safety to different
road users and decrease light pollution during absence of traffic.
The main objective of this paper is to detect and track the moving cars in the video
recordings, captured under low and variable light conditions. Detection and tracking
under nighttime conditions are challenging, and a typical daytime processing algorithm,
based on the detection of changes such as background subtraction, cannot work well
during the night. This is because firstly, the lighting changes and reflections appearing
in nighttime videos make the detection of changes in the image difficult [1]. Second,
there is low local contrast in nighttime images and suboptimal lighting conditions for
cameras leading to high pixel noise. Thirdly, depending on the road surface, the car
lights can be badly orientated and dazzle the camera producing a large bright blob on
the image. All the previously mentioned factors severely hamper the effectiveness of
the image processing algorithms.
Our approach is to use the car lights for the detection and tracking of the cars,
considering their consistent presence as a distinguishing feature in the nighttime videos.
The moving cars are represented by a pair of headlights or rear lights. The following
features of the car lights are exploited to detect the car.
• Luminance value. The car lights are one of the brightest objects in the nighttime
images, so that its high luminance value can be explicitly used in order to separate
the car lights from the rest of the image.

• Shape. The car lights are have usually a circular form. Therefore, this feature is
a measure to distinguish them from other bright regions in the images.
• Spatial position. This feature is useful for tracking the same car lights from frame
to frame, according to their position.
• Motion. The car lights corresponding to a moving car change position from frame
to frame. Thus, we can use their motion to reject stationary objects and their
trajectory to separate the moving car lights from the reflections.

2

Related Work

Given the difficult image capturing conditions at nighttime, we have explored literature for contributions aiming at robust algorithms and discussing similar conditions.
In [2], object of interest are detected using the motion features, where the detected
motion is verified by checking for a corresponding change in texture. If this change
is insignificant, then the motion is assumed to be a sudden illumination change, due
to a reflection. Finally, region culling and connected components are used to compute
blobs for tracking.
The proposed method in [3] concentrates on the detection of moving objects, by
means of an adaptive background representation. The approach operates color images and takes advantage of the HSV color space information to automatically adapt
the feature segmentation algorithm. Vehicles are mapped as pairs of circular regions
corresponding to their headlights.
In [1] and [4], the background model is absent. Here, a search is conducted to locate
the headlights based on the connected pixels. Then, morphological operations are used
to remove small blobs, connect remaining blobs and smooth the contours. Next, shape
analysis is applied to the blobs. Finally, the centroid of the blobs are organized in
pairs, according to their relative distance. A decision tree is used for the verification
and classification of the headlights in [1]. The verified vehicles are tracked by a featurebased tracker. The tracker follows a vehicle as a line, because the roads are assumed
to be straight and therefore, the trajectory of the vehicles can be approximated by a
linear function. In [4], an AdaBoost classifier is used based on Haar-features.
In [5], morphological operation and shape analysis are applied to extract the headlights. Moreover, a decision function is defined, specifying the features that will be used
for the classification of the headlights. Finally, a decision tree is formed to classify the
extracted headlights and to group them into pairs.
In conclusion, in all the above-mentioned methods, a car is represented by the pair
of its headlights, which is searched in the image for tracking. However, we represent
a car with a pair of headlight or blacklight allowing detection and tracking of cars in
both incoming and outgoing directions. The main differences of our method with the
methods described above are given below.
• There are no assumptions and models on the scene background and the road.
• Classification is rule based, so no training sets are needed.
• The detection and tracking steps of the algorithm are designed to re-enforce each
other, such that a high accuracy is achieved.
• Besides front lights, the rear lights of cars are also detected and tracked. Since
the data set consists of cars moving in forward and backward directions.

Figure 1: Flowchart of proposed algorithm for car detection and tracking in nighttime.

3

Algorithm Design

Our algorithm for detecting and tracking cars in nighttime videos consists of four
sequential steps. The approach is to find numerous candidate car lights in the beginning
and then gradually refine them towards the output step. Captured video recordings
are the input to the algorithm and the output is the locations of the car lights in a
frame and trajectories of the detected cars. Figure 1 depicts the four main steps, which
will be described in the sections below.

3.1

Pre-processing

The purpose of the pre-processing step is to reduce the influence of pixel noise and low
contrast, which are typical in nighttime videos.
First, we apply a Gaussian filter to remove the noise. However, this also removes
the edge details of the image. Since car lights appear as circular objects, this removal
does not affect our car detection. Next, we apply luminance histogram adjustment to
improve the contrast of the frame. The adjustment makes the car lights to be more
distinguished from the background.

3.2

Detection of car lights

The detection step consists of two main parts: mask extraction using the luminance
feature and morphological operations using the geometry feature.
In the mask extraction part, we create two binary masks corresponding to two
different luminance levels of a frame: one representing the headlights and the other
for the rear lights. Only the brightest regions of the image appear in these binary
masks. The masks can be used for further analysis in order to save complexity and
avoid extensive use of the video frames.
The morphological operations are commonly used for the detection of car lights
[1, 4, 3, 5]. Considering that the car lights have a circular shape, we employ a disc
shaped structuring element in the morphological operation on the mask images. Morphological opening removes very small regions in an image, smoothes contours, breaks
thin connections and removes thin protrusions [6]. The result is a more robust detection
of car lights without false positives.
Furthermore, we measure geometrical properties of the blobs, such as diameter,
perimeter and center, using connected components to define regions of similar intensity.
The car lights should be selected from the set of the blobs. An object blob is considered
as a possible car light if the ratio between the measured perimeter of the object and
the referred perimeter by its radius r, computed as 2πr, is close to unity. A combined
setting of these parameters determines a blob to be selected as a possible car light.
The real decision will be made after the subsequent tracking and the pairing stages.

3.3

Tracking

From now on, we use the coordinates of the blob centers for further analysis and we
track the potential car lights. The tracking helps us to identify the same car lights
and reject reflections, noise and static light sources. The features used for tracking are
spatial position and motion. The position of the centers helps us to identify the same
object from frame to frame. The motion is an aid to determine stationary objects and
reflections, which follow the car lights in some frames.
In the first step, we use the displacement of the centers, to track the potential
car lights. The displacement is computed as an Euclidean distance. However, the
displacement values are not uniformly distributed over a frame. Due to the scene
perspective, the displacement of a car between two consecutive frames appears smaller
at the top part of the frame (farther away from camera) than at the bottom part of the
frame (near to the camera). Therefore, we divide our image in three equal horizontal
areas and apply different thresholds to these areas. The detected potential car lights
in succeeding frames are considered the same, if their displacement is below the chosen
threshold.
The second step focuses on motion processing. We reject objects, whose coordinates
do not change significantly in time, and appear only in very few frames. Furthermore,
we compute the difference between the distance covered by an object with respect to its
initial and final position, and the sum of the distances across a sequence of successive
frames. Since we expect a moving car to follow an almost straight trajectory within a
small time slot (50 frames are 2 seconds), this difference should be small. With this
technique, we eliminate all objects showing irregular trajectories, such as reflections on
the road.
The output of the tracking stage is the coordinates of only the moving potential
car lights.

3.4

Pairing

In the final stage of the algorithm, we find the moving cars by pairing the potential car
lights of the same car, given that a car has a pair of front lights and rear lights. First,
we search for a pair of moving lights (objects) and then we consider the trajectory of
the moving object pairs to be consistently appearing during tracking to find a missing
occurrences over time.
A pair is defined to have a horizontal orientation. This means that for a specific
frame, the y-coordinate of the two objects should be more or less the same. Two
issues arise during pairing. First, when two cars are moving in opposite directions, at
some point they meet at the same horizontal line. To avoid tracking confusion between
pairs, we consider also the direction of the moving objects. When they move in opposite
directions, they do not form a pair. Second, for pairing the lights of the same car, we
have to choose lights from the available set of lights in a frame. For doing this, we
consider their history. A set of lights is chosen as a pair, when that set of lights occurs
the highest number of times in history.
In the second part of pairing, we predict the possible missed occurrence of a pair,
based on the pairing history and its trajectory. The analysis window of our algorithm is
2 seconds (50 frames). In this small time slot, the trajectory of a car can be considered
almost a straight line. The x, y-coordinates of a missed object are predicted using the
line similarity and the pair coordinates.
Figures 2(a),(b) and (c) show the results of the detection, tracking, and pairing
stages, respectively, in a two-second long video segment, given by 10 frames. Figure 2(a)
portrays the centroid of all the detected potential car lights. The false positives due
to refections are removed by filtering in the tracking stage, see Figure 2(b), and one
of the missing pairs of a head light is reconstructed in the pairing stage, as shown in
Figure 2(c).

(a)

(b)

(c)

Figure 2: Results corresponding to (a) detection, (b) tracking, and (c) pairing stages
of car head lights in a two-second long video segment, given by 10 frames. The symbol
? represents the position of the centroid of a (potential) car light, where the same color
in (b) and (c) represents the same car light in subsequent frames.

4

Experiment

4.1

Test recordings

We have used three different video recordings for the validation of the algorithm. The
first two are obtained from surveillance cameras at the premises of the Eindhoven Univ.
of Technology (TU/e), The Netherlands. The cameras are located in two lamp poles,
about 20 meters apart, at the same side of a road and capturing in the same direction.
The recordings show variable lighting conditions and have captured data at about the
same time by both cameras. The third video is from the i-LIDS Image Library for
AVSS-2007, a publicly available data set [7]. All videos are recorded with a frame rate
of 25 frames/s and encoded in AVI format. The spatial resolution of the TU/e video
recordings is 704×576 and of the AVSS video it is 720×576. We have segmented the
videos and chosen four representative segments, called from now on sequences, from
each of the recordings. Table 2 presents the name and the number of annotated frames
of each video sequence.
We select a frame from every five frames for further analysis. This temporal subsampling is chosen to gain processing speed without compromising in tracking accuracy.
The analysis window for tracking and pairing contains 10 consecutively selected frames.
Therefore, the result is produced after an initial delay of 2 seconds after starting and
then every 200 ms.

4.2

Results

We have computed the number of correctly identified car lights, True Positives (TP),
the number of falsely identified car lights, False Positives (FP) and the number of nonidentified car lights, False Negatives (FN) after the detection, tracking and pairing
stages. We present the performance of the algorithms at different stages in terms of
precision, indicating the accuracy of the result, and recall, representing the completeness of the result. The precision and recall are specified by:
Precision =

TP
TP
, Recall =
TP + FP
TP + FN

(1)

Let us now discuss a more detailed analysis of one of our test video sequence-2 of

(a)

(b)

(c)

Figure 3: Results corresponding to (a) detection, (b) tracking, and (c) pairing stages
of the head lights of two cars in Sequence-2 of the AVSS recording. In (a)–(b), the
symbol ? represents the position of the centroid of a (potential) car light, where the
same color represents the same light in subsequent frames. (c) Trajectories of two cars
shown in different colors.

Detection
Tracking
Pairing
Car Appearances

GT TP
200 197
200 189
200 191
100 96

FP FN
508 3
66 11
1
9
0
4

Precision
0.28
0.74
0.99
1

Recall
0.98
0.95
0.95
0.96

Table 1: Results for Video Sequence-2 from the AVSS data set.
the AVSS recording. Figures 3(a) and (b) show the positions of the headlights of the
cars, after the detection and pairing stages, respectively. The resulting image after the
detection step includes a significant number of FPs. After the pairing step, the FPs
are rejected and only the cars are tracked. Figure 3(c) depicts the trajectories of two
cars that are moving towards the direction of the camera. The overall result for the
sequence is given in Table 1. The results show a successful detection of potential car
lights, which lead to also successful tracking and pairing. Therefore, the precision and
recall are almost equal to unity, which means that there are no false detections and
almost all cars have been detected and tracked.
The overall processing results for the applied test sequences are summarized in Table 2. Our algorithm is quite successful in several cases (TU/e cameras: Sequence-1 and
2, AVSS: Sequences-2 and 4), while detections are absent in (TU/e cameras: Sequence3). The TU/e video Sequences-3, contain a car moving away from the direction of the
camera. The tracking of rear lights fails in the case when the light level of the scene is
(too) bright. The headlights are detected and tracked easier than when following the
rear lights, independent of the light level of the road lamps.
In the AVSS sequences, the precision results are satisfactory (above 0.8), however,
the recall parameter performs poor in Sequence-1 and 4. The main difficulties in these
cases are large reflection areas in the image due to the orientation of the car lights and
irregular trajectories of the cars e.g. during parking.
We can observe in all test recordings that the precision improves after each step of
the algorithm. In most cases, all the reflections and noise characteristics are rejected
from the final result. However, when a car is moving irregularly, it is not always possible
to make a correct pairing of the car lights.

Video Recording
Annotated Frames Precision Recall
Sequence-1
400
1
0.82
Sequence-2
200
1
1
TU/e Camera1
Sequence-3
100
Sequence-4
200
1
0.65
Sequence-1
400
1
1
Sequence-2
200
1
1
TU/e Camera2
Sequence-3
100
Sequence-4
200
0.95
0.6
Sequence-1
510
1
0.23
Sequence-2
490
1
0.96
AVSS
Sequence-3
890
0.8
0.31
Sequence-4
310
1
0.7
Table 2: Sequence names, annotated number of frames, precision and recall scores of
the three different video recordings.

5

Conclusions

In this paper, we have presented an algorithm for the detection and tracking of cars
in nighttime recordings, based on their car lights. A typical car light at nighttime is
represented by a bright, circular object, varying in size according to its position in the
image. Therefore, we have employed the luminance value, geometry, position on the
road and motion as features to detect and track a car light. We have applied image
filtering techniques and morphological operations to reduce the influence of low image
quality of nighttime videos and detect the potential car lights. Then we use the spatial
displacement of the detected car lights in consecutive frames to track the car, and reject
the stationary light sources and the reflections following the car. Finally, we search for
a pair of the tracked lights based on their previous pairing history and trajectory. At
this stage, we also correct some missing occurrences of one of the pairs. The algorithm
has been validated with tests on three different data sets. The success rate is more than
90% in video sequences, where the detection and tracking is based on the headlights.
It is found that the precision of the algorithm is low in video sequences, where cars are
moving with an irregular trajectory, such as during parking.
The variable light conditions do not affect the detection and tracking of the headlights, as seen in the results based on the TU/e video recordings. This is due to the
fact that the head lights are emitting very bright light, irrespective of the road lighting
conditions. However, the rear lights are difficult to be detected and tracked. This has
to do mainly with their shape and luminance value, as they are usually not circular
and do not emit bright light. This means that after the pre-processing stage of the
algorithm, they are sometimes removed by filtering and cannot be detected. Moreover,
the angle of the camera and its specifications such as focal point and gain settings,
effects the detection and tracking of the car lights. Therefore, applying this information in the setting of the parameters can improve the performance of the algorithm.
In many cases, the strong lights of the cars produce reflections on large areas or even
blind the camera. In such a case, the information from other sensors, such as local
radar or microphones mounted at the lamp poles, may compensate for the deteriorated
camera processing results.
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Abstract
The random forest (RF) technique is used among the best performing multi-class
classiﬁers, popular in diﬀerent machine learning applications. They are known for
high computational eﬃciency during training and testing, while delivering highly
accurate results. However, conventionally, RF is trained in an oﬀ-line mode,
where it requires the entire training set to be available beforehand. This imposes
practical limitations, such as compiling training data in advance and disregard
any further changes in the data distribution, even when the data is sequential.
In this paper, we investigate the incremental learning behavior RF algorithm.
We generate an initial RF based on a limited training data, and update the
RF incrementally with the arrival of the new data. We have developed three
incremental learning strategies with the RF, based on the selection criteria of the
trees for an update, namely all update, random update and performance-based
update. We have tested our methods in diﬀerent publicly available multi-class
static streaming data sets. The results show that the performance-based update
of RF results in a classiﬁcation accuracy comparable to an oﬀ-line RF, while
requiring a signiﬁcantly lower computational cost.

1

Introduction

The Random Forest (RF) technique is used in many pattern recognition and data
mining applications [1, 2]. RF consists of multiple sub-optimal decision trees, which
are constructed from a random subset of the feature data, using a limited random
subset of tests at each node. The subset of feature data not used for training is
called “Out Of Bag (OOB)” data and is applied for estimating the training error. A
global classiﬁcation output is derived from the combination of the individual decision
trees. In comparison to techniques such as, AdaBoost and Support Vector Machine
(SVM), used in multi-class classiﬁcation, RF is fast in both training and classiﬁcation.
This property is particularly attractive when the number of features and/or objects is
high. It also oﬀers potential processing parallelism, even when executed on non-shared
memory systems, a beneﬁcial feature for multi-core and GPU implementations. RF has
been established as one of the best methods in computer vision [3] and classiﬁcation [4]
for its high accuracy and robustness against the label noise.
Conventionally, RF is trained in a single batch mode where it requires the entire training data, consisting of a set of labeled samples, to be collected in advance.
However, in many applications, it is diﬃcult or even unfeasible to a-priori collect the
representative training samples. Moreover, the accuracy of such a system degrades
with the change in statistics of the incoming data. Considering its fast training period,
RF is suitable for incremental learning, where the trees are updated according to the
arrival of the data. The idea is to generate an initial RF based on the initially available,
but limited, test data and then update the trees in the RF when the data gradually
becomes available.

Previous work on the incremental learning or updating of RF includes modifying
individual trees in a forest based on the analysis of the incoming data. In [5], a
method, called online RF, is proposed that updates all the trees upon arrival of a
sample assumed to follow the Poisson distribution. Every sample is discarded after the
update. Additionally, a temporal weighting scheme is applied to remove trees entirely,
based on their OOB error in a given time interval. The performance of the algorithm
is shown to be comparable to the oﬀ-line RF. In [6], RF is updated based on the arrival
of data that contain relevant features. The importance of the features in data are
iteratively estimated by a correlation ranking technique. The results show that the RF
updated with the proposed technique performs comparable to other oﬀ-line algorithms
like AdaBoost and Support Vector Machine (SVM). In [1], arriving samples are ﬁrst
stored and trees are updated when their contribution to the tree performance becomes
signiﬁcant. The updated RFs are tested in a video object tracking application and in
the UCI dataset [7].
In this paper, we have developed and investigated the incremental learning behavior
RF algorithm with diﬀerent update strategies, namely performance-based update,all
update and random update. First, an initial RF, as proposed by Breiman [4], is created
by the ﬁrst set of data. Then, using subsequent data sets, we apply the incremental
update to the RF. The update of the RF is initiated based on the number of data
samples arrived and all the samples are stored to be reused in the next update. Another
approach may be to initialize the update process based on the distribution of data, as
in online bagging [8]. In the performance-based update strategy, trees that perform
poorly in OOB data are replaced by new trees trained with the new data. In the all
update strategy, each tree is updated or the entire RF is regenerated, while in random
update a randomly selected subset of trees are updated. In contrast to the previous
work, our incremental learning of RF does not recursively analyze the eﬀect of a sample
on a tree prior to tree modiﬁcation, but simply re-trains (a subset of the) trees of RF.
Our objective is to investigate the behavior and performance of RF in diﬀerent update
strategies.
The remainder of the paper is organized as follows. In Section 2, we brieﬂy review
the RF and present the above-mentioned three learning strategies for incremental RF.
In Section 3, we describe the experimental data set and their results. Finally, we
conclude the paper in Section 4.

2

Incremental learning of Random Forest

Prior to presenting the algorithm for incremental learning of RF, we need to establish
some deﬁnitions and notations. An RF is represented as an ensemble of decision
tree classiﬁers f (x, θn ), where for the n-th tree, θn is a random vector containing the
stochastic elements of a tree and x is the set of features, which is also selected randomly.
All the instances of θ are independent of each other, but contain the same distribution.
We denote the entire RF as: F = {f1 , f2 , . . . , fN }.
A training dataset T contains (xij , yj ) pairs, where xij represents a list of feature
vectors and yj denotes the label or class value corresponding a feature vector. In a
multi-class classiﬁcation problem, y is in a set with y ∈ {1, 2, . . . , c}, where c is the
total number of class values.
To train an RF containing a number of trees N , bootstrap samples are drawn
from T . The bootstrap samples are obtained by sub-sampling with replacement of the
original T , while the remaining samples are called OOB. Parameter N is the number
of unpruned decision trees which are constructed using diﬀerent bootstrap samples
resulting to a RF. The Gini index is used as a measure to split the nodes of a tree, as
described in [9]. During classiﬁcation, each of the decision trees makes a class prediction
and the majority voting scheme is used to determine the prediction of the RF classiﬁer.
In the incremental learning of RF, the training data T is not completely provided

but on an incremental basis, such that T = {T1 ∪ T2 ∪ . . . ∪ TK }, where K is the
total number of updates for incremental training. In every update, a number of trees
of the existing RF are replaced by the trees trained using new data. The proposed
performance-based update strategy selects the trees based on their OOB error. If the
error is above a given threshold, the corresponding tree is trained with the bootstrap
samples from the newly arrived data. The performance-based update for incremental
learning of RF is described in pseudo-code in Algorithm 1.
Algorithm 1 Incremental learning of RF with performance-based update strategy
Given Tk , where k is the number of increments
Initial condition, Fk−1 = {f1 , f2 , . . . , fN }, where fn (x, θn ) : x ∈ Tk−1
for n=1 to N
compute OOB error for fn
if OOB error > Threshold
generate fn (x, θn ) : x ∈ Tk
return fn
next n
return Fk = {f1 , f2 , . . . , fN }
The performance-based update strategy for incremental learning of the RF is compared with two other strategies: all update and random update. In the all update
strategy, every time a new data Tk is given, an entirely new RF, Fk = {f1 , f2 , . . . , fN },
is generated. For given training data, this strategy is the same as generating an RF in
batch mode. In the random update strategy, a sub-set of trees from the existing Fk−1
is selected and replaced by the new trees trained with the new data Tk .
The strategies are chosen such that for the same data, we can compare the performance of the incrementally learned RF. In all three previously discussed strategies, it
is assumed that individual data samples are equally valid and important.

3

Experiment

The aim of the experiment is to analyze the behavior of RF upon diﬀerent incremental
learning strategies. We have used the original algorithm of Breiman [4] to generate an
RF. The RF contains hundred trees, N = 100, and the maximum depth of a tree is set
to 10. The number of features in the bootstrap training samples is chosen equal to the
square root of the number of features.
The incremental learning of RF involves a total of 10 updates, while every consecutive update uses a larger set of training data, incremented with a given amount.
For example, the initial RF is created using 10% of the training set, and the following
updates apply multiples of the initial data-set size.
In the random update strategy, the number of trees selected randomly for update
equals to one third of the total trees. Similarly, in the performance-based strategy, one
third of the total trees with the higher OOB errors are updated in every iteration.
Each incremental learning experiment is repeated 10 times, each time randomizing
the data set, to avoid bias in the classiﬁcation result due to data distribution. The
size of the testing and training data is kept almost equal by dividing the data set in
about half. We measure the average prediction accuracy on the test set, in terms of
classiﬁcation error, as a performance indicator of the RF.

Table 1: Characteristics of the test data set used in the experiment. The data are
obtained from the publicly available UCI repository [7].
Dataset
1. Mushroom
2. Letter
3. Segmentation
4. SatImage

3.1

# Features
22
16
20
36

#Classes
2
26
7
7

# Train Sample
4,000
10,000
1,155
3,217

# Test Sample
4,000
10,000
1,150
3,218

Test Data set

We have conducted our experiments using four publicly available data sets, all from
the UCI repository of Machine Learning Database [7]. The features of this data set
are summarized in Table 1. The data set represents multi-class and static stream data
from real cases. The data in the set “Mushroom” contain categorial value, while the
other sub-sets of the data contain only numerical values.

3.2

Results

The performance of the RF is compared with three incremental learning strategies: all
update, performance-based update and random update. The obtained results based on
applying the test data set are presented in Figures 1(a)–(d). The results are expressed
in terms of average classiﬁcation error and standard deviation in multiple runs, given
the randomized subsets of the same data set.
Figure 1 portrays that the classiﬁcation error of the initial RF for all three strategies
is about the same. This can be understood as all trees in the initial RF are created for
the ﬁrst time and the slight diﬀerence in their average classiﬁcation error and variance
is caused by the random selection of training data during bootstrap sampling. However,
as the number of updates increases, the behavior of the RF for the three strategies start
diverging. In all data sets, the RF with random update strategy results in the highest
error and its performance improvement is very slow, despite the increasing amount of
training data.
The RF with the all update strategy shows a fast decrease in the classiﬁcation error
until about the ﬁfth update (50% of the training data). In the succeeding updates,
the performance improves very slowly (see Figures 1(c)–(d)), or even stays at a stationary level (see Figure 1(b)). In case of the “Mushroom” data set (Figure 1(c)), the
classiﬁcation error of about 0% is achieved at 60% of the training set by both the all
update and the performance-based update strategies, so no further improvement can
be expected.
The RF with the performance-based strategy shows a gradual decrease of the classiﬁcation error (see Figures 1(b)–(d)). When compared to the all update strategy, it
shows a slower rate of decrease and higher variance, especially in early updates. However, both of the strategies perform similarly after 50% (Figures 1(b),(d)) and 60%
(Figures 1(a),(c)) of the training samples. In Figures 1(b)and(d), the error of the
performance-based strategy is even slightly lower than that of the all update strategy
at the last update.
The results on the test data sets show that the random update strategy does not improve the performance of a RF. The performance of the all update and the performancebased update strategies becomes comparable after some update iterations.
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Figure 1: Classiﬁcation error of the incremental learning RF in the testset given in
Table 1. Three incremental learning strategies are represented in diﬀerent colors and
symbols: all update in blue (), random update in green (◦) and performance-based
update in red (♢).

4

Conclusions

In this paper, we have developed and compared the incremental learning behavior RF
algorithm with performance-based update,all update and random update strategies. In
the performance-based update strategy, trees that perform poorly in OOB data are
replaced with trees trained with the new data. In the all update strategy, all the trees
are updated or the entire RF is regenerated as in oﬀ-line mode. In the random update
strategy, a randomly selected subset of trees are updated. We have applied the original
RF algorithm from Breiman [4].
We have tested our incremental learning RF in diﬀerent publicly available multiclass static streaming data sets. The results on the test data sets show that the random
update strategy improves the performance only slightly. The all update strategy shows
very fast improvement in the classiﬁcation accuracy within a few updates. However, the
performance of the all update and the performance-based update strategies becomes
comparable within a few iterations. The performance-based strategy shows a consistent
reduction of classiﬁcation errors, which becomes more evident after a higher number of
iterations. When comparing the computational complexity of the all update strategy
requiring training of all trees, and performance-based strategy requiring the training
of only a selected number of trees, the latter becomes a natural choice for applications.
In the paper we have considered only applications with static data streams. Therefore, the temporal importance of the trees in an RF is ignored. In applications such
as video tracking and classiﬁcation of stock data, where the underlying distribution of
data change over time, also the life span of a tree plays an important role. In such
cases, trees can be updated not only based on their performance but also based on
their age.
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Abstract

The lter bank multicarrier modulation (FBMC) is a transmission technique
better suited for new concepts such as dynamic access spectrum management
(DASM) and cognitive radio. It is used to improve the eciency of mobile radio and wireless communication networks, because it allows reaching a high data
rate and improving spectral eciency. The FBMC principle exploits the concept of better waveform localization in both time and frequency domains, unlike
orthogonal frequency division multiplexing (OFDM) which is well localized only
in time domain [1]. Accordingly, FBMC is a very similar concept as wavelet
communications.
In this paper we will present linear minimum mean square error (MMSE)
equalization for FBMC systems. We describe rst the FBMC structure implemented using oset quadrature amplitude modulation (OQAM). Then, we present
the MMSE per subchannel equalizer which takes into account the interferences
between the adjacent subchannels due to frequency selective multipath fading.
Next, we propose a sophisticated MMSE equalizer and some simulation results
are nally provided in order to assess and compare both approaches.
Keywords - Signal processing, Filter Bank Multi-Carrier, Oset Quadrature
Amplitude Modulation, MMSE equalizer.

1 Introduction
The FBMC [2] or the OFDM-OQAM [3] technique is described in the literature since
1995 mostly by academic researchers till recently. This multicarrier systems were proposed in 2006 to 3GPP-LTE∗ (see [4]) as an alternative to the OFDM technique with increased robustness to inter-carrier interference (ICI). The frequency behavior of FBMC
structure has signicant impact on the performances of wireless systems and their operational exibility. For FBMC systems, the channel on the frequency domain is divided
in several subchannels. Each of them is ltered using Nyquist lter [5] and it overlaps
just with its two adjacent subchannels. Then, if we want to reach the full capacity of
the transmission bandwidth avoiding at the same time interferences between neighboring subchannels, we use OQAM modulation. This type of modulation is the basis of the
lter bank technique and it's described on section (2). So FBMC seems to be the best
choice to replace OFDM systems without using cyclic prex and guard time interval.
Thus, this new technique will be the physical layer for future wireless communications
in order to approach the capacity limits of information transmission.
∗

3GPP-LTE: 3rd Generation Partnership Pro ject - Long Term Evolution, is the latest standard

in the mobile network technology tree that produced the GSM/EDGE and UMTS/HSPA network
technologies.

In section (2), we present the OQAM modulation and the structure of the lter bank
transmission technique. Then, we build on section (3) the MMSE equalization for such
systems. In section (4), we discuss the simulation results. Finally, the conclusion is
given in section (5).

2 The lter bank multicarrier structure
2.1

OQAM Modulation

For systems with separated subchannels on the frequency domain, such as OFDM (for
multicarrier systems see [6, 7, 8]), we can use dierent types of modulation [9]. But
for FBMC systems, if we work using simply QAM modulation we have to operate with
just even (or odd) subchannels to avoid interferences between the adjacent ones. Then,
the capacity of the transmission system will be reduced by a factor of 2. So in order to
reach the full capacity of FBMC system, we should operate with all subchannels using
a specic modulation called: Oset Quadrature Amplitude Modulation [10].
To ensure the orthogonality property between neighboring subchannels, we send
rst the real part of the data elements di with even indices and at the same time we
send the imaginary part of data elements with odd indices. Afterwards, we follow the
same process to send the second part of our complex symbols. Thus, we have to double
the transmission data rate of the system. So the real and imaginary parts of a data
element are not transmitted simultaneously like in the case of OFDM. But they are
separated by half symbol duration T /2.
2.2

Continuous time view of FBMC

Figure 1: The continuous time view structure of the FBMC/OQAM transmitter.
To describe the continuous time view of FBMC, we present rst the structure of
the transmitter side (see gure (1)). At the input of the FBMC system, we introduce
M data samples denoted sk . Each of these sequences is modulated using the OQAM
scheme. We separate rst the real and the imaginary parts of the symbol, and we

convolve with the half Nyquist lter. Then, the imaginary part sIk is delayed by a half
symbol duration to the real part sRk . Next, to avoid interferences between adjacent
subchannels we multiply even data elements by j . Finally, we apply a frequency delay
of ∆f = 1/T by multiplying all subchannels by a complex exponentials ej2π(k−1)∆f t ,
where k represents the subchannel index. The orthogonality property is then ensured
between the M subchannels. Thus, we send the global signal through the channel to
the receiver side.
At the receiver side, the purpose is to recover the signal sent from the transmitter.
We multiply rst the received signal by the following exponentials e−j2π(k−1)∆f t in
order to eliminate the frequency shift and then generate the M subchannels. Next, we
multiply the even data elements by −j . Afterwards, we apply the OQAM demodulation
and the convolution with the second half Nyquist lter. Finally, we sample at nT in
order to recover the data elements we call sbk . The dierent types of interferences we
can expect on our FBMC system are the following:
I
 Interferences between the two sequences sR
k and sk .

 ISI (Inter-Symbol Interference) : Interferences between successive values of sR
k or
I
sk in the time domain.
 ICI

(Inter-Carrier Interference) : Interferences between the M subchannels.

Thanks to the OQAM modulation, both real and imaginary parts of our complex
symbol are decoupled. Accordingly, we have no interferences between the two sequences
I
sR
k and sk .
The convolution with the two half Nyquist lter is equivalent to the convolution with
the golbal Nyquist lter wich is used to avoid the inter-symbol interferences. Because
this kind of lters satises the following relation:
si n = 0
si n 6= 0
Where T represents the symbol duration. Then, we sample at nT in order to recover just the concerned symbols without the inuence of the neighboring subchannels.


h(nT ) =

1
0

For ICI in the case of FBMC systems, we have an overlaping just between neighboring subchannels. And due to the OQAM modulation, this overlap causes no interferences between subchannels.
2.3

FBMC digital implementation

In order to evaluate the potential of FBMC systems, we implement this new transmission technique using the scheme described at the gure (2). First, we apply the OQAM
modulation to the data samples sk . We upsample the data sequence by 2 in order to
delay the imaginary part by half symbol duration to the real part. Next, we upsample
by M/2 and we convolve the data elements with the half Nyquist lter which is sampled
at T /M . Accordingly, the variable t representing the continuous time will be replaced
by nT /M . That's why the exponentials expression, ensuring the orthogonality property between the M subchannels, is expressed as follow: ej2π(k−1)∆f nT /M = ej2π(k−1)n/M ;
with ∆f = 1/T . Afterwards, we send the total signal of all data elements through the
channel after conversion from Base Band (BB) to Radio Frequency (RF).

Figure 2: The digital implementation scheme of the FBMC/OQAM transmitter.
On the other side, we generate rst the M subchannels using complex exponentials
e
and we multiply even sequences by −j . Next, we convolve with the
half Nyquist lter and then we downsample by M/2. Finally, we apply the OQAM
demodulation to recover the data samples.
−j2π(k−1)n/M

3 MMSE equalizer for FBMC systems
In this third section, we present two dierent ways to compute the MMSE equalization
for the FBMC modulation scheme. The purpose of the equalization is to recover the
signal transmitted through a channel, by reducing intersymbol interference (ISI) and
inter-carrier interference (ICI). For FBMC systems, we build the equalizer without inserting any redundancy in the sense of cyclic prex (CP) or guard time interval unlike
OFDM systems. We can use the one tap equalizer if we assume that the channel is
approximately frequency at for each subchannel. But this type of equalization does
not give good performance in the case of highly frequency selective channels. Thus,
another kind of equalizers is needed.
The MMSE equalization for the FBMC/OQAM systems has been studied and presented by several papers. For example, a frequency sampling equalizer is presented by
the authors of the article [11]. In this section, we describe rst an MMSE equalizer
which takes into account ISI and ICI caused by the neighboring subchannels. This
kind of equalization is well explained in the articles [12, 13, 14, 15]. Afterwards, we
propose a more sophisticated MMSE equalizer that gives better results.
3.1

MMSE per subchannel equalizer

The linear MMSE equalizer minimizes the mean square error signal. This error is calculated from the received signal after equalization minus the transmitted one. In order
to build and implement the MMSE equalizer, we have to build rst a real matrix model
per subchannel for our FBMC system.
As described in gure (3), the input data sample is represented by the complex
matrix a(M ×N ) . M is the subchannels number and N is the number of transmitted
symbols per subchannel. First, we apply a complex to real operation (C2R) in order

Figure 3: The FBMC/OQAM transmission scheme used for MMSE equalization where
w denes the equalizer.
to obtain a real matrix d(M ×2N ) which has double size of a. Because each complex
symbol gives rise to two real symbols: the real and the imaginary part are then separated. Accordingly, the data vector transmitted at the kth subchannel is denoted dk .
Its size equals 2N and it is considered as the input of the real matrix model per subchannel. After the C2R step, we multiply alternately the dk elements by j to build
the OQAM structure. We multiply also the even lines by the complex number j to
avoid interferences between neighboring subchannels. We upsample by M/2 and we
convolve with gk [n] which represents the half Nyquist lter combined with complex
exponentials ej2π(k−1)n/M used to ensure orthogonality property. h[n] is the channel
impulse response and z[n] is the noise vector.
At the receiver side, we convolve rst with fk [n] which is the second half Nyquist
lter combined to complex exponentials e−j2π(k−1)n/M in order to generate the M subchannels. We downsample by M/2 and then we apply the MMSE equalizer represented
by the matrix wk . So d˜k is the recovered data vector after equalization and yk is the
data vector before equalization. The purpose is to build a real matrix model per subchannel in order to implement the MMSE equalizer. We denote Gk,k our matrix model
for subchannel k that links the input data sample dk with yk just before equalization,
then we have:
yk = Gk,k dk + n
(1)
The size of yk is equal: L = (((M N + Lf − 1) + Lch − 1) + Lf − 1) M2 . Its includes
respectively M N the data vector after upsampling dk by M/2, the convolution with the
half Nyquist lter with a size Lf , the convolution with the channel impulse response
with a size Lch , the convolution with the second half Nyquist lter and nally the
downsampling by M/2. n is the noise vector. Gk,k is a complex matrix, so to obtain
real matrix model we separate the real and the imaginary parts as follow:

 



<(yk )
<(Gk,k )
<(n)
=
d +
=(yk )
=(Gk,k ) k
=(n)

(2)

then:

y k = Gk,k dk + n
(3)






<(yk )
<(n)
<(Gk,k )
where y k =
,n=
both with a size (2L × 1), and Gk,k =
=(yk )
=(n)
=(Gk,k )
with a size (2L × 2N ). Now we can build the MMSE equalizer basing on the following

expression:

H

H

wk = (Gk,k Rn−1 Gk,k + Rd−1 )−1 Gk,k Rn−1

(4)

where Rd = σd2k I(2N ×2N ) , σd2k is the variance of dk .
According to this model, we consider the inuence of the two neighboring subchannels as an additive noise. Then we have:
H
H
(5)
Rn = σz2 I(2L×2L) + σd2k−1 Gk,k−1 Gk,k−1 + σd2k+1 Gk,k+1 Gk,k+1
σz2 is the variance of the additive Gaussian noise z . Gk,k−1 and Gk,k+1 are two real
matrix that links the output y k with respectively dk−1 and dk+1 .
Finally, to recover the input data vector dk , we apply wk to y k and we obtain the
equalized vector d˜k .
d˜k = wk y k
(6)
3.2

Sophisticated MMSE 3-subchannels equalizer

In this section, we propose a sophisticated MMSE equalizer that compensates for ICI
more eciently. Because, for the MMSE equalizer presented at the previous section,
the inuence of the neighboring subchannels is considered as an additive noise and
some interferences still remain. So, the idea is to build an MMSE equalizer considering
three adjacent subchannels at the same time in order to evaluate the middle one.
First, we build the matrix model expressed as follow:
 



Gk−1,k−1 Gk−1,k Gk−1,k+1
yk−1
dk−1
 yk  =  Gk,k−1
Gk,k
Gk,k+1   dk  + z
yk+1
dk+1
Gk+1,k−1 Gk+1,k Gk+1,k+1

(7)

and we rewrite this expression:
Yk = Hk Dk + z
(8)




Gk−1,k−1 Gk−1,k Gk−1,k+1
yk−1
dk−1
Gk,k
Gk,k+1 
where Yk =  yk 
, D k =  dk 
, Hk =  Gk,k−1
yk+1 (3L×1)
dk+1 (6N ×1)
Gk+1,k−1 Gk+1,k Gk+1,k+1 (3L×6N )
and Gi,j is the matrix model that links the output yi to the input data sample dj . z is




the additive white Gaussian noise (AWGN). Afterwards, we separate the real and the
imaginary part in order to obtain a real matrix model:
Y k = H k Dk + z
(9)







<(Yk )
<(z)
<(Hk )
such as: Y k =
,z=
both with a size (6L × 1), and H k =
=(Yk )
=(z)
=(Hk )
with a size (6L × 6N ).
Next, we build the MMSE equalizer by minimizing the mean square error E[|e|2 ] =
E[|Dk − D̃k |2 ]:
H
−1 −1 H −1
) H k Rz
(10)
wk = (H k Rz−1 H k + RD

where,

2
 RD = σD
I
, σD2 k is the variance of Dk .
k (6N ×6N )

 Rz = σz2 I(6L×6L) , σz2 is the variance of the additive Gaussian noise.

Finally, we apply the MMSE equalizer and we recover d˜k from the data elements
vector D̃k obtained after equalization:
D̃k = wk Y k

(11)

4 Simulation results

Figure 4: Comparaison of equalizers. BER versus Eb /N0 .
After building the MMSE equalizers, we perform the bit error rate (BER) measure.
We send, through a frequency selective channel, N = 4 symbols per subchannel using
an FBMC system consisting of M = 16 subchannels and 4 − QAM modulation. The
half Nyquist lter length equals L = KM such as K = 4 is the overlapping factor.
Thus, we can assess and compare the performance of the dierent equalizers. We
represent also the BER curve of the one tap equalizer.
As presented in gure (4), we notice that the two MMSE equalizers provide exactly the
same performance at low signal-to-noise ratio (SNR). But when SNR becomes higher,
we observe that the two MMSE curves diverge gradually and the sophisticated MMSE
equalizer outperforms the other one. According to this result, it can be seen that the
proposed equalizer is interesting if we work at high SNR.

5 Conclusion
We have presented rst on this paper the lter bank multicarrier transmission scheme:
the oset quadrature amplitude modulation, the continuous time view of FBMC and
the digital implementation structure. Afterwards, we have described the MMSE equalizer per subchannel used for FBMC systems. Then, we have proposed a sophisticated
MMSE equalizer based on three neighboring subchannels at the same time in order to
evaluate the middle one. After building this equalizer, we have performed the BER
measure to compare it with the MMSE equalizer presented in [13]. Accordingly, we
have noted that the proposed equalizer gives better performances.
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Abstract—To improve the performance of a DVB-S2 communication channel, it is necessary to remove the non-linear
interferences induced by the power amplifier. Due to the presence
of filters in the channel, this non-linear interference is also
interference with memory. One of the most used techniques
to cancel out the interferences in this case is the order p
compensation. The order p compensation can be mathematically
described as a recursive algorithm. The non-linear interference
is supposed to be smaller after each step of the algorithm.
However this is not always the case and it is necessary to
define upper bounds on the system to ensure convergence of the
algorithm. Upper bounds were already defined for general nonlinear systems, but are however very inaccurate for the case of a
DVB-S2 communication channel. In this paper, we will present
two new methods to refine these upper bounds.

I. I NTRODUCTION
To answer the ever increasing demand for capacity required
by the new user applications, a second generation standard
(DVB-S2) has been issued by the European Telecommunications Standards Institute for the physical layer of satellite
broadband communications[2]. The waveform is built based on
two complementary concepts: performance and flexibility[3].
High order modulation formats up to 32 states Amplitude
Phase Shift Keying (APSK) are used in combination with
Low-Density Parity Check (LDPC) codes while the modulation order and coding rate can be adjusted on a frame-byframe basis according to the propagation channel conditions
(adaptive coding and modulation). The design of traditional
non-adaptive communication systems is usually made based
on a worst case scenario: the link is dimensioned with
safety margins to ensure the service availability even in deep
fades caused by atmospheric effects. DVB-S2 can achieve a
significant capacity increase on the average compared with
DVB-S (30% increase is often mentioned) by reducing the
safety margins and adapting the modulation format and coding
rate to the propagation channel conditions. Unfortunately the
resulting system becomes much more sensitive to the physical
layer impairments.
One of the main physical layer impairment is the non linearities induced by the power amplifier. The higher order modulations (16-APSK and 32-APSK) in a DVB-S2 communication
channel require high carrier-to-noise ratio, which involves that

the power amplifier aboard the satellite is driven close to
its saturation point. In this region, and assuming a narrow
band signal, the power amplifier is a nonlinear device without
memory. The combination of this non linear device with linear
filters present in the channel introduces non linear interference
in the system. This interference can lead to a severe decrease
of the performance of the system and has to be removed by
(non-linear) pre-distortion or equalization.
The Volterra model is an common and easy mathematical tool
to describe a non linear system with memory. Based on this
model, two methods have been developed to cancel out the
non-linear interference. The first method minimizes the mean
square error between the input and the equalized symbols [4].
The second method, called the order p compensation, cancels
out the interference of order lower than or equal to p [5].
The higher order remaining interference is supposed to be
negligible.
This paper will focus on the convergence of the order p
compensation. To ensure convergence of this method, upper
bounds on the amplitude of the input signal were derived in
[6] and [7] for the general case of a non-linear system. These
upper bounds are however far too pessimistic for the case of
the satellite communication channel. In this paper, we will
investigate how to refine the convergence bounds in the case
of the satellite communication channel.
II. S YSTEM MODEL
Figure 1 shows the channel model of a classical transparent
broadcast system. The system is composed of three parts: the
ground station, the satellite and the satellite terminal. The
elements differing from a traditional terrestrial communication
channel are the elements aboard the satellite. The IMUX
filter is a filter aboard the satellite selecting the frequency
band the power amplifier will amplify. The OMUX filter will
eliminate the out-of-band components produced by the power
amplifier[8].
The Volterra model is a common and easy tool to describe
nonlinear systems. It gives a relation between its input symbols
x(n) and its output samples y(n) based on Volterra kernels
Hi (n1 , n2 , ...n2m+1 ), as represented in Figure 2. The case of a

Satellite
IMUX

PA

be shown that the presence of odd orders only comes directly
from the baseband representation [10]. Finally the non linear
system is here not recursive.

OMUX

III. T HE ORDER p COMPENSATION

Ground station
x(n)

Satellite terminal

Shaping
filter

Fig. 1.

x(n)

Based on the Volterra model, different approaches have
been proposed to cancel out the interferences in a general
non linear system. The order p inverse allows to cancel out
the interferences up to order p. However it will increase the
higher-order interference, which is hopefully less significant
than the cancelled lower-order interference. We can highlight
the linear term in equation (1) and rewrite it as:

Receiver
filter

y(n)

DVB-S2 system model

H1 (n1 ), H3 (n1, n2, n3),

y(n) = H1 (n) ⊗ x(n) + θ(x(n))

where ⊗ is the convolution operator. We define the operator
θN L as a Volterra system containing the higher-order terms of
y(n):

y(n)

H5 (n1...n5)...

Fig. 2.

(4)

θN L (x(n)) =

The Volterra model

∞
X

X

Hm (n1 , ..., n2m+1 )X(n1 ...n2m+1 )

m=2 n1 ...n2m+1

(5)
non-linear satellite communication channel has been described
in [9]. The Volterra system is in this case given by:
y(n) =

∞
X

X

Let P1 (n) be a linear filter such that:
H1 (n) ⊗ P1 (n) = δ(n)

H2m+1 (n1 , n2 , ...n2m+1 )

m=1 n1 ,n2 ...n2m+1

where we defined:

(6)

where δ(n) is the Dirac pulse. Let us define respectively
X(n − n1 , n − n2 ....n − 2m + 1) u(n) and v(n) the input and the output of the inverting
system and w(n) the output of the global system. The channel
(1)
distortion can be compensated on the transmitter side (predistortion) or on the receiver side (equalization).The two cases
are respectively illustrated on Figures 3 and 4. Since p is

X(n − n1 , n − n2 ....n2m+1 ) =

x(n − n1 )...x(n − nm+1 )x(n − nm+2 )∗ ...x(n − n2m+1 )∗ .
(2)

In equation (1), the sums on the indexes n1 , n2 ...n2m+1
have to be taken from −∞ to ∞.
Defining a the convolution of the shaping filter with the
IMUX filter, b the convolution of the OMUX filter with the
receiver filter, both sampled at the symbol rate and γi the
coefficients of the (complex) Taylor series expansion of the
power amplifier function, we can show that:

I(n) = u(n)

I(n) = x(n)

I(n) = u(n)

I(n) = x(n)

P

x(n) = v(n)

H

y(n) = u(n)

HFig. 3.

P

H

E
Pre-distortion

x(n) = v(n)

y(n) = u(n)

Fig. 4.

H

E

y(n) = w(n)

v(n) = w(n)

y(n) = w(n)

v(n) = w(n)

Equalization

odd, we can rewrite it as: p = 2q + 1. The order p inverse
applied to satellite communication is obtained by calculating
∞
m+1
2m+1
X
Y
Y
{a(−m)
b(m − ni )
b(m − nj )} the following recursive sequences.

H2m+1 (n1 , n2 , ...n2m+1 )
= γ2m+1

m=−∞

i=1

j=m+2

(3)
The linear memory of the channel is included in the terms
H1 (n1 ) with n1 6= 0 while all the terms H2m+1 (n1 ...n2m+1 )
contain the non linear interferences. There are three aspects
which are specific to the considered non linear model compared to the most general non linear systems. Firstly, we only
have odd powers of nonlinearities in the sum. Secondly, we
have to take the complex conjugate of the last m symbols in
a term which consists of a product of 2m + 1 symbols. It can

v1 (n) = P1 (n) ⊗ u(n)

(7)

v2q+1 (n) = v1 (n) − P1 (n) ⊗ θ(v2q−1 (n))

(8)

It can be easily shown that we can write
w1 (n) = x(n) + T3 (n)

(9)

T3 (n) is a term of order larger or equal to 3. More generally:
wp (n) = x(n) + T2q+1 (n)

(10)

IV. C ONVERGENCE OF THE ORDER P COMPENSATION
In [7] and [8] it is shown that for a general non linear system, |Tp (n)| converges to zero for p → ∞ if the input power
is smaller than an particular upper bound, which depends on
the system. We will here inverse the reasoning by looking
for which systems the order p compensation converges given
the input signal power(i.e. for a constant input backoff). From
equation (7), we have:
T2p+1 (n) = P1 (n) ⊗ [θ(x(n)) − θ(x(n) + T2p−1 (n))] (11)
The convolution of the linear filter P1 (n) with the Volterra
system θ(n) is a Volterra system θ2 (n) containing the higherorder terms of a Volterra system H22m+1 (n1 ..n2m+1 ) defined
by the following parameters:
b2 (n) = b(n)
γ2i = γi
(12)
Writing the Volterra coefficients of the system θ2 (n) as
H22m+1 (n1 , ..., n2m+1 ), we can write:
T2p+1 (n) = θ2 (x(n)) − θ2 (x(n) + T2p−1 (n))
∞
X
X
=
H22m+1 (n1 ...n2m+1 )Ep−1 (1, ..., 2m + 1)
m=2 n1 ...n2m+1

(13)
where we defined:
2m+1
Y
i=1
2m+1
Y

x(n + n2i+1 )(∗) −

(x(n + n2i+1 ) + T2p−1 (x(n + n2i+1 )))(∗) .

This method supposes that in the worst case, all
terms from equation (14) constructively interfere. Since
|φp (n1 ...n2m+1 )|=1, we have:
|Tp+1 (n)|∞ =

∞
X

X

m=2 n1 ...n2m+1

|K2p2m+1 (n1 ...n2m+1 )|

B. The improved worst case method
This method is similar to the previous one. The upper bound
is however more accurate thanks to the following observation:

∞
X

p
K2m+1
(n1 ..)

X

where destructive interference can occur. For the terms which
do not satisfy any condition Ci , we suppose that they all can
constructively interfere. Taking the following notation:
S¯p =

∞
X

X

p
|K2m+1
(n1 ..)|

m=2 n1 ...n2m+1
Assuming that |T2p+1 (n)| is maximum when
Ci f alse ∀ i
|Ep−1 (n1 ...n2m+1 )| is maximum, we can write equation (12)
We finally have:
as:
X p
∞
X
X
¯p +
p
|T
(n)|
≤
S
|Si |
p+2
∞
T2p+1 (n) =
K22m+1 (n1 ...n2m+1 )φp (n1 ...n2m+1 )

(21)

(22)

i

m=2 n1 ...n2m+1

(15)
where we defined :
φp (n1 ...n2m+1 ) = e(j × 6 (Ep−1 (n1 , ..., n2m+1 ))

(20)

m=2 n1 ...n2m+1
Ci true

(14)

(∗) meaning that we have to take the complex conjugate
if i > m
2 . We can notice that we can calculate T1 (n) in
equation (12) by taking Ep−1 (1, ...2m+1) = X(1, ...2m+1).

(19)

This is due to the structure of equation (13): a term multiplied
by its complex conjugate is always real, so that the phase
of the multiplication is independent of the term itself. If
K2p2m+1 (ni , nj , nj ...nj ) and K2p2m+1 (ni , nk , nk ...nk ) are of
opposite signs, constructive interference can not occur between
the two corresponding terms in equation (14). Let A be the first
m+1 input indexes of φp (n1 ...n2m+1 ) and B the last m input
indexes. Defining the condition Ci as true if
1) one element of A is equal to i
2) the m remaining elements in A have at least one equal
element in B and vice versa.
i varies between −∞ and ∞. It should be noticed that two
different conditions Ci and Cj can never be met at the same
time. We can now write equation (14) as:
Sip =

i=1

(18)

It is very easy to calculate the upper bound of |Tp+1 (n)| with
this method, but this upper bound is also quite pessimistic.

φp (ni , nj , nj ...nj ) = φp (ni , nk , nk ...nk )

a2 (n) = P1 (n) ⊗ a(n)

Ep−1 (n1 , ..., n2m+1 ) =

A. The worst case method

(16)

The difference with the first method is that destructive interference can occur in Sip , resulting in a closer upper bound.
C. Statistical method

Supposing that the coefficients K2p2m+1 (n1 ..n2m+1 ) have
a memory of length M, which means that it depends on
p
M input variables, K2p2m+1 (n1..n2m+1 ) will be a sum of
K22m+1 (n1 ..n2m+1 ) = H22m+1 (n1..n2m+1 )|Ep−1 (1...2m + 1)|∞P
k
(2n−1)
coefficients, where k is the order of the
n=1 M
(17)
non-linearities. Constructive interference between all terms
We will investigate 3 different methods to derive an accurate is only possible in very particular situations. For example, if
the terms of K2p2m+1 (n1..n2m+1 ) are real and positive, all
upper bound of T2p+1 from equation (14).
and:

terms in equation (14) will constructively interfere if and
only if all terms E(n1 ...n2m+1) have the same phase. In the
considered satellite transmission context, the coefficients will
never show such a structure. The shaping and the receiver
filters have an impulse response with positive and negative
coefficients, so that the filters a(n) and b(n) have also an
impulse response with positive and negative coefficients.
Moreover, the coefficients of the Taylor expansion of the
power amplifier do generally no have the same phase. By
considering equation (2), it follows therefore that it is very
unlikely that all terms constructively interfere. Based on this
observation, we propose now a more accurate upper bound
for Tp+1 (n).

Since we suppose the outcomes of φ(p) independent, we have:
∞
X

2

σ (Gi (n)) =

X

m=2 n1 ...n2m+1
ti
k

+

∞
X

X

∞
X

X

|K22m+1 (n1 ...n2m+1 )|2 µ(φ2p )

<|K22m+1 (n1 ...n2m+1 )|<ti k

K22m+1 (n1 ..)K22l+1 (l1 ..)∗ µ(φp )2

m=2 n1 ...n2m+1 l=2 l1 ..l2m+1
∞
X
X

−|

K22m+1 (n1 ...n2m+1 )µ(φp )|2

m=2 n1 ...n2m+1

(28)

In the second line of the equation, the summation does not
contain the terms where l = m and n1 = l1 ...n2m+1 = l2m+1 .
Therefore, we will not assess the possible contribution of We see that the second and third lines will always give a
each coefficient to |Tp+1 (n)|∞ , but the contribution of the negative result, except if µ(φp )2 is equal to 0. This is the case
sum of many coefficients having approximately the same if φp is an even function. µ(φ2p ) is maximum and is equal
magnitude. We will therefore rewrite equation (14) as:
to 1 if φp takes only two different values with an opposite
phase (for instance if φp takes the values ±1). Therefore, the
N
X
T2p+1 (n) =
Gi (n)
(23) distribution which1 maximizes Gi (n) is φp (n1 ...n2m+1 ) = ±1
with probability 2 each. In this case, we have:
i=1
P∞ P
σ 2 (Gi (n)) = m=2 n1 ...n2m+1 |K22m+1 (n1 ...n2m+1 )|2
where Gi (n) is defined as:
ti
k < |K22m+1 (n1 ...n2m+1 )| < ti k
P∞ P
(29)
Gi (n) = m=1 n1 ,... K22m+1 (n1 ...n2m+1 )φp (n1 ...n2m+1 )
ti
<
|K
(n
...n
)|
<
t
k
2
1
2m+1
i
2m+1
k
We have seen that the mean and the variance of Gi (n)
(24) are maximum for different distributions of φ . Using these
p

where ti is a positive real number, ki is a positive real number
larger but close to 1, and ti = ti−1 k 2 . The number of terms
in Gi is denoted by Ni . We want now to calculate |Gi |∞ .
We will therefore consider the φp (n1 ...n2m+1 ) as independant
random variables. Since the elements of a group Gi have
approximately the same amplitude, we can use the central limit
theorem which tells us that the sum of random variables with
the same probability distribution tends towards a Gaussian
random variable. If Ni is large enough, Gi is thus a Gaussian
variable for which we will now calculate an upper mean and
an upper variance. Using the linearity of the mean operator,
we have:
P∞ P
µ(Gi (n)) = m=2 n1 ...n2m+1 K22m+1 (n1 ...n2m+1 )µ(φp )
ti
k < |K22m+1 (n1 ...n2m+1 )| < ti k
(25)
The probability distribution maximizing µ(φp (n1 ...n2m+1 ))
is a constant distribution. Taking for examples all terms
φp (n1 ...n2m+1 )) equal to 1, we have:
µ(Gi (n)) =

∞
X

X

V. N UMERICAL RESULTS
A. Parameters choice
We chose the following system parameters for the simulation. The modulation is the highest order modulation specified
in the DVB-S2 standard: 32-APSK. We define µ(|I(n)2 |) = 1
and the maximum amplitude of the symbols is equal to
1.28. The shaping and receiver filters are root-raised-cosine
filters, with a roll-off factor varying from 0.05 to 0.35. The
IMUX and OMUX filters are Butterworth filters with a cut-off
frequency of 35MHz. The bandwidth of the signal is 32 MHz.
We consider a 3rd order power amplifier with the following
relation between the input and the output:
y(n) = x(n) + 0.2x(n)|x(n)|2 .

K22m+1 (n1 ...n2m+1 )

m=2 n1 ...n2m+1

(26)
The variance of Gi (n) is similarly calculated. Knowing that:
σ 2 (Gi (n)) = µ(|Gi (n)|2 ) − |µ(Gi (n))|2

values will however give us an upper bound for |Gi (n)|∞ . As
discussed before, if Ni is large enough, Gi (n) has a Gaussian
distribution and we can calculate |Gi (n)|∞ for instance with
95% certainty. For the group with few elements (for example
less than 10 elements), we can still use formulas similar to
(17) or (21) to calculate |Gi |∞ . Finally, |T2p+1 (n)|∞ can be
calculated by summing the different |Gi |∞ .

(27)

The first step to compensate the non-linearities of the system
is to calculate the linear filter z(n) inversing the linear part of
the channel, which is the convolution of the shaping filters,
the IMUX and the OMUX filter. From there, we calculate
a(n) which is the convolution of z(n), the shaping filter
and the IMUX filter, while b(n) is the convolution of the
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OMUX filter with the receiving filter. From equation (2) and
(16), we can calculate the coefficients K203 (n1 , n2 , n3 ). From
there, we calculate T1 (n) with the 3 different methods. This
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the roll-off, what is not the case for the 3 theoretical methods.
We can explain this from the impulse response of b(n), and
more particularly from the impulse response of the rootraised-cosine filter. For a lower roll-off, the side lobes of the
impulse response are more significant compared to the main
lobe. Therefore, the system contains more non-linearities,
but they are spread over more coefficients (more memory
in the system). As discussed before, these non-linearities do
not always constructively sum up, as supposed in method 1
and 2. Therefore, method 3 is a much better approximation
for lower roll-offs. However, method 3 is still larger than
the experimental results. As discussed before, this is for 2
reasons: we estimate |Gi (n)|∞ with a probability of 90%
that the real value is lower and we calculated the mean and
the variance of Gi (n) in two different cases giving the worst
case values for both. For larger roll-off, the non-linearities
are spread over few coefficients, so that in that case method
1 and 2 give relatively better estimation of |T1 (n)|∞ than in
the case of lower roll-offs.
We will now calculate |Tp (n)|∞ , with p > 1, for a roll-off
equal to 0.25. We supposed in equation (14) that |T2p+1 (n)| is
maximum when all terms |Ep−1 n1 ...n2m+1 )| are maximum.
For p=1, Ep−1 (1, ...2m + 1) = X(1, ...2m + 1) so that all
terms |Ep−1 (n1 ...n2m+1 )| are effectively maximum if the
input symbols have a maximum amplitude. For p > 1,
|Ep−1 (n1 ...n2m+1 )| is calculated by equation (13) and it is
very unlikely that all the terms are maximum. If we applied
equation (14), the 3 methods will predict that the order p
compensation do not converge in this case. Experimental
results however show the opposite. Therefore, we will calculate |T2p+1 (n)|∞ with the statistical method supposing that
|Ep−1 (n1 ...n2m+1 )| = µ(|Ep−1 (n1 ...n2m+1 )|). The result is
given at Figure 6 up to order 7. We see that the statistical
method gives a good approximation of |T2p+1 (n)|∞ . By
supposing |Ep−1 (n1 ...n2m+1 )| = µ(|Ep−1 (n1 ...n2m+1 )|), we
did not consider the worst case scenario, but the ”mean case”

scenario. However, the statistical method will give a quite
pessimistic upper bound for the given |Ep−1 (n1 ...n2m+1 )|.
Therefore, the predicted |T2p+1 (n)|∞ are close to the simulations.
VI. C ONCLUSION AND FUTURE WORK
We have seen that the improved worst case method provides
a more accurate upper bound than the initial worst case method
for the residual error of the non-linear equalizer. The statistical
method is still pessimistic, but gives better results than the
worst case methods, especially for systems with a large
memory. We also saw how to approximate |T 2p + 1(n)|∞.
However, a better statistical model of |E(p−1 n1 ...n2m+1 )|)
needs to be done, so that the statistical method will predict an
upper bound of |T2p+1 (n)|∞ instead of an approximation.
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Abstract
A Peak to Average Power Ratio (PAPR) reduction method is proposed that
exploits the precoding or beamforming mode in WiMAX. The method is applicable to any OFDM/A systems that implements beamforming using dedicated
pilots which use the same beamforming antenna weights for both pilots and data.
Beamforming performance depends on the relative phase shift between antennas
but is unaffected by a phase shift common to all antennas. PAPR, on the other
hand, changes with a common phase shift and this paper exploits that property.
An effective optimization technique based on Sequential Quadratic Programming
(SQP) is proposed to compute the common phase shift. The proposed technique
has several advantages compared to traditional PAPR reduction techniques in
that it does not require any explicit side-information and has no effect on power
and bit-error-rate (BER) while providing better PAPR reduction performance
than most other methods.

1

Introduction

Many recent wide-band digital communication systems use a multi-carrier technology
known as orthogonal-frequency-division-multiplexing (OFDM), where the band is divided into many narrow-band channels. Orthogonal-frequency -division-multi-access
(OFDMA) is a similar technique but the bands can be occupied by different users.
Although OFDM and OFDMA have many benefits contributing to its popularity,
a well known drawback is that the amplitude of the resulting time domain signal varies
with the transmitted symbols in the frequency domain. If the maximum amplitude of
the time domain signal is large, it may push the amplifier into the non-linear region
which creates many problems that reduce performance. A common practice to avoid
this peak-to-average-power-ratio (PAPR) problem is to reduce the operating point of
the amplifier with a back-off margin. It is desirable to have a minimum back-off margin
since operating the amplifier below full power reduces the range of the system as well
as the efficiency of the amplifier.
PAPR reduction is a well-known signal processing topic in multi-carrier transmission and large number of techniques have been proposed in the literature during the
past decades. These techniques include amplitude clipping and filtering, coding, tone
reservation (TR) and tone injection (TI), active constellation extension (ACE) and

multiple signal representation methods such as partial transmit sequence (PTS), selected mapping (SLM) and interleaving [1]. The existing approaches differ in terms of
requirements and restrictions they impose on the system.
WiMAX mobile devices (MS) are commercially available and for the system to
work, both mobile devices and basestations need to adhere to the WiMAX standard.
Hence, it is not possible to modify the basestation transmission technique if it makes
the transmission non-compliant to the standard since existing MS would not be able to
decode the transmissions correctly. For example, phase manipulation techniques such
as PTS and SLM , which require coded side information to be transmitted would not
be compatible to the standard.
Each of the existing techniques is associated with a cost in terms of bandwidth
or/and power. The proposed technique in this paper does not require additional bandwidth nor power while delivering equal or better PAPR reduction gain compared to
other existing methods. The proposed algorithm makes use of the antenna beamforming weights and dedicated pilots at the transmitter [2]. It reduces the PAPR by
modifying the cluster weights in the WiMAX data structure in a manner similar to the
PTS method [1]. The main benefits of the proposed technique are:
• It preserves the transmitted power by adjusting only the phase of the beamforming weights per cluster.
• No extra side information regarding the phase change needs to be transmitted
due to the property of dedicated pilots.
• Not sending the phase coefficients allows for arbitrary phase shifts instead of a
quantized set such as used for PTS.
• A novel search algorithm based on gradient optimization to find the optimum
cluster weights phase shifts.
The following presentation focuses on WiMAX but the same technique applies to any
OFDM/OFDMA system that uses a concept similar to dedicated pilots and does not
explicitly announce the multiplied weights to the receiver.

2

System Model

Consider an OFDM system, where the data is represented in the frequency domain.
The time domain signal s(n), n = 1, 2, . . . , N , where N denotes the FFT size is calculated from the frequency domain symbols D(k) using an IFFT [2]. Note that the
frequency domain signal D(k) typically belong to QAM constellations. In the case of
WiMAX; QPSK, 16QAM and 64QAM constellations are used. The metric that will be
used to measure the peaks in the time-domain signal is the peak-to-average-power-ratio
(PAPR) which is defined as
N −1
max
2
j2πkn
1 X
0≤n≤N −1 |sn |
D(k)e N , P AP R =
.
(1)
s(n) = √
E{|sn |2 }
N k=0
Although not explicitly written in (1), it is well known that oversampling is required
to accurately capture the peaks. In this paper, an oversampling of four times is used.
The WiMAX protocol defines several different DL transmission modes, of which the
DL-PUSC mode is the most widely used and is the focus here. The minimum unit of
scheduling a transmission is a sub-channel, which here spans multiple clusters. For a
10MHz system there are a total of 60 clusters. A sub-channel is spread over eight or
twelve clusters of which only two or three data sub-carriers from each cluster are used.
The sub-channel carries 48 data symbols.∗ The WiMAX standard further specifies
∗

For example, logical sub-channel zero uses two data sub-carriers from twelve clusters over two
OFDM symbols to reach 48 data symbols.

Figure 1: Structure of DL-PUSC permutation in WiMAX, where the transmission bandwidth is divided into 60 clusters of 14 sub-carriers over two symbols
each. Each cluster contains four pilots
and 24 data symbols.
two main modes of transmitting pilots; Common pilots and Dedicated pilots. Here,
dedicated pilots allow per-cluster beamforming since channel estimation is performed
per-cluster while for common pilots channel estimation across the whole band is allowed. The presentation so far has ignored a practical detail of guard bands which
are inserted to reduce spectral leakage. In WiMAX a number of sub-carriers in the
beginning and the end of the available bandwidth do not carry any signal, leaving
Nusable sub-carriers that carries data and pilots. Although this number depends on
bandwidth and transmission modes, weights that are constant across each cluster are
simply applied to only the Nusable sub-carriers.

3

Proposed Technique

The proposed technique exploits dedicated pilots for beamforming, which is a common
feature in next generation wireless systems. For example, in several 4G systems such
as WiMAX [2] precoding or beamforming weights are not explicitly announced but
instead both pilots and data are beamformed using the same weights. In the WiMAX
downlink (DL), beamforming weights are applied in units of clusters (14 sub-carriers).
Beamforming in this context is defined as sending the same message from different
antennas but using different weights per antenna. For a four antenna BS, the weights
can be written as wo = [ejφo,1 , ejφo,2 , ejφo,3 , ejφo,4 ]T where φo,1 usually is set to zero for
normalization purposes. The beamforming gain for a 4 × 1 channel h becomes |woH h|2 .
It is clear that we get the same beamforming gain for the vector w = ejφ wo since a phase
rotation common to all elements does not change squared product |wH h|2 = |woH h|2 .
However, the common phase rotation has a large impact on the PAPR. Writing the
resulting expression for the time-domain signal of the first antenna at tone n using the
P −1
2πkn
N
where Ws (k) denotes
normalization φo,1 = 0 yields s1 (n) = √1N N
k=0 D(k)Ws (k)e
jφ(k)
the beamforming weight on sub-carrier k, i.e. Ws (k) = e
. Since the channel is
estimated using the pilots in each cluster, the beamforming weights need to be constant
over each cluster but can change from cluster to cluster, i.e. Ws (k0 ) = Ws (k0 + 1) =
. . . = Ws (k0 + 13), where k0 denotes the first sub-carrier in a particular cluster. In
the following we will focus on the scenario of a single transmission antenna since it
simplifies the expressions. However, the method can easily be extended to scenarios
with multiple transmit antennas, which is the normal mode of dedicated pilots and
beamforming.
For the case of wideband weights, i.e. the beamforming weights are the same
across the whole band, the PAPR reduction method is identical and is performed only
once. Furthermore, the technique is readily extendable to single and multi-user MIMO
systems using the same concept of dedicated pilots. Although there are now multiple

Figure 2: Block diagram of PTS technique with M disjoint sub-blocks and phase
weights to produce a minimized PAPR signal, quantized phase weights W are selected
by exhaustive search among possible combinations.
streams, the basestation has to transmit pilots beamformed in the same way as the
data. Hence, the same technique as outlined above can be applied. For a basestation
sending multiple streams to one or many receivers, the weight optimization now has to
be performed jointly over the streams but otherwise the concept is the same.
The optimization problem of calculating the weights that minimize the PAPR can
now be formulated as
2
N
−1
X
2πkn
.
(2)
D(k)Ws (k)e N
Ws = arg min max
Ws

n

k=0

Note that for a 10 MHz WiMAX system, there are 60 clusters so there are 60 phase
shifts Ws (k) = ejφ(k) where φ(k) ∈ [0, 2π) and k = 1, 2, . . . , 60.
The PAPR reduction technique proposed here does not require any modification to
existing receivers and wireless standards. This is clear by writing the received signal
z at the handset as z = hejφ s = h0 s, where h0 = hejφ denotes the effective channel.
Furthermore, since both pilots and data are transmitted with the same phase shift,
the channel estimation performance is also identical. Hence, the proposed technique
does not affect the BER. Furthermore, the proposed technique does not impact the
transmitted power since it is only a phase-modification. In essence, the technique is
similar to Partial Transmit Sequence (PTS) which is shown in Figure 2, but without
the drawback of requiring side-information which would make it impossible to apply in
existing communication standards such as WiMAX. However there is still substantial
differences regarding the phase selection, sub-block partitioning, etc.
The proposed PAPR reduction method is established based on the PTS model [1]
when beamforming weights in WiMAX are the alternatives for phase weights W in
PTS and the sub-blocks represent the clusters. The matrix B is defined as a N L × M
array; it contains the summation of IFFT weights within a cluster. The columns of B
are the IFFT output samples of PTS sub-blocks, whose length shows the number of
disjoint sub-blocks M , and each of them is multiplied with a separate phase weight.
N is the number of subcarriers and L is the over sampling factor. The transmitted
sequence s is illustrated as a multiplication of matrices B and φ.

  jφ 
b1,1
b1,2 · · · b1,M
e 1

  jφ2 
b2,2 · · · b2,M   e 
 b2,1


s=
(3)
.
..
..   ..  .
..
 .
.
.
.
.
.



bLN,1 bLN,2 · · · bLN,M
ejφM

Here, we rewrite the optimization problem to find the optimum phase set φ as
M
X
2
φ = arg min max |s(n)| , where s(n) =
bn,m ejφm .
φm

n

(4)

m=1

The s(n)s are complex values and φn s are continuous phases between [0, 2π). There is
an explicit formula for the cost function |s(n)| in [5] which formulate it as sum of sin and
cosines. Clearly, the multi-variable objective function is continuous and differentiable
over [0, 2π), so its gradient can be derived analytically and this is a key property to
develop a solution.
The minimax optimization minimizes the largest value in a set of multi-variable
functions. An initial estimate of the solution is made to start with, and the algorithm
proceeds by moving towards the minimum. To minimize the PAPR, the objective of the
optimization problem is to minimize the greatest value of |s(n)| . Here, we reformulate
the problem into an equivalent non-linear programming problem in order to solve it
using a sequential quadratic programming (SQP) technique.
minimize
f (φ)
φ
(5)
subject to
fn (φ) ≤ f (φ)
The objective function f (φ) is the maximum of fn (φ), or equivalently it is the greatest
IFFT sample in the whole OFDM sequence which characterizes the PAPR value. The
remaining samples are appended as additional constraints, in the form of fn (φ) ≤ f (φ).
In fact, the f (φ) is minimized over φ using SQP, and the additional constraints are
considered because we do not want other fn s pop out when the maximum value is being
minimized. In this way, the whole OFDM sequence is kept smaller than the value that
is being minimized during iterations.

4

Solving the Optimization Problem

SQP is one of the most popular and robust algorithms for non-linear constraint optimization. The algorithm proceeds based on solving a set of subproblems created
to minimize a quadratic model of the objective, subject to a linearization of the constraints. The SQP method has been used successfully to many practical problems [3,4].
The SQP implementation consists of two loops; the phase solution is updated at
each iteration in major loop with k as the counter, while itself contains an inner QP loop
to solve for optimum search direction dk .
while k <maximum number of iterations do
φk+1 = φk + dk ,
while optimal dk found do
dl+1 = dl + αdl ,
end while
end while
The step length α is determined within the QP iterations which is distinguished from
major iterations by l as the counter. So dl indicates the search direction in QP loop.
A QP problem is solved to find the step length dk , which minimizes the objective
function f (φ). The complex nonlinear problem in (5) is broken down to several convex
optimization sub problems which can be solved with known programming techniques.
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Figure 3:
The comparison between
CCDF curves of different PAPR reduction algorithms. Advanced-SQP outperforms other methods with 6.2dB gain
while the LSE gives the least PAPR reduction gain of 3.4dB. Also Advanced
SQP shows an overall improvement of
about 0.5dB comparing to SQP.

The quadratic objective function q(d) can be written as
minimize
d ∈ <n
subject to
∇fn (φk )T d + fn (φk ) ≤ 0

1
q(d) = dT Hk d + ∇f (φk )T d
2
(6)

The Hessian of the Lagrange function is required to form the quadratic objective function. Fortunately, it is not necessary to calculate this Hessian matrix explicitly since it
can be approximated at each major iteration using a quasi Newton updating method [5].
The quadratic objective function q(d) reflects the local properties of the original
objective function and the main reason to use a quadratic function is that such problems are easy to solve yet mimics the nonlinear behavior of the initial problem. The
reasonable choice for the objective function is the local quadratic approximation of
f (φk ) at the current solution point and the obvious option for the constraints is the
linearization of current constraints in original problem around φk to form a convex optimization problem. A pseudocode is provided for the SQP implementation in [5] with
an explicit expression for the complexity of this technique but we will not go through
it here for sake of conciseness.

5

Simulation Results

The proposed PAPR reduction technique for an OFDMA system with 1024 sub-carriers
and 64 QAM modulation is simulated for a WiMAX data structure as explained in
Figure 1. The complementary CDF (CCDF) is used here to evaluate different methods,
which denotes the probability that the PAPR of a data block exceeds a given threshold
and is expressed as CCDF = 1 − CDF. The performance of four different optimization
techniques is illustrated in Figure 3 by CCDF curves. The SQP is the best solution for
the problem in terms of PAPR reduction performance (considering complexity), but
the Least Square Error (LSE) approach can also be used to reduce the peak amplitude
of the signal with much less complexity.
The LSE algorithm minimizes the sum of the OFDM sub-carriers amplitudes The
components try to be equal to minimize the sum, so the large samples are pushed to a
specific level while the smaller ones become larger. One of the examined optimization
methods to search the phase coefficients in PTS is Particle Swarm Optimization (PSO)
[5]. The achieved gain for PSO is slightly better than LSE, but it is expensive to
implement especially when the number of sub-blocks is large. If the search for the global
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Figure 4: The performance of the SQP algorithm at the point Pr{PAPR > PAPR0 } =
10−4 for 10000 random OFDM symbol with 64 QAM modulation.
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Figure 5: The comparison between the time domain OFDM symbol before and after
the PAPR reduction procedure for 60 clusters and 10 iterations.
minimum can be performed in each OFDM symbol then the CCDF curve improves to
some degree. In our test, each OFDM symbol has been processed 100 times with
different initial guesses and the one with the smallest PAPR is selected, the result is
shown as Advanced SQP in Figure 3. The small improvement in gain here shows the
SQP is a robust algorithm and does not depend on the initial guesses.
The vertical axis in Figure 4(a) represents the PAPR reduction gain in dB, which
is the difference between the original CCDF curve and the processed signal curve at
the probability as indicated in Figure 3. As noticed here, most of the job is done in
the first iteration and after more than 10 iterations the progress tends to be slower.
As explained before, each cluster can be phase rotated and this will be reversed at the
receiver in the channel equalization process. To bring down the complexity, the same
phase coefficients are assigned to several adjacent clusters to simplify the optimization
algorithm. In Figure 4(b), 30 sub-blocks means 2 clusters within one sub-block and
each sub-block is weighted with specific phase coefficient. In practice, there can not be
120 phase coefficients or sub-blocks, because it means that one cluster has two phase
weights and this is not possible to compensate at the receiver according to the WiMAX
standard. But in Figure 4(b), a 120 sub-blocks configuration is simulated to show the

trend of PAPR reduction gain versus the number of sub-blocks.
The time domain signal of two 1024-OFDM symbol is shown in Figure 5, before and
after the signal processing algorithm. It is clear that the proposed method reduces the
magnitude variations dramatically and that the back off margin can be much smaller.
Looking at [5], we have the complexity in order of 108 MAC/s for the SQP technique.
A simple high-level complexity count shows that the implementation is feasible; The
results are for two WiMAX symbols which is about 0.2ms. since WiMAX is TDD
(about half of the time is UL and about half is DL), we have 0.4ms to process the
PAPR. Dividing the two we get about 50G MAC/s. Modern BS have many DSP cores
in it and each is actually fairly powerful. Of course, a practical design would also use
hardware accelerators to off-load the DSP [2].

6

Concluding Remarks

We introduced a precoding PAPR reduction technique that is applicable to OFDM/A
communication systems using dedicated pilots. We developed the technique for a
WiMAX system but it is applicable to OFDM/A systems in general where dedicated
pilots and data both are beamformed. Beamforming performance depends on the
relative phase shift between antennas but is unaffected by a phase shift common to
all antennas. PAPR, on the other hand, changes with a common phase shift and the
PAPR reduction technique proposed in this paper is based on this property. Each
cluster within the WiMAX data structure are weighted with proper phase coefficients,
which are optimized to minimize the PAPR of the time domain transmitted signal.
No side information is sent to the receiver so the throughput is not affected and
transmitted power and bit error rate does not increase which otherwise are common
drawbacks in many PAPR reduction techniques. Moreover, an optimization technique
for finding the best weights was proposed. The PAPR reduction problem was formulated as a minimax problem that was solved by deriving the gradient analytically and
modifying the SQP algorithm to solve the optimization. A systematic optimization
technique is introduced to achieve the optimal solution of phase rotation approach
for PAPR reduction, which has not been studied before. The SQP algorithm works
effectively with a large PAPR reduction gain.
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I. I NTRODUCTION
In current embedded systems processors, large memories
are one of the most power hungry parts of the processor.
Very Wide Register files (VWRs), as proposed in [1], have an
asymmetric architecture that provides a very power efficient
yet high throughput interface to the memory and a flexible
enough interface to the processor. This abstract describes how
to add VWR support to the ADRES [2] baseband processor
and evaluates the energy and performance potential.
II. ADRES WITH VWR SUPPORT

Memory

VWR with one very wide
port and multiple
normal-width ports
Multiple ports to VWR
connect to other CGA
components

FU
RF

Figure 1.

Very wide memory to RF
interface (e.g. 1024 bits).
writes/reads multiple (e.g.
8x128bits) registers

ADRES processor with VWR

CGA Processor

VWR Memory Interface

Figure 1 shows the ADRES processor enhanced with a
VWR. ADRES is a Coarse Grain Array (CGA) based processor which means that a 2D grid of Functional Units (FUs)
and local Register Files (RFs) is connected using a local interconnection network (not shown on the figure). All of the FUs
operate in parallel and can all execute vector vector (SIMD)
operations. This way ADRES exploits both instruction-level
as well as data-level parallelism. For the experiments here,
we have used vectors of 256bit long, meaning 16 elements of
16bit.

As also shown in the figure, multiple FUs are connected
to a memory to have enough memory bandwidth. A VWR is
placed between the memory and the FU. This VWR has a
wide (e.g. 1024bit) interface towards the memory allowing to
reduce the number of expensive accesses to the memory but
still provide enough bandwidth, and a narrow interface towards
the FUs allowing for flexible narrow accesses to the FUs.
III. E XPERIMENTS AND RESULTS
We have extended a 256bit ADRES processor with a
1024bit VWR and compared this architecture with a normal
ADRES processor where the memory is only 256bit wide.
When running a representative wireless kernel, we obtained a
cycle-count reduction of 25% and reduction of the memory
accesses by a factor of four. This means the new architecture
should be beneficial in terms of energy consumption.
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Abstract
In this paper we propose Reservoir Computing as a technique for classifying P300
evoked potentials, which are commonly applied in brain-computer interfaces. We
first look for the most appropriate algorithm to train the output weights of the
reservoir. Then we perform a parameter sweep to find the optimal reservoir
parameters. We also determine the best choice for constructing a target output
function. Reservoir Computing turns out to be successful for classifying P300s.
Our proposed method is tested on the dataset from the MLSP 2010 Competition:
Mind Reading. We achieve an area under the Receiver Operating Characteristic
of 0.90 on the training set and 0.69 on the test set. Reservoir Computing turns
out to be a promising technique for developing uncued brain-computer interfaces.

1

Introduction

The goal of brain-computer interface (abbr. BCI) research is to develop systems that
allow disabled subjects to communicate with the outside world by interpreting their
brain waves. A safe noninvasive technique to measure these signals is electroencephalography (abbr. EEG). A control signal that is commonly used, is the P300 event-related
potential (abbr. ERP). This is a positive deflection in the EEG that appears approximately 300 ms after a rare or surprising stimulus is presented to the subject [1].
In most P300 BCI applications, multiple trials are averaged to achieve a reliable recognition of the P300 ERP. Classification of single trials is still a challenging research
topic. Advanced classification and preprocessing techniques have been developed to increase single-trial classification accuracy, with varying success. Most ERP-based BCI
systems nowadays operate in a cued setting: a certain stimulus is presented to the user
and a short window of EEG data following that stimulus is used to make a prediction
regarding the current brain state. Moving to dynamic classifiers can bypass this limitation. However, static classifiers still outperform dynamic ones in BCI applications
[2].
We present Reservoir Computing as a novel approach towards reliable single-trial classification of evoked potentials in an uncued setting. Reservoir Computing is a dynamic
machine learning technique that is particularly suited for operating on time series,
such as the EEG signal. Reservoir Computing has for example already been successfully applied in speech pattern recognition and for motor imagery BCI applications
[3, 4].

2

Dataset

Our research focusses on the dataset that has been made available for the MLSP 2010
Competition: Mind Reading. The goal of the competition was to design a system

consisting of pre-processing techniques and a classifier to correctly classify EEG data
into one of two classes. Submissions to the competition were evaluated on the area
under the Receiver Operating Characteristic they achieved on a test set [5].
The data has been acquired with a paradigm that elicits P300 ERPs. A subject is
seated in front of a screen and is instructed to fixate on the centre of the images that
are being displayed. When the subject sees a target image, he has to press a button.
64 channels of EEG data have been recorded at a sampling rate of 256 Hz.
Of all the 2775 images that are presented to the subject, only 58 are target images. This
imbalance in the data complicates the problem. Standard regression (or classification)
algorithms aim to minimise the mean square error (MSE). These algorithms are thus
more likely to regard the positive examples as outliers and predict every example as a
negative one [6].

3
3.1

Methods
Preprocessing

Before performing classification, we need to preprocess our data. The entire process
flow is summarised in figure 1. We will discuss every step into some detail.

Channel selection

xDAWN

Extremity

spatial filter

removal

Bandpass filter

Downsampling

Figure 1: All steps taken to preprocess the raw EEG-data

3.1.1

Channel selection

We have calculated the grand averages of epochs corresponding with target and nontarget images. Based upon these averages we have manually selected all channels that
seem relevant to P300 event-related potentials. The selected channels are: AFz, F1,
Fz, F2, FC3, FC1, FCz, FC2, FC4, C5, C3, C1, Cz, C2, C4, C6, CP3, CP1, CPz,
CP2, CP4, Pz, PO3, POz, PO4. The channel selection has not been optimised because
subsequent spatial filtering automatically gives preference to the channels holding the
most discriminative information.
3.1.2

Bandpass filter

In the raw EEG data we observe a linear trend. We perform detrending with linear
regression and compare the result with a simple high-pass filter removing the moving
average. The difference is marginal. A common temporal filtering method in P300
research is using a band-pass filter with cut-off frequencies 0.5 and 10 Hz. We filter
our data with a fourth order Butterworth filter with these cut-off frequencies [2, 1].
3.1.3

xDAWN spatial filter

xDAWN is an algorithm to calculate spatial filters that increase the signal-to-noise
(SNR) ratio of evoked potentials. It has been designed specifically to improve classification accuracy in a P300 speller paradigm [7].

The spatial filters are calculated by maximising the signal to signal plus noise ratio. In
this terminology, the signal is the P300 evoked potential without additional noise or
distorting artifacts. If X is the matrix that represents the measured EEG signal after
channel selection and bandpass filtering, A the matrix representing the time course
of the P300 evoked potential (calculated by averaging over a given number of single
trials), D a Toeplitz matrix indicating at what points in time a P300 potential occurs
and N the noise matrix, then the following equality holds: X = DA + N.
X and D are known. The spatial filters W are calculated by solving a simple optimisation
problem in which A is replaced by its least squares estimation:
Â = (DT D)−1 DT X
Ŵ = arg max
W

3.1.4

(1)

tr{WT ÂT DT DÂW}
tr{WT XT XW}

(2)

Extremity removal

After spatial filtering we still observe some extremities in the data that are most likely
caused by ocular artifacts. If the amplitude of the signal exceeds a predefined threshold,
the signal is clipped. These thresholds are the 2.5% and the 97.5% percentile of the
data after spatial filtering.
3.1.5

Downsampling

The original data is sampled at 256 Hz. However, processing this large amount of
data yields a high computational load. We choose to downsample the data to 32 Hz.
Sampling rates around 20 − 30 Hz are common in P300 research [1].

3.2

Reservoir Computing

Reservoir Computing is a learning rule to easily train Recurrent Neural Networks. A
typical topology consists of an input layer, bias node, reservoir and output layer and
is shown in figure 2 [3, 4]. With Reservoir Computing, the weights of the connections
input layer

reservoir
output layer

bias

bias

Figure 2: Reservoir Computing topology
from the input layer and the bias node to the reservoir are randomly generated, as
well as the connections between the nodes of the reservoir. Only the weights of the
connections between the reservoir and the output layer have to be trained.
Implementation of Reservoir Computing is straightforward. M is the number of input
nodes, N the number of reservoir nodes and O the number of nodes in the output layer.
Win ∈ RN ×M is the matrix that holds the random weights from the input layer to the

reservoir. Wbias ∈ RN ×1 holds the random weights from the bias node to the reservoir.
Wres ∈ RN ×N holds the random weights from the connections between the reservoir
nodes. Wout ∈ RO×(N +1) holds the weights from the reservoir plus bias to the output
layer and needs to be trained. u(t) ∈ R1×M is the input vector at time t. a(t) ∈ R1×N
holds the state of the reservoir at time t. ŷ(t) ∈ R1×O holds the output at time t. The
states of the reservoir at the next timestep and the output are calculated as follows:
T
T
T
)
+ Wbias
+ u(t)Win
a(t + 1) = f (a(t)Wres

ŷ(t) =

T
[a(t), 0]Wout

(3)
(4)

In the above equation, f is an activation function. Common choices for this function
are the tangens hyperbolicus and the sigmoid. The research presented in this paper
uses leaky integrator neurons with a tanh activation function.

3.3

Readout training functions

With Reservoir Computing, the standard method to train the output weights is ridge
regression. However, other training methods are possible. Besides ridge regression, we
propose three methods that are expected to perform better on imbalanced datasets
such as the one we are dealing with.
3.3.1

Ridge regression

Let A ∈ RT ×(N +1) be the matrix containing all the reservoir states for the entire training
set with additional bias term and Y ∈ RT ×O the matrix that contains the outputs for
[
the entire training set. W
out is estimated as follows [6]:
T
−1 T
[
W
out = (A A + λ[IN ; 0]) A Y

3.3.2

(5)

Ridge regression with Fisher relabeling

Training is analogous to standard ridge regression. Only the matrix Y is altered. We
suppose Y to contain only two values, that occur N1 and N2 times. The number
2
of occurences is weighted by multiplying the values from Y with N1N+N
, respectively
1
N1 +N2
. It can be shown that ridge regression with Fisher relabeling is equivalent to
N2
Fisher Discriminant Analysis [6, 3].
3.3.3

Weighted ridge regression

Again, training the weights is similar to standard ridge regression. We introduce the
matrix R that attributes a weight to each training example, this weight being the
inverse of the number of samples in the class the example belongs to [8].
T −1
−1 T −1
[
W
out = (A R A + λ[IN ; 0]) A R Y

3.3.4

(6)

Regularised weighted LDA - weighted pairwise Fisher criteria

This algorithm is similar to Fisher Discriminant Analysis, but the class separation
criterium is here the Mahalonobis distance instead of the Euclidean distance. Computationwise, only calculation of the between class scatter matrix is different. The
resulting problem can be solved as a generalised eigenvalue problem. For details the
interested reader is referred to [9].

Table 1: Reservoir parameter values and ranges
parameter value or sweep range optimal value
reservoir size
150 nodes
input connection fraction
0.1
bias connection fraction
0.1
reservoir connection fraction
1
[−5:1:0]
input scaling factor
10
0.01
10[−5:1:0]
1
bias scaling factor
[−3:0.5:0]
leak rate
10
0.95
0.7 : 0.1 : 1.4
0.9
spectral radius

4
4.1

Experiments
Optimal training function

Prior to applying Reservoir Computing to our problem, we need to determine which
method we will use to train the connection weights from the reservoir to the output
layer. We propose four methods that are compared based upon their performance on
a static classification task. After preprocessing of the raw EEG-data, we construct
feature vectors from the continuous stream of data.
For each image presented to the subject, a window of 500 ms starting from the image
display trigger is extracted for the five first spatially filtered channels. These windows
are concatenated into a single feature vector that serves as the input to our static
classification problem. We attribute a class label +1 to positive examples (i.e target
images) and a class label −1 to negative examples. Because of the numerical nature
of the labels, both regression and classification are possible approaches. We compare
performances of the following methods: standard ridge regression (RR), ridge regression
with Fisher relabeling (RR-FR), regularised weighted Linear Discriminant Analysis
(RWLDA) and weighted ridge regression (WRR). We compare the area under the
Receiver Operating Characteristic (AUC). Here, the ROC is calculated by applying
the proposed methods directly on the input and varying the intercept. To assess the
generalisation properties of the methods, 10-fold crossvalidation is performed.

4.2

Reservoir Computing

Using the optimal function to train the output weights, we then apply Reservoir Computing. For the following reservoir parameters we choose arbitrary values: number of
reservoir nodes (=reservoir size), input/bias connection fraction and reservoir connection fraction. The other parameters are optimised with a parameter sweep or grid
search. Leak rate, input scaling factor and bias scaling factor are varied exponentially
whereas the spectral radius is sweeped linearly. The parameter values and ranges are
summarised in table 1.
We feed a continuous stream of the five first channels of the preprocessed data to
the reservoir. An important step is choosing an appropriate target output or teacher
signal. After the target image is presented to the subject, it takes about 250 − 300 ms
for the positive deflection to occur in the scalp potential. Furthermore, it is hard to
estimate for how long any relevant information remains in the reservoir. We propose
two teacher signals and assess their performance. They are presented in figure 3. If
no target image is elicited the teacher signal is -1. In the first proposed target output

function, +1 is attributed to the interval starting at the image display trigger and
lasting for 500 ms (similar to the static classification task). In the second proposed
target output function, +1 is attributed to the interval starting at 350 ms after the
image display trigger and lasting for 150 ms. We expect the reservoir to need some
time to be able to recognise the evoked potential.
We also take into account the paradigm with which the dataset was recorded. The
fastest image flashing rate is 10 Hz. This means that every 100 ms a new image is
presented to the subject. It makes sense to limit the target interval to 100 ms to
avoid overlap. To evaluate the performance of the output, we take the median of the
same window we have trained on as the latent variable used to calculate the ROC. The
best combination of reservoir parameters is the one that maximises the AUC on the
validation set. To this end, the entire dataset is divided into 5 approximately equal
parts and 5-fold crossvalidation is performed. Furthermore, we average the output of 10
reservoirs with the same input data to assess the influence of the random initialisation.
image display trigger
+1

0

0

350

500

time (ms)

-1

Figure 3: Proposed teacher signals

5
5.1

Results
Optimal training function

The ROC curves on the training and test set are presented in figure 4. The areas
under the respective curves are presented in the legenda. Standard ridge regression is
evidently a poor choice as it is incapable of coping with the imbalance in the dataset.
However, we observe much better results on all weighted methods. Weighted ridge
regression and ridge regression with Fisher relabeling achieve very comparable results.
However, weighted ridge regression is more robust and relies less on the value of the
regularisation parameter. Regularised weighted Linear Discriminant Analysis outperforms all other algorithms. However, this method is computationally very demanding
and thus does not seem a viable candidate for an extensive parameter sweep. Also,
we observe it to be heavily reliant on the regularisation parameter. Because of its
performance and robustness, we prefer weighted ridge regression to train the output
weights when applying Reservoir Computing.

5.2

Reservoir Computing

The parameters that yield the highest AUC on the validation set are given in table
1. The ROC curves on the training and test set are presented in figure 5. Reservoir
Computing with a short window as the target output function clearly outperforms the
long window. Apparently, the majority of the P300 potential already needs to be fed
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Figure 4: ROC curves for training and test set - classification on the input to the
reservoir
to the reservoir in order to make a good prediction. Also, Reservoir Computing shows
good generalisation properties. We observe that with a low leak rate the performance
on the training set increases but on the validation set severely decreases. This means
that for this type of problem leaky integrator neurons are a poor choice as they tend
to overfit. A standard tanh activation function will suffice.
The same optimised parameters are found for both target window lengths, meaning
that the reservoir parameters are mostly dependent on the input and not on the teacher
signal. Averaging of the outputs of multiple reservoirs shows no increase in classification
accuracy. However, from this experiment we can conclude that with optimised reservoir
parameters the performance is independent of the random initialisation of the input,
bias and reservoir weights.
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Figure 5: ROC curves for training and test set - reservoir computing
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6

Conclusion

For classifying P300 evoked potentials in a highly imbalanced dataset, Reservoir Computing turns out to be a promising approach. However, some adjustments need to
be made to the standard setup. We need to train the output weights with weighted
regression instead of ridge regression and optimal parameters need to be chosen based
upon the AUC instead of the MSE. To our knowledge, this is the first time Reservoir
Computing has been successful in classifying P300 event-related potentials. An AUC
of 0.69 may not seem excellent, but a static classifier like Fisher Discriminant Analysis
with the same preprocessing gives an AUC of 0.71 on the test data. The MLSP 2010
Competition: Mind Reading dataset is a very difficult one to achieve good performance.
Compared to the competition submissions, our Reservoir Computing approach ranks
around the 15th place. Further research on other datasets is necessary.
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Abstract
With an ever growing amount of video data, automatic classification is getting
more and more important. One way to perform classification on video is to first
transform it to motion data and subsequently analyse the motion data. This
paper will study the second step. For this it will assume motion capture data
as input and will provide a classification as output. To realise this classification, use will be made of hidden Markov models and a multi class version of
AdaBoost. After explaining how classification is performed some experimental
results will be shown. These results will be used to determine important parts
of the classification process.

1

Introduction

Nowadays it is easier than ever to generate 3D Motion Capture (MoCap) data. For
one thing progress is made on generation of MoCap data using a video stream of 1
camera.[1] But video is also getting more and more advanced like for example 3D
Video. These new forms of video can contain extra information that can be useful for
MoCap data generation. It is, for example, possible to generate real-time MoCap data
using Microsoft Kinect.
This motion capture data can be used for gaming but also for surveillance or numerous of other applications. In most cases we need classification of MoCap data into
actions. This classification will be the content of this paper so the assumption will be
made that 3D Motion Capture (MoCap) data is available. This data can be used as
input instead of raw video data. It is also assumed that the MoCap data corresponds
to data from one subject. If there is more than one subject in the video stream, the
data of each individual subject can be fed separately to the classifier algorithm.
Data∗ was selected for 6 different actions (i.e.: walk, run, jump, walk on uneven
terrain, sidestep and story telling). The general actions were preferred since there was
more MoCap data available for them. The data will be described more thoroughly in
the Data section.
The classification that will be used in this paper will be based on work from Fengjun
and Ramakant (2006)[2]. Similar to their work feature groups will be created from
the data. A feature group is a selection which might contain certain information
that can help the classification. These feature groups can subsequently be used to
train weak classifiers. Each weak classifier is a set of Hidden Markov Models (HMMs)
corresponding to one feature and the different possible classification actions. This way
the action corresponding to the HMM generating the highest probability for an input
sequence is the most likely candidate. When using this method each feature will cast
a vote for an action. When the votes are combined a higher accuracy can be achieved.
∗

The data used in this project was obtained from mocap.cs.cmu.edu.

In Fengjun et al a modified version of AdaBoost.M2† [3] is used to combine the votes.
This version will be rephrased in the classification section since the algorithm lacked
some information that was necessary for the implementation. Performing AdaBoost
on the output of the weak classifiers will result in a stronger classifier combining the
predictive strength of the selected features.
This paper aims to study the possible influences on the correct classification rate. To
achieve this, a more thorough description of the data and the classification is presented
in the following two sections. Using the knowledge from these 2 sections the author
made a Matlab implementation which allowed to do experiments. The results of these
experiments will be reported in the section Experimental results. In the end, the results
get evaluated and a possible look on the future will be given.

2

Data

This section aims at providing more insight in the data. The first part will contain
more information on the MoCap data. The second part will give more information on
how the data is transformed before it was used.

2.1

MoCap data

The used 3D Motion Capture data is generated by sensors attached to a human body.
While the human subject is performing a certain action, samples are taken from the
different sensors. This results in a 62 dimensional vector of sensor data per time frame.
The data values are grouped into 29 feature groups. A feature group comprises all the
data captured on 1 specific part of the human body. Table 1 contains the different
feature groups used in the MoCap data.‡ It also contains logical feature groups which
will be explained in section 3.1 on page 3. The feature groups are labeled and the data
of a group is always stored in the same order. This makes it possible to reconstruct
the skeletal pose to the same level of detail it was captured.

2.2

Data transformation

For each action that is trained, 40 MoCap files were searched. It is better to have more
files for training and testing purposes. That’s why the data will be cut into sequences
with a fixed number of frames. This fixed number can however be changed so that the
influence of the number of frames in one sequence can be studied.
It is also possible to pre-process the data in such a way that the values in each
dimension are of similar magnitude. To achieve this, the average for each dimension
will be calculated using all the available data. These averages can be used to center
the data. Next the data is scaled using the standard deviation. If this transformation
is used, the transformation parameter should be stored (i.e. a vector with means and
a vector with standard deviations). The input data that needs to get classified has to
be transformed using the same data. In the following, the term standardized data will
be used when this transformation is used. The data can also be assumed standardized
except when explicitly stated otherwise.
†

This is a multi class booster based on AdaBoost. From now on we will reference to it as just
AdaBoost.
‡
A boldface r means right and a boldface l means left.

Table 1: The different feature groups of data.
root
lowerback upperback thorax
lowerneck
upperneck head
rclavicle
rhumerus rradius
rwrist
rhand
rfingers
rthumb
lclavicle
lwrist
lhand
lfingers
single feature groups lhumerus lradius
lthumb
rfemur
rtibia
rfoot
rtoes
lfemur
ltibia
lfoot
ltoes
rclavicle+lclavicle
rhumerus+rradius+rwrist
lhumerus+lradius+lwrist
rclavicle+rhumerus+rradius
lclavicle+lhumerus+lradius
rfemur+rtibia,rfoot
lfemur+ltibia,lfoot
logical feature groups rfemur+rtibia
lfemur+ltibia
rtibia+rfoot
ltibia+lfoot
rfemur+lfemur
rfemur+rtibia+rfoot+rtoes+rfemur+ltibia+lfoot+ltoes

3

Classification

This section describes how the classification algorithm will go from input data to an
action. This process can be divided into three steps. First, logical feature groups have
to be selected. Next, for each logical feature group a weak classifier is created. Finally,
the predictive power of the weak classifiers is combined into 1 strong classifier. This
strong classifier will classify input data with higher correctness than the individual
weak classifiers.

3.1

Features

Working with the 62 dimensional input data directly will limit the performance of the
classification because every dimension is assumed to be of equal importance. This is
incorrect since the importance of the data is determined by the actions the algorithm
has to distinguish. E.g. information of the fingers being stretched or not will not help
much if the goal is determining whether a person is running or walking. Therefore, it
might be better to look at certain dimensions.
The findings from the previous paragraph hint to using logical groups of data of
different size and composition. These logical groups will correspond to one feature
group or a combination of feature groups. For this paper the 29 single feature groups
are listed in the upper part of table 1. These are the atomic elements which are used for
making the logical feature groups. The bottom part of table 1 presents logical feature
groups that will be used in this paper. They are chosen based on the body geometry
and intuition. E.g.: The first logical feature group contains data from both the left
and right clavicle. This data is closely related to the positions of the shoulders that
probably contain valuable information. The position of the fingers and thumbs are
probably of lesser importance for classification into one of the actions we are interested
in, so these aren’t added to our set of selected features. Note that we will both use the
feature groups and the logical feature groups as input. Only the features in italics are
not used since their predictive power was to low.

3.2

Weak classifiers

At this point training data is available for each of the M possible actions. So the data
corresponding to each of the N feature groups can be selected from the training data.
This means that we have got multiple possible (logical feature group,value)-sequences
for each action. By using all this information, we can train a model that models an
action. Since most actions are a combination of different movements (or states), a
hidden Markov model seems most appropriate. That is why a HMM for each (logical
feature group,action)-couple is trained, resulting in N × M HMMs. This is the same
as the training of weak classifiers by Fengjun et al [2]. For the training of the HMMs
a toolbox is used§ . This toolbox uses the Baum-Welch algorithm for the training of a
HMM. In the first estimation-step K-means is applied.
After the training there is 1 weak classifier per feature. Each of these weak classifiers
has M HMMs. To know the result of the classification, the probability that a sequence
of features is generated by HMMi must be calculated for each i.¶ Then the highest
probability is selected and the corresponding action is the estimated action.
So every time when input data needs to be classified, the N classifiers will result
in N classifications. It is possible to implement a voting system such that each weak
classifier can cast a vote. However it would be much more interesting to take the
predictive power of a classifier into account. This wil result in a stronger classifier.

3.3

Strong classifier

The strong classifier is built using the weak classifiers. For this we modify the Algorithm
proposed by Fengjun et al[2]
The resulting algorithm still pursues the same goal as the original algorithm. It
defines a loss function and calculates the pseudo-loss for each classifier. Next, the
classifier with the least loss is considered the best and gets selected. Then D gets
updated so that it knows which information is already predicted pretty well. This way
a new classifier is selected in the next iteration. This classifier has a different predictive
power than the previously selected weak classifiers.
The original algorithm made use of a set B which was common for all weak classifiers. Using this set, a weak classifier was chosen and the distribution D (also common
for all weak classifiers) was updated. When performing experiments using this approach, the updates were incorrect which resulted in the selection of the same weak
classifier on every iteration. Therefore the algorithm was modified and the set B
and distribution D were splitted for each weak classifier. After this modification the
alogrithm was able to select weak classifiers to build a better classifier.

4

Experimental results

This section contains the results of experiments that use techniques described in this
paper. Because there are a lot of parameters that influence the motion classification,
the default values from table 2 are used implicitly if no other value is mentioned.
For each experiment there were 40 sequences selected to train the weak classifiers.
And an additional 60 sequences to train the AdaBoost parameters. So the AdaBoost
parameters were trained on a set of 100 sequences. It is important that this latter set
is big enough because if no incorrect classifications occur for a weak classifier, then
a useless pseudo-loss is calculated for this classifier and the algorithm will choose the
§
¶

This toolbox can be found at http://www.cs.ubc.ca/∼murphyk/Software/HMM/hmm.html
i is the index corresponding to the action the HMM belongs to. 1 ≤ i ≤ M

Algorithm 1 Training of a strong classifier
1. Given Q training samples [(x1 , y1 ) , ..., (xQ , yQ )] where xn is a sequence with action
label yn , yn ∈ {1, ..., M } , n = 1, ..., Q
2. Train weak classifiers as described earlier.
3. Test these Q samples on each HMMi,j , record the value P (xn |λi,j ), i = 1, ..., M ,
j = 1, ..., N ,n = 1, ..., Q
4. Divide all the P (xn |λi,j ) values by max P (xn |λi,j )
i,j

5. Let B(j) = {(n, y(j)) : n ∈ {1, ..., Q}, y(j) 6= yn } be the set of all mislabels
by weak classifier j ; Let D(n, y(j), j) = 1/γ for P
(n, y(j)) ∈ B(j) be the initial
distribution of mislabels by weak classifier j. γ = |B(j)|
j

6. for k = 1 to K (K is the number of weak classifiers that will be used)
(a) Select a weak classifierP
hk that has minimum
1
D(n, y(k), k)(1 − P (xn |λyn ,hk ) + P (xn |λy(k),hk ))
pseudo-loss k = 2
(n,y(k))∈B(k)

(b) Set βk = k /(1 − k )
1

(1+P (xn |λy

n k
(c) Update D(n, y(k), k) ← D(n,y(k),k)
βk2
P Zk
a constant such that
D(n, y(k), k) = 1
,h

)−P (xn |λy(k),hk ))

where Zk is

(n,y(k))∈B(k)

7. Let f =

K
P

(log

k=1

1
βk

)P (x|λy,hk ). Return the final classifier h(x) = argmax (f )

and
pseudo-likelihood H(x) =

y∈{1,...,M }

max (f )

y∈{1,...,M }

same weak classifier K times. This will lead to severe overfitting and the training of
the strong classifier would be useless.
Table 2: Default parameter values
Parameter name
Default value
Actions
walk,run,jump
Frame size
20
Number of states
3
Number of mixtures
3
Number of weak classifiers used 15

4.1

Data

This part will investigate the consequences of modifications applied to the input data.
4.1.1

Length of each Sequence

Intuitively shorter sequences will contain less information. So if it is certain that only
1 action is performed throughout a sequence then longer sequences should be easier to
predict. This is confirmed by our tests shown in table 3.

Table 3: The influence of the sequence length
Sequence length (# samples) Classification rate(%)
10
0.84146
15
0.83531
20
0.84952
25
0.82161
30
0.92882
35
0.92130
40
0.91525
4.1.2

Standardized data

In table 4 the rate of correct classification is shown for different sets of actions and for
both standardized and original input data. In all but one tests the standardizing has
a positive influence on the motion classification. It is noticeable that the gain from
performing a standardization can be large (classification rates that are more than 30%
higher). Note that in the used implementation both validation and training data were
standardized. This is not possible in a realistic classification problem and thus the gain
might be a bit less in a realistic scenario.
The results of this experiment also show that the performance of the classification
depends on the actions that have to be classified. This is due to the static set of
features that is used. It seems natural that features have different predictive power for
different actions.
Table 4: Experiment analyzing the effect of standardizing data
Actions
Standardized data Original data
walk,run,jump
0.84952
0.55905
sidestep,run,jump
0.71524
0.55048
walkuneven,run,jump
0.94190
0.57048
story,run,jump
0.94476
0.61333
walk,sidestep,jump
0.85351
0.62895
walk,walkuneven,jump
0.72061
0.44868
walk,story,jump
0.88333
0.68246
walk,run,sidestep
0.76667
0.55333
walk,run,walkuneven
0.73619
0.74667
walk,run,story
0.88095
0.50000
walk,sidestep,walkuneven
0.65658
0.62500
walk,story,walkuneven
0.81009
0.45175
walk,sidestep,story
0.88377
0.71974
0.69524
0.56095
walkuneven,run,sidestep
sidestep,run,story
0.76381
0.72857
walkuneven,run,sidestep
0.69524
0.56095
walkuneven,story,jump
0.91846
0.67604
sidestep,walkuneven,jump
0.74945
0.55451
sidestep,story,jump
0.89503
0.75570
sidestep,walkuneven,story
0.80300
0.60000

4.2

Model

In this section the model will be configured in different ways.

4.2.1

HMM parameters

First, let us study the effect of the different HMM parameters. Since our default actions
(walk, run and jump) are pretty basic, the model probably does not have to be too
complicated. If we inspect the rows of our experimental results in table 5, we see that
for 4 states we achieve very good results. For the mixtures it is hard to say what is a
good choice. It probably depends on which feature is modeled.
Table 5: Experiment for analyzing the effect of the number of mixtures and states
# states
# mixtures
1
2
3
4
5
1
0.82952 0.76190 0.73619 0.79048 0.78857
0.74190 0.79143 0.80095 0.86476 0.84381
2
3
0.77429 0.85333 0.84952 0.84952 0.82952
0.86857 0.84857 0.89333 0.84952 0.81619
4
5
0.84667 0.82190 0.83619 0.84571 0.84952
4.2.2

Number of weak classifiers

Increasing the number of weak classifiers we use for making the strong classifier should
increase the correct classification rate. An experiment shows that if more than 3
classifiers are combined the results do not increase significantly anymore. This indicates
that our algorithm is only able to combine a limited amount of weak classifiers. This
raises the question if it would not be possible to improve our AdaBoost algorithm.
Table 6: Experiment analyzing the effect of the number of weak classifiers
Number of weak classifiers Percentage correct classification
1
0.72286
2
0.77238
3
0.85429
4
0.84571
0.83429
6
8
0.83333
10
0.80857
12
0.79524
14
0.79429
16
0.79714
18
0.79238
20
0.84286
22
0.82476
24
0.80095
0.81810
26
28
0.83905
0.86952
30
4.2.3

Features

Finally, we do a small investigation regarding the used features. For this, some classifications were done using a simple as well as an advanced feature set. The simple set
comprised only the single feature groups shown in table 1k . The advanced feature set
also used the logical feature groups from table 1.
k

Except for those in italics

The experiments indicate that (as predicted) the results will be better if more
powerful features are available. It also seems logical that the effectiveness of the features
will depend on which actions are in the possible set of classifications. This can explain
the different improvement factors.
Table 7: The effect of the used feature set
Actions
Feature set
simple advanced
walk,run,jump
0.66857 0.84952
0.70286 0.71524
sidestep,run,jump
walkuneven,run,jump 0.83143 0.94190

5

Summary and future work

This paper has described and tested the use of HMMs and AdaBoost.M2 for classification of MoCap data. It tries to provide an understanding of the influence of the
different parameters using experiments.
Standardizing data before starting the classification seems a must. In almost every
occasion it greatly increased performance of the classification. When certain actions
need to be classified it is useful to test different feature sets. This because some features
are better in characterizing certain actions.
The achieved results of the classification vary greatly depending on the different
configurations of the classification. But certain conditions lead to high correct classification rates.
There are however possibilities for future work. For starters, a more thorough
investigation of the standardization is desirable. More specific it can be interesting to
see if performance is still as good with other test data that has not been used during
standardization.
It would also be useful to perform additional experiments. These could be used
to get an idea on the reproducibility of the results. If the reproducibility is to low it
might be interesting to check if initialization of the weak classifiers can be made more
robust.
Finally it might also be interesting to look at segmentation of video data. A real
video stream will most likely contain multiple actions and shouldn’t be classified as
containing one action. It should be split in different sequences each corresponding to
one action.
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Abstract
During thoracic impedance cardiographic signal acquisition, noise is inherently introduced and hence, denoising is required to allow for accurate event detection. This paper investigates the effectiveness of a recently developed method
based on Ensemble Emperical Mode Decomposition to filter electronic noise.
From real-life data, a reference signal is created and white noise, at different
amplitudes, is added to simulate the electronic noise. The performance of the
EEMD method is compared with both a wavelet decomposition based denoising
method and a FIR filter where the order and the cut-off frequency are optimized using a Genetic Algorithm. Based on the obtained signal-to-noise ratio
after denoising, the performance of the three methods are compared. For high
to moderate input noise levels (0-10 dB SNR), the EEMD performs better compared to the wavelet based denoising method while for low input noise (15-20 dB
SNR), the performances of both methods are equal. For all input noise levels,
the FIR filter with optimised order and cut-off frequency outperforms both the
EEMD method and wavelet based denoising method.

1

Introduction

Impedance cardiography (ICG) has been extensively studied as an non-invasive and
cost-effective method for monitoring cardiac function, such as systolic time intervals
and stroke volume. Electrodes placed on the thorax measure changes in electrical
impedance, caused by the fluctuating blood volume during each cardiac cycle. Using
the negative time derivative of the electrical impedance, −dZ/dt, the stroke volume
can be estimated using either the Kubicek, Bernstein or Shramek formula. Figure
1(a) shows part of an ECG (R-R interval) signal and the corresponding ICG (−dZ/dt)
signal. Various points related to events in the cardiac cycle can be detected on the
−dZ/dt curve, using specific detection algorithms. The B point is associated with
aortic valve opening, while the X point corresponds to the aortic valve closure. The
difference in time between these two points is defined as the Left Ventricular Ejection
Time (LVET) and, together with the maximum change in impedance (−dZ/dt)max ,
is used to calculate the (beat-by-beat) stroke volume. The problem is therefore to
accurately detect the B, X and C points from the −dZ/dt signal. However, during the
impedance signal acquisition, noise is inherently introduced. In order for the timings
of the physiological events to be extracted as accurately as possible, denoising of the
signal should be performed.
ICG signal noise consists of electronic noise and artifacts. Motion and respiration
artifacts can cause a large baseline drift and their spectra may partially overlap with
that of the ICG signal. Ensemble averaging is commonly used to remove these artifacts
[1]. However, beat-by-beat information is lost using this technique. Other filtering
techniques, which have the potential to prevail the beat-by-beat information, include

the use of wavelet decomposition and adaptive filtering. Pandey and Pandey describe
the use of an adaptive filtering algorithm which adapts the coefficients of a FIR filter
and uses the simultaneously acquired respiratory signal as the reference signal for
cancellation of respiratory artifacts from the ICG signal [1]. Also, an adaptive algorithm
was proposed by Inan et al. to cancel the motion artifacts in ballistocardiograms,
together with the use of the electromyogram (EMG) signal taken from the feet of the
subject as the noise reference [2]. A similar approach could be used for the ICG signal.
The use of wavelet based cancellation of respiratory artifacts in ICG is described in [3].
Ensemble Empirical Mode Decomposition (EEMD) is a novel recently developed
algorithm for the analysis of non-stationary signals [4]. It is based on a iterative
decomposition of the signal in intrinsic mode function (IMF) levels. EEMD denoising
is based on the reconstruction of the signal using only the IMFs which contain useful
information and by eliminating the IMFs which contain mostly noise. Hence, EEMD
has the potential to filter electronic noise and isolate components due to motion and
respiration artifacts from the ICG signal. The purpose of this paper is to investigate
the performance of EEMD in removing electronic noise from the ICG signal.

2

Method

To test and validate the EEMD based denoising method, a reference signal is created
and artificial noise, at different signal-to-noise (SNR) ratios, is added to simulate electronic noise. The performance of the EEMD method is compared with wavelet-based
filtering and optimal adaptive FIR filtering.

2.1

Reference Signal

An ICG signal obtained with the Russian Pneumocard device was used to create a
reference signal. The measured signal was bandpass filtered (0.5 - 30 Hz) and sampled
with a sampling rate of 1 GHz. From the resulting ICG signal, four ICG cycles (four RR intervals in the ECG signal) were selected to form the master signal. These four cycles
were chosen during a breathhold period, which assures that no respiration artifacts are
included in the signal. Also, the subject was not moving during the measurement and
hence, no motion artifacts are present. The master signal consists of four cycles to
include a natural diversity in the ICG signal. Fig. 1(a) shows the master ICG signal
and the corresponding ECG. The reference ICG signal was then created by amending
copies of the master ICG signal and truncating the resulting signal to a dyadic length,
resulting in a final reference signal with a duration of 32 seconds.

2.2

Noise Simulation and Performance Criterium

White Gaussian noise is added to the reference signal to simulate electronic noise.
Different input noise levels were tested (0, 5, 10, 15 and 20 dB) and the procedure was
repeated 50 times per noise level. After denoising an ICG signal, the signal-to-noise
ratio is calculated using:
SNRout = 20 log10 (

||xref ||
)
||xref − xout ||

(1)

where xref is the clean reference signal and xout is the signal after filtering. The overall
performance of one of the denoising methods, per input noise level, is then analyzed
by calculating the mean (and the standard deviation) of the SNR values over all the
50 realizations.

2.3

Ensemble Empirical Mode Decomposition based denoising

Empirical Mode Decomposition (EMD), introduced by Huang et al. adaptively decomposes a signal x(t) into N Intrinsic Mode Functions cj (t) [5]. EMD separates the full
signal into ordered elements with frequencies ranged from higher to lower frequencies
in each IMF level [6]. After EMD, the signal is given as:
x(t) =

N
X

cj (t) + r(t)

(2)

j=1

where r(t) is the residue after N IMFs have been extracted and can be considered as
cN +1 (t). The IMFs represent zero-mean AM/FM components [7], while the residue is a
non-zero mean low order polynomial [4]. The EMD algorithm consists of the following
steps [5]:
• Identify all the maxima and minima extrema of the signal x(t).
• Generate the upper and lower envelope by interpolation between the minima and
maxima extrema, respectively.
• Calculate the mean function of the upper and lower envelope: m(t).
• Compute the difference signal d(t) = x(t) − m(t).
• Replace x(t) with d(t) and iterate the previous four steps until d(t) becomes
zero-mean. Then, d(t) is IMF 1 and is named c1 (t).
• Calculate the residue signal r(t) = x(t) − c1 (t) and repeat the procedure as
specified by all previous step with x(t) replaced by r(t) to obtain IMF 2. To
obtain all IMFs, repeat all the steps N times until the final residual signal is a
monotonic function.
The major disadvantage of EMD is the mode mixing effect, which indicates that
oscillations of different time scales coexist in a given IMF, or that oscillations with
the same time scale have been assigned to different IMFs [6]. This mode mixing effect
could make the physical meaning of an individual IMF unclear. Therefore, Ensemble
EMD (EEMD) was introduced to remove the mode-mixing effect [4]. Using EEMD,
white noise is added to the signal in many realizations. The noise in each realization
is different and the added noise can be canceled out on average, if the number of trials
is sufficient [6]. In every trial, the signal (contaminated by white noise) is decomposed
into IMFs as described previously. Then, the obtained IMFs are ensemble averaged
to arrive at the final result. In the current paper, the values as suggested by Wu and
Huang in [4] are used: white noise of amplitude 0.2 times the standard deviation of x(t)
and 100 realizations. Figure 1(b) shows the IMFs (N = 13) of the −dZ/dt reference
signal, added with white noise of 5 dB SNR to simulate electronic noise. A three second
interval of the noisy signal is shown in the middle part of Fig. 2(a).
Denoising a signal using EEMD consists in partially reconstructing the signal using
Eq. 2, by only using some specific IMFs. Low-pass filtering can be obtained by only
using high-number IMFs, while high-pass filtering consists of only keeping low-number
IMFs. For ICG filtering, a significance test is used to verify whether IMFs contain
useful information or consist mostly out of noise. The energy of an IMF is the variance
of the IMF. The IMF energies, Ej , of a noise-only signal should linearly decrease on a
semi-log diagram with increasing j [7]. Assuming Gaussian noise characteristics, the
noise only IMF energies can be approximated using [8]:
σn
Ej =
2.01j ; j = 1, ..., N
(3)
0.719
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Figure 1: (a) Master −dZ/dt signal and corresponding ECG (b) IMFs of noisy ICG
signal (5 db SNR)
where σn is the noise variance, which can be approximated with the variance of the
first IMF. Denoising then consists in reconstructing the signal by only using IMFs
which energies differ significantly from the noise only model. The threshold Tj of the
significance test is given as [9]:
log2 (log2 (

Tj
)) = a j + b
Ej

(4)

where a and b are constant, chosen according to a desired confidence level [9]. For a
chosen confidence level of 99%, the values of a and b are 0.460 and -1.919, respectively.
The top part of Fig. 2(a) indicates the threshold and the IMF energies of a noisy ICG
signal (5 dB SNR), as given in the middle part. In the reconstruction of the signal,
only IMFs 6, 7, 8, 9 and 10 are used, resulting in the filtered signal as shown in the
bottom part of Fig. 2(a).

2.4

Wavelet Based denoising

The discrete wavelet transform decomposes a discrete signal using a multirate filter
bank. A filter bank decomposes a signal into a low-pass signal a1 (n) and a high-pass
signal d1 (n). In a multirate filter bank, the low pass signal is again decomposed in a
low-pass signal and a high-pass signal. Hence, a cascade of N filter banks transforms
a signal a0 (n) in one signal aN (n) and N signals dj (n), with j = 1,...,N. After every
decomposition, the two resulting signals are downsampled by a factor 2 and thus, the
number of samples n is decreased by a factor ranging from 2 to 2N . Therefore, an
input signal a0 (n) of dyadic length is required, i.e., n must be a power of 2. The basis
functions corresponding to the coefficients dj (n) look like small waves (wavelets) and
thus, the input signal is decomposed in a basis of wavelet functions. The coefficients
dj (n) capture the details of the input signal, while aN (n) captures the average input
signal. The high-resolution details are captures by the low-j dj and the lower-resolution
details are given higher-j dj .
Denoising using wavelet transform is performed by selecting the coefficients dj (n)
of the wavelet transform that will be used for the reconstruction of the filtered signal.

Assuming that the standard deviation of the noise signal is known and provided that
there are only few coefficients above the noise level, the denoised signal can be reconstructed by only selecting the large coefficients. The selection of the coefficients is done
by thresholding.
The DeNoising tools of the Matlab toolbox Wavelab 850 are used in the current
paper for wavelet based denoising. The Symmlet 8 wavelet was chosen as the filter
composing the filter bank. The threshold is determined using the SURE (Stein’s unbiased estimate of risk) method [10]. With this method, a threshold is determined per
resolution level j (adaptive threshold). After the selection of the threshold, hard thresholding is applied, which consists of zeroing the coefficients that are below the threshold
while keeping the coefficient that are above unchanged. The DeNoising tools assume
an input signal which is normalized to noise level 1 so that the wavelet coefficients
at finest level have absolute deviation 1. This is done using the NormNoise function
which is part of the Wavelab 850 toolbox and which is a required pre-processing step
for a proper application of the threshold method. However, using the denoising method
for a ICG signal it was noted that some high frequency oscillations (noise) were still
present after filtering. As an example, consider again the noisy signal as given in the
middle part of Fig. 2(a). The denoised signal, using the original thresholds, is given
in the top part of Fig. 2 (b). Increasing the thresholds by a factor 2 eliminates these
remaining noise components, see lower part of Fig. 2(b). Therefore, in this paper, the
thresholds obtained using the SURE method are multiplied by 2 before applying hard
thresholding.
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Figure 2: (a) EEMD denoising significance test (top) for a noisy ICG signal (5 dB SNR)
(middle) and the denoised ICG (bottom) (b) Wavelet denoising of ICG signal using the
original thresholds (middle) and the increased thresholds by a factor 2 (lower); RED
= reference signal, BLUE = noisy and filtered signal

2.5

Optimal Adaptive FIR filter

The Power Spectral Density (PSD), obtained using the Welch’s method, of the −dZ/dt
signal is shown in Fig. 3(a). The major spectrum lies below 10 Hz, although small
components are present up until 20 Hz. A low-pass filter might be sufficient to filter

the electronic noise and hence, the performances of the more elaborate Wavelet and
EEMD based filter techniques for non-stationary signals are compared with a simple
low-pass FIR filter.
The FIR low-pass filter design problem is to approximate the ideal frequency response characteristics, e.g., cut-off frequency, by properly selecting the filter coefficients.
In this study, the FIR filters were designed using the window-based design technique in
which the infinite unit sample response, determined from the ideal frequency response
using the inverse Fourier transform, is truncated at some point to yield a FIR filter of
length n (filter order). A Hamming window is used to truncate the impulse response.
Forward and reverse filtering is used to eliminate phase distortion.
To compare the performances of Wavelet and EEMD based filtering with the best
possible solution using a FIR filter, a Genetic Algorithm (GA) is used to find the optimal values of the filter order and cut-off frequency, for different input levels of noise.
A GA is a global optimizer which mimics nature’s own search system, evolution, to
find an optimum [11], and is an easy-to-use tool to explore a design region of interest.
The working principle of the GA is based on the principle of survival of the fittest.
A GA starts with generating an initial population. Using several operators, such as
crossover and mutation, the fittest individuals of the population are chosen to produce
offspring. After several generations, the population has evolved into fitter individuals
and the evolution is stopped when a pre-defined stop criterion is met.
In the current study, the population consists of individuals representing different
combinations of the two control variables: the order and cut-off frequency of the filter.
The boundaries in which the GA searches for the optimal order and cut-off frequency
are 5-150 and 1-30 Hz, respectively. The obtained optimal values for the cut-off frequency and the filter order are presented in Table 1. The optimal values change as a
function of the input noise level and hence, in essence an optimal adaptive FIR filter
is obtained. The higher the input noise level (lower SNR ratio), the lower the cut-off
frequency and the higher the order of the optimal FIR filter. Figure 3(a) shows the
corresponding filter frequency responses on top of the PSD of the −dZ/dt signal. At
high noise levels, the optimal low-pass filters have a sharper cut-off and the passband
is shifted to lower frequencies. Moreover, some frequency components of the clean
−dZ/dt signal are distorted by reducing their magnitude. For low noise level inputs
however, the low frequency components remain unchanged by using a lower order and
higher cut-off frequency.
Table 1: Optimal cut-off frequency and filter order for different input noise levels
input SNR [dB] cut-off frequency [Hz] filter order
0
14
138
5
17
138
10
20
127
15
30
70
20
35
16
It should be noted that the performed GA optimization is only possible in a clairvoyant case, in which both the noisy signal and the clean reference signal are known
and can be used to calculate the signal-to-noise ratio. In reality however, only the noisy
signal is available. The optimal GA results could still be used on real ICG signals, if the
signal-to-noise ratio is estimated. Two well-known methods are maximum likelihood
and sample correlation coefficient.

3

Results and Discussion

The obtained SNR values after denoising are shown in Fig. 3(b). Both the mean and
the standard deviation of the 50 repetitions are presented as a function of the input
noise level and for the three different denoising methods.
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Figure 3: (a) PSD of −dZ/dt and frequency response of optimal FIR filters (b) SNR
after denoising as a function of the input noise level
All three denoising methods result in an increase in the signal-to-noise ratio after
denoising. For a high input noise level (0 dB SNR), EEMD gives a higher SNR after
denoising than using Wavelet based denoising. Also for moderate input noise levels
(5 - 10 dB SNR), EEMD performs better than waveshrink while for low input noise
levels (15 - 20 dB SNR), the results (mean) of wavelet based denoising are almost equal
to EEMD denoising, with a considerable increase in standard deviation of the EEMD
results at an input noise level of 20 dB SNR. It should also be noted that EEMD
is much more computationally intensive than Wavelet decomposition (increased by a
factor of 1000). Based on the maximal SNR after filtering, EEMD denoising performs
better or equal than wavelet based denoising and can be used for better noise reduction
when time is not a concern and under off-line analysis. However, the optimal FIR filter
outperforms both EEMD and wavelet based denoising and gives the best SNR values
after denoising, for every input level of noise. The downside of optimal FIR filtering is
that the optimal cut-off frequency and filter order are not constant and that the optimal
values were determined in a clairvoyant case. Moreover, it is unknown how stable these
optimal solutions are with respect to a change in the ICG signal, i.e., does a different
ICG signal requires different optimal values meaning that the optimization process
should be repeated for every new ICG signal that is investigated. Also, the EEMD
and wavelet based denoising methods could be optimized to possibly give better ICG
filtering results, e.g., optimizing the thresholds and significance tests for reconstructing
the signals.
Although the simple FIR filtering method gives better SNR values after filtering,
EEMD or wavelet based filtering might still be more suitable for filtering an ICG signal.
In ICG analysis, it is of no interest to have the best SNR after filtering. It is important
to correctly and accurately detect events (B, C and X points) from which the LVET
and (−dZ/dt)max can be deduced. Previously, in Section 2.5, it was already stated
that the optimal FIR filter for high input noise levels distorts the ICG signal and
hence, introduces changes in the B, C and X points. In the current paper, it was not
investigates what the influence is of EEMD denoising on changes in the event detection,
compared with wavelet based denoising and FIR filtering. Hence, further research

is required. Moreover, next to electronic noise, the ICG signal contains respiration
and motion artifacts. EEMD (or wavelet based denoising) might be more efficient in
identifying, isolating or removing these artifacts.

4

Conclusions

For events to be accurately extracted from thoracic impedance cardiograms, denoising
is required. A recently developed method based on Enesemble Empirical Mode Decomposition was tested against wavelet based denoising and FIR filtering in which the the
order and cut-off frequency are optimized using a Genetic Algorithm. For moderate
to high noise input levels, the EEMD based denoising method results in higher signalto-noise ratios after filtering, compared with wavelet based denoising. The optimal
FIR filter outperforms both the EEMD and wavelet based denoising methods for all
input noise levels. However, for accurate event detection, it is not the goal to have the
highest signal-to-noise ratio after filtering. Also the distortion of the signal and the
influence on event detection have to be taken into account. Therefore, further research
is required on the effect of the different denoising methods on the shifts in detected
events.
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Abstract
For non-cooperative bistatic SAR, one of the major issue is the direct path interference. This signal will also enter the receiver and seriously impact the SAR imaging.
The image synthesis is based on the direct application of the matched filter. Imaging
in the immediate surrounding of the receiver will be impaired by the range and azimuth
sidelobes of the strong direct path signal caused by the conventional matched-filterbased SAR processing.
In this paper, we present two methods to mitigate the range and azimuth sidelobes
of the strong direct path signal: adaptive digital nullsteering and apodization of the
matched filter. These methods are first evaluated on simulated signals. Next, field
experiments using the European Space Agency’s ENVISAT satellite as transmitter of
opportunity will validate this processing.

1 Introduction
Unlike monostatic SAR, opportunistic bistatic SAR is affected by the strong direct path
signal coming directly from the illuminator of opportunity. After the conventional matchedfilter-based SAR processing, this leads to range and azimuth sidelobes that can easily interfere or obscure nearby scatterers which have weaker return signal strength. Sidelobe reduction strategies have to be considered to mitigate the effects of this strong reference signal.
The first considered strategy is the spatial adaptive nullsteering, which attenuates or even
eliminates the direct path signal in a similar way as we did in [1]. This adaptive algorithm is
all the more powerful since the illuminator of opportunity is moving. This processing also
retrieves the reference signal needed to perform the synchronisation in SAR imaging. The
considered phased-array antenna is a patch antenna array of four elements. To cope with
mutual coupling effects and manufacturing tolerances, array calibration is required [2].
The second strategy to mitigate the strong direct path signal is to apply appropriate
weighting functions to the matched filter, a technique known by the general term apodization.
In this paper, we study the performance of these two strategies and the impact on the
imaging range in our application of space-surface bistatic SAR.
The paper is organized as follows. Section 2 describes the designed passive bistatic radar.
In Section 3, the impacts of the strong direct path signal are presented. Section 4 explains
in detail the two attenuation methods while section 5 offers concluding remarks. Finally, we
consider future works in Section 6.

2 System overview
The passive bistatic imaging radar consists of an opportunistic spaceborne radar transmitter
and a ground-based receiver (Fig. 1).

We use a backscattering geometry, where the receive and the transmit antennas are located on the same side of the illuminated area, to achieve the best possible range resolution [3], [4], [5], [6]. Thanks to this configuration, the direct signal from the satellite will be
attenuated since it is received via a sidelobe of the array antenna.
Satellite

direct path

backscattered signal

Receiver

Illuminated area

Figure 1: Geometry for bistatic SAR.

3 Effect of the direct path signal
The SAR image synthesis based on the direct application of the matched filter suffers from
the masking effect of the range and azimuth sidelobes of the strong direct path signal or
of a strong point scatterer. These sidelobes may mask nearby, weaker scatterers or may be
mistaken for false echoes. The significant range sidelobes are formed from the rectangular
power spectrum of the transmitted chirp giving a sinc shaped correlation function. As for
azimuth sidelobes, they are caused by the limited synthetic aperture length and/or by the
azimuth radiation pattern of the transmit antenna.

3.1 Range sidelobes
At reception, the transmitted chirp is range-compressed using the matched filter. The impulse
response is obtained by compressing the direct path signal of the ENVISAT radar satellite
and is a sinc function as represented in Fig 5. The mainlobe and the high levels of the
sidelobes hamper imaging along the baseline in the surrounding of the receiver.

3.2 Azimuth sidelobes
To illustrate the azimuth sidelobes due to the SAR processing, we consider a scenario with
a point scatterer to the East of the receiver. Figure 2 (a) shows the tangential plane centered
at the receiver and the isorange on which the point scatterer is located (300 m from the
receiver). After the range compression using the matched-filter, each azimuthal contribution
of the signal is coherently integrated along this isorange taking into account the phase history.
Figure 2 (b) shows the result which presents two peaks: one corresponding to the position
of the point scatterer and one corresponding to its ambiguity, respectively in red and black
on Fig. 2 (a). This ambiguity arises out of the two intersections of the line transmitter-target
(dashed line on Fig. 2 (a)) with the isorange. This line corresponds to the narrow synthetic
beam resulting of the aperture synthesis in azimuth. In practice, since the radiation diagram
of the receiving antenna points East, this ambiguity is in the backlobe of the receive antenna
and hence does not appear on the SAR image.
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Figure 2: (a) Scenario with a point scatterer at the East of the receiver and (b) the azimuth
sidelobes of a point scatterer.

4 Sidelobe mitigation strategies
To deal with these sidelobes, two strategies have been considered. The first one is the radical
method of spatial adaptive nullsteering to attenuate and even suppress the strong direct path
signal and thus its sidelobes. The second one is the well-known apodization method which
can reduce the sidelobes at the expense of a loss in range and in azimuth resolution.

4.1 Spatial adaptive nullsteering
4.1.1 Spatial filtering
Spatial nullsteering considers here a four-element antenna array to reject the signal coming
from the source of opportunity.
We consider the following signal model
y = αs(θ) + βs(θi ) + n

(1)

where y is the received signal at the antenna array, s is the array steering vector in the
indicated direction θ, α is the complex amplitude of the useful signal, β is the complex
amplitude of the interfering signal at the DOA θi , n is the thermal noise. Interference, useful
signal and noise are assumed to be uncorrelated. In order to perform that rejection, a matched
filter is considered. It is well known [7] that the optimum filter in that case is given by
w(θ, θi ) = R−1 (s(θi ))s(θ)

(2)

where R is the covariance matrix of the interference + noise and the dependence of the
interfering signal on the steering vector is explicitly noted. Considering the simplified model
(1), the interference plus noise covariance matrix can be expressed as
R(s(θi )) = E[|β|2 ]s(θi )s† (θi ) + σ 2 I

(3)

where σ 2 is the variance of the thermal noise and I is the identity matrix.
A similar filter will be used to extract the direct path signal to perform the synchronisation
of the receiver with the transmitter of opportunity which is one of the salient difficulties for
non-cooperative bistatic SAR.

4.1.2 Calibration
However, the steering vector for a particular DOA is actually not available. Although suboptimal, a solution consisting in replacing the true steering vectors s in (2) by estimated
steering vectors ŝ yielding
ŵ = R̂−1 (ŝ(θi ))ŝ(θ)
(4)
is a reasonable engineering approach. In [2], two steering vector estimation methods
to calibrate an antenna array have been compared using real measurements in an anechoic
chamber. The first method is based on a synthesis of the steering vector using a model the
parameters which have been estimated using the measured steering vectors. In the second
method, the steering vectors are obtained by interpolating between adjacent measured steering vectors. These methods calibrate the array by allowing to estimate the steering vector for
a particular θ using a set of measured steering vectors.
The end-to-end performance of the filter ŵ (4), and thus of the steering vector estimation
method, have been evaluated by computing the SINR (Signal to Interference plus Noise
Ratio) loss [8] defined as
SINRout
SNRin
|ŵ† (θ, θi )s(θ)|2
σ2
.
=
ŵ† (θ, θi )Rŵ(θ, θi ) s† (θ)s(θ)

SINRloss (θ, θi ) =

(5)

The SINR loss can be interpreted as the loss in SINR due to the presence of the interference
filtered by the considered filter. The minimal SINR loss is obtained using w and suboptimal
filters ŵ may only further degrade the SINR loss.
We first consider an interference arriving from θi = 2◦ with a SIR (Signal-to-Interference
Ratio) of 0 dB and a SNR (Signal-to Noise Ratio) of 30 dB.
The SINR losses of both methods are illustrated in Fig. 3 as a function of the angle θ.
As a comparison, the ideal case for which the filter is calculated using the true measured
steering vectors is also shown. As intuitively expected, the performance of the interpolation
method decreases as the number of calibration sources diminishes.
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Figure 3: Comparison of the estimation methods: (a) for 10 calibration sources and (b) for 7
calibration sources
The results suggest that when a large number of steering vectors is available, the interpolation-based method provides better results that the model-based method. The anechoic

chamber calibration procedure has the drawbacks of being time consuming and is not adapted
for a changing electromagnetic environment. In the future, the calibration data will be estimated in the field directly from the impinging signals themselves, without the aid of any
special calibration source. In addition, in SAR bistatic imaging, measurements at two angles
of elevation ϕ are required: ϕi > 0 corresponding to the elevation of the interference (illuminator of opportunity) and ϕobs < 0 corresponding to the elevation of the imaged area. The
steering vectors at the last elevation angle will be the most difficult to estimate due to the
absence of dedicated calibration sources on the ground. This issue could be solved by using
the available (point) scatterers in the SAR synthesized image as calibration sources.
4.1.3 Shadowed area
One of the drawbacks of spatial nullsteering is a shadowed area that can appear on the SAR
image due to the suppression of the backscattered signals. The considered spatial filter w
(2) will steer a null in a cone angle [9] corresponding to the direction of the transmitter and
will affect other directions according to its beampattern. The effect of the beampattern of the
spatial filter will be reflected on the SAR image.
To demonstrate this shadowed effect, we consider a scenario in which there are several
point scatterers in an area of 2 × 2 km East of the receiver as depicted in Fig. 4 (a). The
optimum beamformer is computed for a look direction θ of −50◦ and for an interference in
the direction θi of 0◦ . In the synthetised image (Fig. 4 (b)), the shape of the beampattern
of the spatial filter can be recognized through the amplitudes of the reflections and one can
observe the total attenuation of the receiver.
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Figure 4: (a) Without beamforming: the direct path signal is visible in the upper part of the
image. (b) With beamforming: the direct path signal has vanished, but some scatterers have
been attenuated as well.
This shadowed area can be bypassed by reorienting the ULA such as the θi cone is not in
the desired direction of imaging.

4.2 Apodization
The second strategy to reduce these sidelobes is the method of apodization using weighting
functions such as Hamming windows as described in [10]. Apodization can be performed in
range or in azimuth compression or both.
First, results with ENVISAT data are used to qualitatively study the performance of the
apodization in range. A satisfactory sidelobe reduction is achieved with the Hamming window as shown in Fig. 5 at the expense of a broadening of the mainlobe width and thus a

degradation of the range resolution. As a conclusion of the Hamming apodization, a point
scatterer in the direction of the direct path should have an amplitude of minimum 30 dB below the direct signal and further than 30 m to be imaged. A better reduction of the sidelobes
with Blackman apodization was expected. This is not the case and can be explained by the
presence of noise in the real data.
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Figure 5: Effect of apodization on range sidelobes after compression of the ENVISAT transmitted signal.
Next, we consider a scenario with a point scatterer with an amplitude of −40 dB below the direct signal. Figure 6 depicts the intensity (dB) of the azimuth compressed data.
The range lines are radial from the receiver while the azimuth lines are ellipses around the
receiver. Figure 6 (a) illustrates the effect of the azimuth and the range sidelobes in the tangential plane at the receiver and demonstrates that point scatterers on the bistatic baseline
(transmitter-receiver) will be hidden by the range sidelobes of the strong direct path signal.
In Fig. 6 (b), the simulated point scatterer is also visible by using the Hamming apodization
during the range compression while it was less visible without apodization (Fig. 6 (a)). If
azimuth apodization is performed during the image synthesis, one can see on Fig. 6 (c) a
diminution of the azimuth sidelobes of the point scatterer at the expense of a loss in azimuth
resolution.
A salient observation is that the imaged area is more significantly hampered by the range
sidelobes than by the azimuth sidelobes of the direct signal.
Finally, Fig. 6 (d) shows the result of spatial adaptive nullsteering where the direct signal
is significantly attenuated.

5 Conclusions
This paper studies the salient impact of the strong direct signal for a non-cooperative bistatic
SAR. Two strategies have been considered to mitigate its effect: spatial adaptive nullsteering
and apodization of the matched filter. The first one remains the paramount method to attenuate and even suppress the direct path signal if an accurate array calibration is performed. If
the attenuation of the direct signal is not sufficient, apodization can be used to complement
the nullsteering method.
The results suggest that the useful imaged area (i.e. without direct signal sidelobe interference) strongly depends on the performance of both methods. Furthermore, the observation
area along the bistatic baseline will never be imaged due to either the high range sidelobes
of the direct path signal or the null steered in the direction of the transmitter which yields a
shadowed area.

(a)

(b)

(c)

(d)

Figure 6: Azimuth compression of a signal containing a simulated target (300 m from the
receiver) (a) using the strict matched filter, (b) using range sidelobe apodization (Hamming),
(c) using azimuth sidelobe apodization (Hamming) and (d) after spatial adaptive nullsteering.

6 Future work
The array calibration is of utmost importance for effective spatial adaptive nullsteering.
Moreover, calibration on the field could improved the performance as stated in [2].
These simulations will further be validated on real data to illustrate the performance of
spatial adaptive nullsteering, the effect of shadowed area and the impact of calibration.
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Abstract
SAR imaging has been historically performed using monostatic radar configurations
where the transmitter and receiver shared the same location. Bistatic SAR is certainly
not new. Cooperative bistatic SAR has been conducted either air-air, air-space and
space-space [1]. Non-cooperative space-ground bistatic SAR as the one presented in
this paper or in [2,3] present the advantages of being relatively cheap and able achieve a
high revisit time by combining several satellites such as Envisat, ERS-2 or RADARSAT2. From a tactical point, these systems are difficult to detect as they are passive.
The synchronization between the transmitter and the receiver is crucial in bistatic
SAR systems. This is usually done physically, by having one antenna pointing towards
the transmitter and another towards the scene. A particularity of the system described in
this paper is that the receive antenna consists in a phased array and that phased array is
used to separate the direct-path signal from the echo signal.
The spatial processing is described in a companion paper [4] while this paper concentrates on a description of the system, an analysis of the interferences present and
present initial results.

1 Introduction
Synthetic Aperture Radar (SAR) imaging is typically conducted in monostatic radar systems.
In monostatic systems both the transmitting and the receiving chains are at the same location,
usually even sharing the same antenna. Monostatic SAR imaging system are thus inherently
cooperative. Bistatic SAR imaging has gained popularity in the past years. Cooperative SAR
imaging has been performed in multiple configurations: air-borne to air-borne [5], air-borne
to space-borne [6, 7], space-borne to space-borne [1, 8]. and space-borne to ground [2, 3].
Synchronization between the receiver and the transmitter is a key issue in bistatic radar
and particularly in bistatic SAR. In non-cooperative system, a direct link between the transmitter and the receiver is excluded. Synchronization is thus usually based on the reception
of the so-called direct path signal from the transmitter. This direct path signal is usually
received using a dedicated antenna [2, 3] and another antenna is used to receive echo signals
from the scene.
The particularity of the system described in this paper is that a antenna array is used to
receive both signals and the direct path signal is separated from the echo signal by spatial
beamforming as described in [4]. This removes the need to manipulate an antenna dedicated
to the reference signal at the price of a sensitive calibration [9].
Besides the absence of transmitter, a major advantage of passive bistatic SAR systems is
that several transmitters of opportunity operating in the same frequency band can be considered as source. In C-band, the frequency band considered here, one has ENVISAT, ERS-2
and Radarsat-1/2. Considering several transmitters of opportunity increases the revisit time
of the observed scene.
There are two main imaging scenarios illustrated in Figure 1 In the backscattering geometry, the illuminator and the receiving system are on the same side of the imaged scene. In
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Figure 1: Possible imaging geometries. Left: back scattering geometry, Right: forward
scattering geometry.
the forward scattering geometry, the imaged area is located between the illuminator and the
receiver. The backscattering geometry provides the highest range resolution while the forward scattering geometry provides the highest signal thanks to a close-to-specular reflection
of the signal on the imaged scene.
The paper is organized as follows. In Section 2, the system is described. Section 3
presents the received signals while early results are presented in Section 4. Finally, Section 5
concludes the paper.

2 System description
2.1 Bloc diagram
The bloc diagram of the receiving system is depicted in Figure 2. There are three main parts.
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Figure 2: Bloc diagram of the passive radar system.
The first part consists in the receiver from the antenna till (digital) base-band signals. The
separation between the direct-path signal and the echo signal including the synchronization is
performed in the second part. And finally the image synthesis, combining range and azimuth
compression is performed in the last part. These parts are further described in the sections
below.

2.2 Reception system
A bloc-diagram of the reception system is depicted in Figure 3 and it is illustrated in Figure 4
(Left). It is a typically super-heterodyne receiver built using Minicircuits components.
LPF

BPF

LNA
LPF

ADC

BPF

LNA
LPF

BPF

LNA
LPF

BPF

LNA
RF AMPLIFICATION

LO

IF AMPLIFICATION

DOWN
CONVERSION

Figure 3: Block diagram of the reception part.
The antenna array at the receiver consists in 4 vertically polarized micro strip antennas
as depicted in Figure 4 (Right). The main advantages of this type of antenna is that they are

Figure 4: Receiving system (Left) and antenna array (Right).
relatively easy to manufacture and are relatively cheap. Size constraints were also a selection
criteria since, to avoid grating lobes, the antennas need to be at most λ/2-spaced. The antennas where designed to operate at a resonance frequency of 5.4GHz and having a bandwidth
sufficiently wide to cover the operating frequencies of ENVISAT, ERS-2 and Radarsat-1/2.
The antennas where first simulated before being actually realized. The antennas where then
characterized in an anechoic chamber. Figure 5 presents the theoretical antenna pattern and
the measured antenna patterns in azimuth and in elevation.
The amplification is provided by a cascade of low noise amplifiers totaling a gain of 75
dB.
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Figure 5: Antenna pattern of a single patch antenna in azimuth (Left) and in elevation (Right).
The downconversion is performed in two steps. In the first step, the received signal is
down-converted to intermediate frequency (20 MHz) using a programmable local oscillator.
By changing the frequency of the local oscillator, the receiver can be tuned to receive the
signals from the different satellite. The intermediate frequency signal is then sampled at
50MS/s using a 16-bit A/D card (AlazarTech ATS660). It is finally digitally down-converted
to base band thus providing the complex base band signal for further processing.

2.3 Signal separation
Signal separation consists in deriving the direct-path signal from the received mixture that
contains both the direct path signal and the echo signal. There are two main goals: providing
a direct path signal that will be used to perform range-compression and eliminating (or attenuating) the direct path signal present in the echo-signal. The latter is handled in a companion
paper [4]. The former require a calibrated antenna array and a possible calibration procedure
is described in [9]. The calibration of the antenna at elevation angles corresponding to the
observed scene is still work in progress.
In the mean time, the direct-path signal is resynthesized. Since the considered illuminators of opportunity are all SAR satellites transmitting linear frequency-modulated (LFM)
chirps, the shape of the transmitted signal is known. The only parameters that have to be
estimated are the exact center frequency, the chirp length, the chirp rate and the initial phase.
Indeed the center frequency depends on the drift between the local oscillator at the receiver
and that at the transmitter. The chirp length and chirp rate depend on the particular mode
in which the SAR instrument on board the spacecraft is operating at the time the spacecraft
overflies the receiver. The initial phase is the phase difference of the local oscillatoris at the
start of the transmission of the chirp and varies from chirp to chirp. It has of course to be
estimated in order to recover a meaningful phase history in azimuth. The chirp rate, center
frequency and initial phase are estimated by fitting the theoretical quadratic phase of a LFM
chirp with the unwrapped phase of the direct signal pulse.

2.4 Image synthesis
Image synthesis is performed using matched filtering. First a compression in range is performed by matched filtering with the synthesized direct-path signal. In a second stage, the
compression is performed in azimuth by matched filtering the range-compressed data along
the along-track range-history curve.

The azimuth compression provides the resolution along the isorange curves. The isorange surfaces are ellipsoids with the transmitter and the receiver as focal points. If a locally
flat earth surface is considered and if the receiver is located on the ground, the isorange
curves on the ground are ellipses. In essence, the natural coordinate system of bistatic SAR
imaging is thus approximately polar, centered at the receiver. This geometry fundamentally
differs from the monostatic SAR geometry where, given the large range, the isorange are
virtually parallel to the flight direction. In backscattering geometry, at larger ranges from the
reciver, and for small opening angles, both geometries become equivalent.

3 Received signals
The receiving system was placed on the roof of a building in the center of Brussels, overlooking the neighboring area (Figure 6). The building being only slightly higher than the
surrounding construction does not provide an optimum imaging geometry.

Figure 6: View towards the imaged area as seen from the receiver.
Typical received signals from the ENVISAT spacecraft are depicted in Figure 7. Burst
17/08/2010 12:59:33.000000 (GMT: −02:00)

17/08/2010 12:59:33.000000 (GMT: −02:00)

0.4

0.3

0.3

0.2
0.1
Signal level (V)

Signal level (V)

0.2
0.1
0
−0.1

−0.1
−0.2

−0.2

−0.3

−0.3
−0.4
0

0

100

200

300
t (ms)

400

−0.4
0

2

4

6

8

t (ms)

Figure 7: Acquired ENVISAT signal: Acquisition in ScanSAR mode (Left) and detailed
pulse train (Left).
of chirps of varying amplitude are visible on the left part of Figure 7. This corresponds to

the ScanSAR mode of ENVISAT where the beam is electronically steered in elevation to
scan a large swath. Each burst corresponds to a particular scan at a different elevation. The
amplitude variation is due to the fact that despite the changing pointing of the antenna beam
and the receiver thus not being in the main lobe of the transmit antenna, signal is still received
from the side lobes of the transmit antenna. Figure 7 (Right) presents a detailed view of one
of the burst where the more classical pulses can be seen at regular intervals corresponding to
the pulse repetition interval.
The received system is relatively sensitive to interferences. In particular, in the considered setup location (Brussels, Belgium) according to the radio spectrum regulation office
(IBPT/BIPT), the frequency band below 5.35GHz may be used for Wireless Access Systems
(WAS). These interferences possibly do less affect monostatic systems as the WAS would
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Figure 8: Range-compressed image with interferences (amplitude in dB).
only radiate in the horizontal direction, not upwards, towards the satellite. The bistatic receiver, being located on the ground resides within the main lobe of transmit antenna of those
WAS. Figure 8 depicts a range-compressed image. On the left hand-side of the figure, the
huge direct signal is to be seen and in the remainder of the picture, an interference pattern
can be noticed.

4 Early results
Figure 9 presents a synthesized image in ground range. The blue circles on that graph are
drawn at 400m ground range distance increments from the receiver. The huge point target
corresponds to the receiver. That strong signal is actually due to the range and azimuth compression of the direct-path signal. This early result is rather disappointing. In order to assess
whether what is seen is actual data or noise, the distribution of the measured backscatter is
evaluated in two different areas. The first area (the blue boxes in Figure 9 (Left)) is located
within the main beam of the receive antenna and is actually expected to contain data. For
the test to be relevant, the area where range sidelobes of the direct path signal are expected
should be excluded hence the gap between the two blue boxes. The second area (the red box
in Figure 9 (Left)) is located in the sidelobes of the receive antenna and should thus contain
less signal. The distribution of the measured backscatter is depicted in Figure 9 (Right).
And, as expected, the backscatter is higher in the main beam of the antenna.
Our analysis of the disappointing results is that first the azimuth resolution is limited due
to a too short acquisition and second the observed scene is possibly too complex. Further
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Figure 9: Range-compressed image with interferences (amplitude in dB).
steps include moving the receiver to a more appropriate location with an easy to interpret
scene.

5 Conclusions and future work
This paper presents a passive opportunistic SAR system using SAR satellites operating in
C-band as illuminators. The challenge of the phase synchronization between the transmitter
and the receiver was discussed. Image synthesis is performed in two steps: signal separation, providing a reference signal from which phase synchronization information is extracted
followed by a compression in range and in azimuth. First images where presented and an
assessment of signal presence was done.
Besides the relocation of the receiver and the acquisition of longer signals, we intend
to put a point target out in the scene in order to help characterize the performance of the
system in terms of resolution and SNR. Indeed “natural” point targets seems to be relatively
rare in bistatic radars. A comparison of the obtained bistatic image with the corresponding
monostatic image will also be performed.
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Abstract
As a widely used biometrics, face recognition has many advantages such as being
non-intrusive, natural and passive. On the other hand, in real-life scenarios with
uncontrolled environment, pose variation up to side-view positions makes face
recognition a challenging work. In this paper we discuss the use of side-view face
recognition in house safety applications. Our goal is to recognize people as they
pass through doors in order to estimate their location in the house. In order to
preserve privacy of the people we attach our cameras on the door posts to limit
the view, and deal with side-view face images. Here, we review current methods
for side-view face recognition, compare available databases to be used for our
task, and introduce a new method, where we use manually labeled landmarks for
registration and warp the image to obtain shape-free face images. We test our
system on side-view face images from CMU-Multi PIE database, and analyze our
initial results.

1

Introduction

Face recognition is a biometric method with many applications for its nature of being
non-intrusive, natural, and passive. Especially, in applications such as surveillance
systems, smart homes, or any application dealing with identifying people from videos,
face recognition is the primary biometrics. However, it is a challenging task to recognize
faces in real-life scenarios where the environment is uncontrolled due to occlusion,
expression, or pose variations.
One possible implementation area for face recognition techniques are home safety
applications. The accidents and injuries happening in the home environment are mostly
caused by overlooked risks, busy schedule of the parents, or external threats. Therefore,
face recognition can be used to increase the situational awareness, to prevent the factors
that may cause further accidents, or to detect an emergency in time.
In this paper we introduce a novel method for side-view face recognition to be used
in house safety applications. Our aim is to identify people as they walk through doors,
and estimate their location in a house. In our system, we will use video recordings
from cameras that are attached to door posts. Due to the location of the cameras, the
range of sight will be limited and the privacy of the people will be preserved.
Side-view face recognition is a challenging problem due to the complex structure
of human face. A literature survey on face recognition under pose variations can be
found in [20]. The ﬁrst attempts to compare side-view face images were based on
comparing proﬁle curves, where ﬁducial points or features describing the proﬁle were
used for recognition. One such method is proposed by Gao and Leung [7], where they
match proﬁle line segments, and apply Hausdorﬀ distance to measure similarity. They
achieve 96.7% recognition accuracy on the Bern Database [6], which contains side-view
face images and silhouettes of 30 people. Bhanu and Zhou [4] propose a curvaturebased matching approach, where they use the curvature values to ﬁnd nasion and throat

point, and then compare the curvature values in-between using Dynamic Time Warping
(DTW). They achieve a recognition accuracy of 90.00% on Bern database. In a later
work [21], they propose a method to construct a high resolution face proﬁle image
from low resolution videos. They use an elastic registration algorithm for alignment of
proﬁles, and apply recognition using DTW. They experiment on 28 video sequences of
14 people walking with a right angle to the camera, and recognize more than 70% of
the people correctly.
In applications where identiﬁcation of people from videos is aimed, the system
should be able to handle pose variations. Therefore, in many approaches where videos
are involved, people make use of the texture information in addition to proﬁle curves.
Tsalakanidou et al. [18] present a face recognition technique based on depth and color
eigenfaces, where they use the depth map for exploiting the 3D information. They
experiment on XM2VTS database using 40 subjects, and recognize 87.5% of them correctly. Gross et al. [10] investigate recognition of human faces in a meeting room, where
they propose a method called Dynamic Space Warping (DSW). Here, they apply Principal Component Analysis (PCA) [19] to vectors of sub-images from a given face, and
compare these sequences using dynamic programming. They evaluate their algorithm
using recordings of six meetings with six people, and achieve an accuracy of 89.4% on
images without occlusion.
Instead of handling the pose variation at feature level, in some applications the
images are warped or synthesized using 2D or 3D-aided systems, so that images contain
the same pose as the image that is compared to. An early approach was proposed by
Beymer and Poggio [3], where they generate 14 virtual views of a given face, and use
them together with the original example for enrollment. They compute the correlation
between images using optical ﬂow and template matching, and achieve a recognition
accuracy of 70.20% in a database with 62 people using a cross-validation methodology.
Blanz and Vetter [5] estimate 3D shape and texture of faces from single 2D images
using a statistical, morphable 3D model. The results on CMU-PIE and FERET show
that, the algorithm achieves 95.00% and 95.90% correct identiﬁcations, respectively.
Kakadiaris et al. [13] presents a side-view face recognition system, where they make
use of 3D face models for enrollment, and extract proﬁles under diﬀerent poses. For
recognition, they extract proﬁles from given images and use Vector Distance Function
(VDF) to match the proﬁles to the gallery proﬁles. Their system achieves a 60.00%
recognition accuracy on the database UHDB1.
In this study, we ﬁrst review available databases that are appropriate for our task in
Section 2. We use manually labeled landmarks for registering side-view face image, and
removing the background. Then we apply warping to the image to obtain shape-free
face images, and use Principal Component Analysis (PCA) [19], Linear Discriminant
Analysis (LDA) [2], and Local Binary Pattern (LBP) [1] to describe the face images.
The details of our registration, preprocessing, and feature extraction techniques are
presented in Section 3. We test our system in a subset of side-view face images in
CMU-Multi PIE database [9], and analyze our results in Section 4. Finally, we will
give our conclusion in Section 5, and discuss our future work.

2

Database

There are a number of databases that contain face images with variant poses including
side-view face images [8]. Most of them are collected in a controlled environment with
uniform background, artiﬁcial illumination changes, or restricted pose variations. The
largest available database for side-view face recognition is CMU-MultiPIE database [9]
with 337 subjects and 15 poses. It is an extension of CMU-PIE database [17], which
contains only 68 subjects and 13 poses. Another database that is commonly used in
side-view face recognition studies is FERET database having 200 subjects and 9 poses.

Table 1: Databases with side-view face images
Name

CMU-PIE [17]
CMU-MultiPIE [9]
FERET [8]
Bern [6]
XM2VTSDB [14]
M2VTS [12]
MMI [15]
UHDB1 [11]
Bosphorus [16]

No. of
Subjects

No. of
Pose

Illumination

Occlusion

Expression

Color/
Gray/3D

Image/
Video

68
337
200
30
295
37
19
141
141
105

13
15
9
5
many
many
1
17
5
13

43
18
−
−
−
−
−
uncontrolled
−
−

glasses
glasses
−
−
−
glasses
−
−
−
4

4
6
uncontrolled
−
−
uncontrolled
79
2
−
34

Color
Color
Color
Gray
Color
Color
Color
Color
3D&Color
3D&Color

Img
Img
Img
Img
Vid
Vid
Vid
Vid
Img
Img

There are also some databases that are collected in more uncontrolled settings. MMI
database [15] is a web-based facial expression database including 1500 samples of 19
people. In addition to the video, in some databases 3D captures, or sound ﬁles are
also provided. UHDB1 database contains sixteen captures of 141 subjects, where the
subject is sitting in a car, and a camera is capturing the scene at a right angle to the
subject. The database also includes ﬁve 3D captures of each subject in variant poses.
XM2VTS database [14] contains four recordings of 295 subjects taken over a period of
four months. Each recording contains a speaking head shot and a rotating head shot.
The database includes high quality color images, sound ﬁles, video sequences and a 3D
Model. It is an extension of the M2VTS database, which contains voice and motion
sequences of 37 people, who have been asked to count from ‘0’ to ‘9’ in their native
language, and rotate their head from left to right. The Bosphorus Database [16] is
a recent 3D face database that includes a rich set of expressions, various poses and
diﬀerent types of occlusions.
In our work, we use a subset of side-view face images from CMU-MultiPIE database,
where we discarded subjects wearing glasses. In the subset that we use there are 223
subjects with a total of 552 side-view face images. The images have a resolution of
640 × 480 pixels, where the background and illumination is constant.

3

Feature Extraction

In our feature extraction approach, we ﬁrst register images using manually labeled
landmarks. Then, we apply some preprocessing to the registered images to remove the
background, and apply warping to achieve shape-free texture images. To describe the
face images, we implement Local Binary Pattern (LBP), and two baseline algorithms,
Principal Component Analysis (PCA) and Linear Discriminant Analysis (LDA).

3.1

Registration

For registration, we manually label 13 landmark points on each face image as seen in
Figure 1. We use Procrustes analysis to ﬁnd the transformation parameters between
each image. First, we align the landmarks of the images in the training set to ﬁnd the
average landmarks. Then, we compute the transformation between each image and the
average landmarks, and transform images, accordingly.
Finally, in order to have ﬁxed sized images we place a bounding rectangle around the
face, and crop the image. In order to ﬁnd the parameters of the bounding rectangle, we
compute the distance between the nasion and the nose tip using the average landmarks,

Figure 1: Manually labeled landmark points.
and use this distance multiplied with a constant to decide on the width and height of
the rectangle. Moreover, we locate the rectangle using the average nose tip landmark,
and crop all images accordingly. An example can be seen in Figure 2(a).

3.2

Preprocessing

After obtaining registered images, we apply some preprocessing to the images to eliminate the eﬀect of background. Here we make use of the landmarks, and interpolate
them to estimate the proﬁle. Using this proﬁle information, we remove the background, and get a cropped image that contains both the shape information and the
texture information. In order to obtain a shape-free texture image, we warp the image
by stretching the proﬁle until the edge of the bounding box. After warping, we smooth
the image using a low-pass ﬁlter. Finally, we draw a circle with its center in the middle
of the right edge of the bounding rectangle and remove the area outside that circle.
Sample images for our preprocessing method are given in Figure 2, where the ﬁrst image shows the result of registration, the second image shows the image after removing
the background, and the last image shows the output after warping.

3.3

Baseline Algorithms

As baseline algorithms for face recognition we used PCA (Eigenface approach) and
LDA (Fisherface approach). PCA is an unsupervised method that is used to reduce
the dimensionality of the feature space by projecting face images onto a space that spans
the signiﬁcant variations among known face images [19]. LDA is an extension of the
Eigenface approach. It is a supervised method that is used for further dimensionality
reduction and classiﬁcation [2].
In our implementation, we used PCA and LDA for extracting features from face
images. We used vectorized pixel values of the face images in a training set to learn PCA
parameters. Then, we projected each face image into the PCA space, and using the
projected values of the training samples we learned LDA parameters. For classiﬁcation,
we use one nearest neighbor method using cosine similarity measure.

(a)

(b)

(c)

Figure 2: Preprocessing steps. (a) Registered image. (b) Cropped image. (c) Warped
image.

3.4

Local Binary Pattern (LBP)

Local Binary Pattern is a feature description method which is used for describing local
spatial structure of an image [1]. It is widely used in face recognition applications due
to its invariance against illumination changes, and its computational simplicity. In our
system, we divide the images into 75 subregions, and compute the LBP histograms for
each region. Then, we concatenate these histograms to achieve the feature vector of
the image. For classiﬁcation, we use one nearest neighbor method using Chi square
distance measure.

4

Experimental Results

In our experiments, we use a subset of side-view face images in CMU-Multi PIE
database, where we eliminated the subjects wearing glasses. We use a total of 552
side-view face images from 223 subjects. The images were acquired in a controlled environment with constant background and illumination, and have a resolution of 640×480
pixels. We divided this set into three subsets: a training set with 97 subjects and 280
images, an enrollment set with 126 subjects and one image for each subject, and a test
set with 79 subjects who are included in the enrollment set, and a total of 146 images.
We use three types of images to extract features from: 1) registered image, 2)
cropped image, and 3) warped image. An example can be seen in Figure 2. Using PCA,
LDA, and LBP we perform identiﬁcation experiments. We achieve 91.10% recognition
accuracy when we use cropped images and LBP for describing face images. Our rankone accuracies can be seen in Table 2, and the Cumulative Match Characteristic (CMC)
curves can be seen in Figure 3. In order to better analyze these results, we also
investigated the erroneous cases. Some examples can be seen in Figure 4.
Table 2: Rank 1 Identiﬁcation Performances
PCA
LDA
LBP

Registered Image
59.59
77.40
89.04

Cropped Image
44.52
63.01
91.10

Warped Image
50.00
69.18
84.93

CMC curve for PCA

CMC curve for LDA

CMC curve for LBP
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Figure 3: Cumulative Match Characteristic (CMC) curves. (a) CMC curve of PCA,
(b) CMC curve of LDA, (c) CMC curve of LBP.
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Figure 4: Misclassiﬁcation examples. The three images from left to right are the test
image, corresponding enrollment image, and nearest image found by the classiﬁer.

When we analyze these results, we see that LBP consistently perform better than
PCA and LDA. It has been shown that compared to holistic methods, LBP is less
sensitive against variations that occur due to illumination, expression, or pose [1].
LBP describes the image by dividing it into local regions, extracting texture descriptors
for each region independently, and then combining these descriptors to form a global
description of the image. Consequently, LBP is not eﬀected by small local changes as
much as PCA or LDA.
In Figures 4, we see misclassiﬁcation examples caused by hair, illumination, expression, and facial hair. In examples shown in Figures 4(a), 4(c), and 4(e), all methods
failed to recognize the person correctly. However, in examples shown on the right side,
LBP succeeded to identify the person. When we compare these examples, we see that
when the variation is limited LBP can deal with these problems up to a certain point.
When we use cropped or warped image instead of registered image, the accuracies decrease dramatically, except for LBP. It must be noted that variations on pose
or expression are highly eﬀective on the proﬁle. Moreover, using manually labeled
landmarks to ﬁnd the proﬁles may cause some inaccuracies. Since PCA and LDA are
highly eﬀected by these variations, and using cropped images emphasize the eﬀect of
the proﬁle, we observe a drop on the accuracies. On the other hand, when we look
at the CMC curves, we see that on higher ranks cropped images perform better than
registered images. This shows that using more accurate shape descriptors will improve
our results.
We also see that the accuracies using warped image is higher than using cropped
image for PCA and LDA. This indicates that, our warping algorithm is eﬀective in
obtaining shape-free face images, and since we crop the image using a semi-circle, we
eliminate the eﬀect of hair up to some extent.

5

Conclusion and Future Work

In this work we investigate side-view face recognition to be used in house safety applications, where we aim to identify people as they walk through doors, and estimate their
location in a house. Here, we present our initial results that we achieved using sideview face images from CMU-Multi PIE database. We use manually labeled landmarks
to register images, and apply some preprocessing to obtain shape-free face images. We
test our system using PCA, LDA and LBP, and achieve 91.10% recognition accuracy
using LBP.
We see that, our warping algorithm is useful for eliminating the eﬀects of hair,
and to obtain a shape-free face image. However, it is much aﬀected by the variations
of pose or expression. In the future, we aim to ﬁnd the proﬁle and the landmarks
automatically to improve our registration and warping algorithms. We also think of
using an elastic registration algorithm to deal with pose variations, in order to obtain
more accurate shape descriptors.
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Abstract
This paper∗ studies the power allocation problem for a cognitive wireless system
transmitting over multiple parallel channels. The goal of the power allocation is
to maximize the total system goodput, or, the offered layer 3 data rate, keeping
at the same time the interference caused to the licensed users, which transmit
over the same bands of the cognitive device, under the prescribed threshold. This
optimization problem results to be convex and then solvable with conventional
numerical methods. Due to the high computational time required by these methods, a sub-optimal approach is also proposed, offering a good trade-off between
quality of solution and speed of the algorithm.

1

Introduction

A large number of wireless communication systems is, nowadays, part of the quotidian life. LTE, WiMAX and IEEE802.11 are only a few examples of current standards
in which high data rates and reliable communications are essential requirements, and
next generation wireless systems, the so-called 4th generation (4G), aim at reaching
ever higher performance. Though, these requirements call for the availability of large
segments of the frequency band, crowding, in this way, the electromagnetic spectrum
and thus making it a very precious and valuable resource. To overcome this problem,
Cognitive Radio (CR) technology [1] is a promising solution, relying on the idea that
an unlicensed device (Secondary User, SU) can transmit over the same frequencies belonging to other licensed users (Primary Users, PUs), with the constraint of keeping
the interference caused to them under a prescribed limit, named interference threshold. In this context, this work focuses on the power allocation (PA) problem for a
cognitive wireless parallel multi-channel system whose aim is to optimize the number
of information bits received in error-free packets per unit of time, or the ”goodput”
(GP) for short. In literature, many works have investigated the optimal PA policy
for such systems under constraints of both total available power at the transmitter
as well as interference threshold prescribed on the PUs bands. For instance, in [2],
the authors describe the optimal PA for an OFDM-based cognitive system that maximizes the downlink system capacity. In [3] a detailed analysis of the optimal PA for
multiple-input multiple-output (MIMO) systems first, and for MIMO-OFDM systems
then, is offered, still aimed at optimizing the overall system capacity. Though, the
performance of an actual system, where practical modulation and coding schemes are
employed, can be quite different. The goodput, other than considering this aspect, embodies also the effect of the automatic repeat request (ARQ) retransmission protocol,
offering a trade-off between data rate and link reliability. In [4], the authors solved
∗

Part of this work was supported by COST Action IC0902 ”Cognitive Radio and Networking for
Cooperative Coexistence of Heterogeneous Wireless Networks”.

the problem of the optimal PA for GP maximization in a non-cognitive scenario. By
investigating the same problem in the cognitive context, it is first demonstrates that
it can be solved resorting to the convex optimization theory, and the optimal solution
is thus simulated through conventional numerical methods. Then, due to the high
computational complexity of these algorithms, a sub-optimal solution is proposed.

2
2.1

System Model
Cognitive Scenario and Transceiver Design

The scenario under investigation, where a SU transmits over the same frequencies
assigned to the PUs, is depicted in fig 1. In particular, a set of J = {1, ..., J} PUs
P
transmits over J contiguous subbands of width Bj so that Jj=1 Bj = Btot , where Btot
is the total available bandwidth, composed of Ns subcarriers. Let define the mapping
function φ(n) = j, meaning that subcarrier n belongs to the j-th subband. According
to a well-known model adopted in literature [5], PUs have an interference-free zone
of radius R, in which any secondary transmission is completely avoided. On the edge
of this zone, the SU must guarantee that the interference created to the j-th PU is
kept below a prescribed threshold, named interference temperature, Tej . If Θj is the
path-loss between the SU and the generic j-th PU, the maximum allocable power for
the secondary transmitter on the j-th subband results therefore Tj = Tej Θj .

Figure 1: Cognitive Scenario
The secondary transmitter (STx) employs a conventional BIC-OFDM system. In
particular, each packet coming from the upper layers is mapped into a RLC-PDU of
length Nu bits, which is composed by Nh header bits, Np payload bits and Nc CRC bits.
These Nu bits are first encoded with a coding rate r, then the resulting Ns = Nu /r
coded binary symbols (CBSs) are randomly interleaved. The i-th CBS is associated
(n )
to the label, composed of m(ni ) bits, of the 2m i -QAM unit-energy symbol xni ,li and
it is transmitted on subchannel ni during the li -th OFDM symbol, n = 1, · · · , N, l =
1, · · · , L. From now on, the dependence on i and li will be dropped, without loss of
generality (w.l.g.), for the sake of notation. Denoting with Nt and Nr the number of
transmitting and receiving antennas, respectively, it is worth noting that w.l.g. N can
represents the number of parallel sub-channels, corresponding to Ns in a SISO system,
or to Q · Ns , number of parallel streams in a MIMO system, where Q = min{Nt , Nr }.
Let also define N = {1, ..., N} the set of parallel-subchannels. Each QAM symbol is
N
P
transmitted with power pn over subchannel n, such that
pn ≤ Ptot , where Ptot is
n=1

the total available power in transmission. Finally the vector of symbols x = {xn }N
n=1
after the FFT block of size Nfft , the cyclic prefix insertion and the D/A converter, is
transmitted over a block-fading channel to the secondary receiver (SRx).
Assuming a perfect knowledge of the channel state information (CSI), the sample
obtained at the output of the OFDM receiver on the n-th subchannel results:
√
zn = pn hn xn + wn + tn .
(1)
In (1), hn is the channel coefficient between the secondary transmitter and its receiver
on subchannel n, wn represents the ambient noise on subchannel n which is a zero(n) 2
mean complex-valued Gaussian random variable (CGRV) with variance σw and tn
represents the interference caused by the j-th primary user transmitting over the same
Pφ(n),n
(n) 2
(n) 2
subchannel n, described as a CGRV ∈ (0, σt ). In particular, σt = Θφ(n),SRx
|hφ(n) |2 ,
where Pφ(n),n is the power allocated by PU φ(n) over subchannel n, Θφ(n),SRx is the
path loss between PU φ(n) and the SRx and hφ(n) is the channel coefficient between
them on that subchannel.
Thus, the signal-to-interference-plus-noise (SINR) over subchannel n is
γn =

pn |hn |2
(n) 2

σw

2.2

(n) 2

.

(2)

+ σt

Figure of merit

As anticipated in §1, the performance of the system described in §2.1 will be analyzed
in terms of number of bits delivered in error free packets per unit of time, or, goodput
(GP). Denoting with y the transmission mode employed, where transmission mode
refers to any combination of adjustable transmission parameters (e.g. modulation per
subchannel, coding rate, antenna configuration, power loading, etc.) and assuming
perfect CSI, the normalized average goodput (AGP) has the following expression [7]:
ζ(y, Γ) = r

N
X

m(n) [1 − PER (γ̂(y, Γ))] [bit/subchannel].

(3)

n=1

In (3), Γ = {γ1 , · · · , γN } is the vector of SINRs, γ̂(·) is the effective SNR mapping
(ESM) function [6], which compresses all the TMs and SINRs across all the subchannels
into a single scalar value γ̂, representing the SNR experienced by an equivalent BPSK
system over AWGN, whose curves of packet error rate (PER) are easily computed offline. By this way it is possible to predict the performance of the system just entering
with the value of γ̂ into a look-up table that returns the estimated PER value. In
particular, relying on the so called κESM methodology [7],


N
X


1

γ̂(y, Γ) = − log  N
M(n) (y, Γ)
,
P (n)
n=1
m

(4)

n=1

where M(n) is the so-called modulation model [7], evaluated on subchannel n:

2
ψ (n)
1
γn d(n)
(n)
−pn /ρn
M (y, Γ) = αn e
, with αn = m(n) −1 ,
=
.
ρn
pn 2
2

(5)

The values of ψ (n) and d(n) are known once the modulation adopted on the related n-th
subchannel is known, while γn is as in (2).

3

Problem Formulation

P
−pn /ρn
Defining the objective function F (p) = N
and having the PA vector as
n=1 αn e
unique adjustable factor (y ≡ p = {pn }N
),
the
power
allocation problem for AGP
n=1
optimization can now be introduced.
Proposition. The maximization of the AGP corresponds to:
p∗ = arg min F (p)

(6)

p

s.t.

pn ≥ 0
N
X

∀n ∈ N

pn ≤ Ptot

(7)
(8)

n=1

Pj ,

P

pn ≤ Tj

∀j ∈ J

n|φ(n)=j

(9)

Proof. See Appendix A.
Proposition. This problem results a convex optimization problem [8] and the solution
on the generic n-th subchannel, such that φ(n) = j, is given by†

+
1
ρn
∗
pn = ρn log
− log
.
(10)
λ + δφ(n)
αn
Proof. See Appendix B.
First of all, it is worth noting that the optimal solution (10) of (6), given y ≡ p,
corresponds to maximizing the ESM and can be obtained resorting to conventional
and well-known numerical methods, as the subgradient one. Moreover, this solution
can be recast in view of the traditional water-filling interpretation, through a simple
algebraic step, obtaining, on the generic n-th subchannel,



+
δφ(n)
p∗n
1
ρn
= log − log
+ log 1 +
(11)
ρn
λ
αn
λ
h

i
δφ(n)
ρn
1
where log λ represents the water level and log αn + log 1 + λ
plays the role of
the inverse of the SNR on subcarrier n. The latter term, unlike the conventional waterfilling case, on the generic subchannel n not only depends on the SINR γn (contained
in ρn ), but also either on the modulation adopted on that subchannel (due to ρn and
αn ) and to which subband that subchannel belongs to, due to δφ(n) . In the following,
the inverse of this term will be referred to as equivalent SNR, γeq,n :

−1

δφ(n)
ρn
+ log 1 +
.
(12)
γeq,n = log
αn
λ

4

Suboptimal Power Allocation Algorithm

In order to derive an efficient algorithm to solve problem (6), the optimal PA in absence
of PUs is first recalled.
†

The operator [x]+ means max (0, x)

4.1

Optimal PA in absence of PUs

In [4], the optimal power allocation for GP optimization in a non cognitive scenario
was investigated. The optimization problem is still described by (6) but subject only
to constraints (7) and (8). The authors demonstrate that a simple and optimal closedform solution can be found, relaying on the following observation.


N
P
+
Let consider N active subchannels and define the set S0 = pn ∈ R |
pn − Ptot ≤ 0 .
n=1

F (p) is strictly convex over S0 , thus, in compliance with the convex optimization theory, the directional derivative of F (p) at p∗ in any direction p must be greater or equal
than 0. Since the directional derivative is affine on p [9], it can be evaluated on the
N extreme points of the set S0 , obtaining the optimality condition stating that the
components of the gradient of F (p) at the optimal solution are all identical.
Operationally, this result can be represented by first sorting the subchannels in decreasing order, according to the module of the derivative of the objective function

∂F (p)
= αρnn ∝ γeq,n δφ(n) = 0, pn = 0 at p = 0, ∀n. Then N steps follow, where, at
∂pn
(i)

the generic step i, an amount of “water” pk is poured on all the subchannels k ≤ i, so
that
∂F (p)
∂F (p)
∂F (p)
= ··· =
=
(13)
∂p1 p=p(i)
∂pi p=p(i)
∂pi+1 p=p(i)
until the optimal condition of gradient above described is met, that leads to


(i)
(i)
(i)
αi
αi+1
p1
pk
pi
(i)
pi = ρi log
− log
and
= ··· =
= ··· =
.
ρi
ρi+1
ρ1
ρk
ρi

4.2

(14)

Suboptimal PA in presence of PUs

The approach highlighted
in §4.1, in theory, could
be extended to the cognitive case.
(
)
P
Defining Sj = pn ∈ R+ |
pn − Tj ≤ 0 , ∀j ∈ J , the convex constraint set
n|φ(n)=j

results to be S0 × S1 × · · · × SJ . Though, the extreme points of this set are not known,
making thus impossible to evaluate the directional derivative over them. Anyway, the
above procedure suggests an efficient PA algorithm to solve (6).
To this end, let first introduce some parameters. Define ∆P and ∆Tj the remaining
total available power and the remaining power allocable on subband j, respectively. Be
N0 the set of sorted subchannels according to decreasing values of γeq,n (δφ(n) = 0, pn =
0), as in the non cognitive case. Finally, denoting with A and B the set of subchannels
belonging to subbands where Pj < Tj and Pj = Tj , respectively, and being n the n-th
element of the ordered set N0 , the algorithm evolves as in Table 1.

5

Simulation Results

The analysis previously presented is here assessed via simulation. The system set-up is
summarized in Table 2. Averaging over 1000 independent channel realizations, in Fig.
2 and 3 both the ESM and the AGP curves are presented, for two different scenarios.
The optimal curves are obtained with the subgradient method, the sub-optimal ones
with the algorithm described in §4.2. The proposed algorithm is compared with the
uniform PA (UPA) per subband where Pj = min{Ptot /J, Tj }, and with its improved
version (UPA+R), where the remaining power is evenly redistributed to the subbands
such that Pj < Tj , until all the power is allocated or Pj = Tj , ∀j. The curves in absence

Sub-Optimal Power Allocation Algorithm
01. Set ∆P = Ptot , ∆Tj = Tj , A = N0 , B = Ø, n = 0
02. n ← n + 1


n+1
03.
Evaluate ∆pn = ρn log αρnn − log αρn+1
04.
For i = 1 : n
05.
if ∆P > 0 and i ∈ A
06.
Compute ∆pi = ρρni ∆pn
07.
if ∆pi < ∆Tφ(i)
08.
pi ← pi + ∆pi , ∆Tφ(i) ← ∆Tφ(i) − ∆pi , ∆P ← ∆P − ∆pi
09.
else
S
10.
pi ← pi + ∆Tφ(i) , ∆P ← ∆P − ∆Tφ(i) , ∆Tφ(i) = 0, B ← B {i}, A ← A/{i}
11.
End For
12. If A 6= Ø and ∆P > 0
13.
If n < N go to step 2.
14.
Else do
PN

ρ

n
∆P and step 4 to 11
15.
∆pN = n=1
ρN
16.
until ∆P = 0 and/or A = Ø
17.
return p∗ = p
18. Else return p∗ = p

Table 1: Pseudo-Code for Sub-Optimal Power Allocation

of PUs, that represent the maximum reachable performance, are also illustrated.
In both cases, two contiguous PUs transmissions are detected over the bandwidth, such
that B1 = Btot /3 and B2 = 2Btot /3, with Te1 = Te2 = −110 dBm. The STx is located
100 meters and 150 meters away from the interference free zone of PU1 and PU2 ,
respectively. In fig. 2 the curves are in function of increasing values of the distance
between STx and SRx for a value of Ptot = 20 dBm. In fig. 3, the distance STx-SRx
Parameter

Value/Description

Data Packet Length

1 kbit

Nfft , Ns , CP length, Nt , Nr

Nfft = 128, Ns = 82, 1/4 OFDM symbol length, Nt = 1, Nr = 1

Error-Correcting Code

Convolutional Code with punctured rate {1/3, 2/3, 3/4, 5/6}

Symbol Mapping

m ∈ {2, 4, 6}

RF Bandwidth - Subcarrier Spacing

1.25 MHz - 15.24 kHz

Channel Model

ITU-Ped.B

Path Loss Model

COST231 Hata Model with central frequency f0 = 2 GHz

Table 2: Simulation Setup.
is 90 meters, and the performance is shown for increasing values of Ptot .
It can be noted that when the interference caused to the PUs is low, due to a high value
of the attenuation or to a low available power, the optimal and sub-optimal algorithms
offer almost the same performance, which are close to the ones of the noncognitive
scenario. In fact, in this case, in (11) λ << δj , ∀j, so that the term log (1 + λ/δj ) results
negligible, making the initial sorting of the subchannels N0 near optimal. Moreover,
the results show the importance of an adaptive PA algorithm, since non adaptive
techniques as the UPA offer very lower performance in the regions of interest.

Figure 2: Scenario A.

Figure 3: Scenario B.

6

Conclusions

In this paper the optimal PA for AGP maximization in a cognitive scenario has been
solved and an efficient suboptimal approach has been proposed. The following remarks
are worth noting. i ) When the only adjustable transmission parameter is the power
vector, the AGP optimization corresponds to the maximization of the ESM. ii ) If
the interference caused to the PUs is low, the subchannels sorting in the proposed
algorithm is the same of the non cognitive context and the algorithm is optimal. iii )
The simulation results highlight the AGP gain with respect to non adptive power
allocation policies.

7

Appendix

P
Appendix A. Given y ≡ p, eqn. (6) can be written as ζ̄(p) = C N
n=1 [1 − PER (γ̂(p))],
PN
(n)
where C = r n=1 m is now a constant factor. Since the PER is a decreasing function of its argument γ̂(·), maximizing (6) corresponds to minimize −γ̂(p). Recalling
P
(n)
its expression, since 1/ N
is a constant factor, it is sufficient to minimize (5).
n=1 m
Appendix B. Being (6) a convex optimization problem [8], let associate the Lagrange
multipliers µn , ∀n, λ and δj , ∀j, to the inequality constraints (7), (8), and (9), respectively. Applying the KKT conditions, we obtain:
µn ≥ 0

∀n ∈ N

(15)

λ≥0
δj ≥ 0
∀j ∈ J

(16)
(17)

µn p∗n = 0
∀n!∈ N
N
X
λ
p∗n − Ptot = 0

(18)
(19)

n=1

δj

Pj∗


− Tj = 0

− αρnn e−pn /ρn − µn + λ + δj = 0
∗

∀j ∈ J
∀n ∈ N |φ(n) = j, ∀j ∈ J

(20)
(21)

The following observations can be done. Plugging (15) into (21) and (18) makes obtain
λ + δj ≥ αn /ρn e−pn /ρn

(22)



αn −p∗n /ρn ∗
λ + δj −
e
pn = 0.
ρn

(23)

∗

and

respectively. Now, if (λ + δj ) < (αn /ρn ), (22) 
holds only if p∗n >0 and, from (23) the
1
optimal power allocation value results p∗n = ρn log λ+δ
− log αρnn . Conversely, if (λ +
j
δj ) ≥ (αn /ρn ), p∗n > 0 is not possible since it would violate (23), thus, in this case, the
h
i+
ρn
1
only admissible value is p∗n = 0. The optimal PA is thus p∗n = ρn log λ+δ
−
log
.
αn
j
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Abstract
Modern wireless communication systems are having an increasing demand for
higher energy efficiency. Traditionally, systems are designed and dimensioned
for the worst case. However, in practical systems, the worst-case load does
typically not occur permanently. This characteristic can be exploited to increase
the energy efficiency of such systems [1]. When applying the concept of system
scenarios, several run-time situations, each associate with a certain mode, are
defined. Note, beside the worst-case, there are several other modes that require
less energy consumption. At run-time, the system detects the current run-time
situation and switches to the corresponding mode.
In this work, we consider the exploitation of system scenarios based on data
correlation. We use the Fast Fourier Transformation (FFT), which is a computational intensive kernel in a 60 GHz transceiver, as a driver. The analysis show
that data correlations are present at the FFT input. This correlations can be
used to define and to detect run-time situations. To reduce the energy consumption dynamically, we leverage on different quantization schemes [2]. The gains of
the initial results look promising and motivate further investigations.

1

Introduction

Modern embedded systems complexity, performance and energy efficiency has been
increasing steeply the last few years. An explosive growth in demand for wireless
communication is observed as well and modern wireless links are expected to deliver
bit rates of several gigabits while consuming even less energy. To be able to achieve
the high bit rates while having power efficiency new design approaches are put into
use. System Scenarios is a new concept that aims to the exploitation of the system
dynamism to come up with a more overall efficient design. In this paper we apply
this concept on an FFT block located at the digital receiver of a 60 GHz wireless
communication system. The dynamism we try to exploit is the one observed at the
data of the FFT input. To exploit the dynamism different quantization schemes are
applied to the FFT based on the System Scenario that the block operates. The paper
consists of section 2 with a brief introduction on the concept of system scenarios. Then
in section 3 the quantization method and the modifications done to it are described.
Finally in 4 we mention the experiments and conclusions of the present work.

2

System Scenarios Concept

System scenarios [1] have been recently introduced with the aim to effectively increase
the energy efficiency of modern embedded systems which exhibit a large amount of

dynamism. The essential idea behind system scenarios is the classification of the system
behaviour from a cost perspective (in this case the power consumption) during design
time and the exploitation of this classification during run time, in our case through the
application of different quantization schemes based on the needs of the FFT.
To implement the system scenarios concept in a design the following procedure
should be executed as show in figure 1. Real Time Situation (RTS) is a distinguishable
mode of operation (in the case of FFT the input interval). In this work the identification
step is done using as RTS parameters the data in the FFT input intervals.

Figure 1: System scenario design procedure

3

Proposed Quantization Method

In this section the quantization method as in [?] is described. Although this method
would be sufficient to generate quantization instances of the many algorithmic modules,
the simulation time is still prohibitive for large “smooth cluster” type algorithms like
the FFT. Hence, some further modifications will be proposed further on.

3.1

Baseline Quantization Method

To apply the quantisation on a given algorithm code (e.g. in Matlab) we need to use
the following hierarchical approach to the system as shown in Figure 2. To partition
each level the actions needed on the right need to be done.
• System Level Starting from the system level an error budget is defined - typically by the system level designer. This is the maximum degradation that can be
caused to the system output due to quantization noise. Then the system is partitioned in functional partitions. Once the partitioning is done the error budget
must be distributed among the functional partitions.
• Functional Partition Level The FFT block is already a functional partition
itself. This partition needs to be broken into smooth clusters. A smooth cluster is
a cluster that does not contain any unsmooth operators. An unsmooth operator
is a decision making operator like a threshold, saturation prior to a mapping to
symbol operation. However the FFT block contains only smooth operators and
consists of a huge smooth cluster as it is.
• Smooth Cluster Level Once the smooth clusters have been detected the signals
inside each clusters are grouped in correlation groups. The correlation of two
signals A and B is determined by the correlation factor γAB . This factor indicates
whether the noise injected by signal A influences the quantization of signal B.

Figure 2: System hierarchy used to partition the system in smaller components that
are easier to be dealt with. On the right the actions needed to proceed to the next
level are described.
– If γAB = 0, the errors injected by each signal are not correlated, thus signals
A and B are independent.
– If |γAB | ∼ 0, the errors injected by each signal are weakly correlated, thus
the two signals can be solved separately in an ordered way giving priority
to the most costly signals.
– If |γAB | ≫ 0, the errors injected by each signal are strongly correlated, thus
the two signals have to be solved together in order to avoid large iterations
in the convergence process.
After the correlation all signals within a cluster is characterized, the most highly
correlated signals are grouped together in correlation groups. Once again the
error budget is distributed among groups.
• Correlation Group Level Once the groups are formed each group is solved.
Prior to solving a group the signals inside a group have to be ordered and quantized individually one by one. To order the signals sensitivity is taken into account. Sensitivity of a signal express the influence a signal has on the output of
the cluster. The more sensitive signals are prioritized and are solved first.
The above hierarchical approach prunes the search space and avoids the processing
time explosion that happens in the case of an exhaustive search. However, in the case
of the FFT block using this approach is already time consuming. The estimation of
the total time needed to produce a single quantization using the baseline method is
17500 hours while the modified method we propose can produce a quantization scheme
in a mere 2 hours. Thus some modification has been done to the method to make the
quantization feasible while sacrifising the quality of the results.

3.2

Proposed modifications to the standard method

In order to reduce the execution time of the FFT quantization script, properties of the
FFT have been investigated and exploited. The basic assumption that is done before
proceeding to the simplification of the FFT quantization process of the FFT block is

that the input data in the first stage of the FFT is uniform. This assumption has been
mostly confirmed using a 60 GHz transceiver model simulation. The same assumption
is made for all the intermediate stages of the FFT.
To trim the search space even more the signals that belong to the same stage and
in butterflies with the same coefficients are quantized in the same way. The signals
that are quantized the same way are named repetitions. The quantization procedure
has been changed as well. The modified procedure is presented in Figure 3

Figure 3: Modified quantization procedure used to further reduce the solution search
space and make the FFT quantization feasible
The correlation analysis is beyond the scope of this work. However it can still be
done among repetitions when necessary. Instead of grouping in correlation groups the
repetitions are identified through out the FFT. Thus, instead of having 10240 signals
(full fine-grain quantization) the repetitions treat those signals as if they were just
1023. As no explicit groups are present, the ordering of the signals as well as the
budget distribution has been modified. Instead of ordering the signals based on their
significance the FFT has been quantized from the input to the output. The reason
for doing this is that the signals that are being quantized are not affected by any
unquantized signals. That is, the previous signals are already quantized and the signals
that are in later stages do not affect previous signals. This is required to guarantee
that the quantization scheme that will be produced will be valid.
In order to make this quantization method feasible the budget should be preallocated throughout the repetitions. To distribute the budget, a weight has been calculated for each one of the repetitions and then normalized to show percentage of the
total FFT cluster that corresponds to each repetition. To calculate the weight the
formula in (1) as used. Each weight is explained in detail below.
Wstg coef = Wrep ∗ Wsens

(1)

• Wstg coef stands for stage coefficient. It is the final non-normalized weight that
allocates the budget to each repetition. We should note that a repetition in the
FFT is fully defined by its stage and its coefficient.
• Wrep It is a weight that represent the hardware cost of the current batch of butterflies. It is a normalized weight of how frequently a butterfly appears through
out the FFT. The higher the frequency the higher the hardware cost because it
means that in each FFT iteration the butterfly will be calculated more than once.

• Wsens To take into account the influence of each repetition to the output of the
FFT the sensitivity is taken into account.

4

Results and Conclusions

We carried out two different experiments. In the first experiment we clustered the FFT
inputs in 4 clusters and observed up to 42% reduction in the bits needed to represent
the first stage of the FFT and up to 69,4% reduction to the bits needed to represent
the whole FFT. In the second experiment we used a more fine grain quantization for
the signals in the first stage of the FFT and we observed up to 67% reduction in bits
for the signals of the first stage. These experiments show that the potential of the
system scenarios based on data parameters is huge and their application is feasible.
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Abstract
In this paper we suggest a novel way of using Aspect Oriented Programming (AOP).
We suggest how AOP can help protecting cryptographic protocols against side channel
attacks (SCA) by implementing countermeasures against SCA’s via aspects. We illustrate that suggestion with an example of a countermeasure that alters the behaviour of
a cryptographic device performing an encryption or a decryption of a message. The
resulting behaviour offers an execution producing the same results but using a constant
amount of time. Such a countermeasure prevents an attacker to succeeded in revealing
the secret key used during those operations via a timing attack.

Keywords: side-channel attacks, countermeasures, aspect oriented programming

1

Introduction

Modern cryptography did extend the cryptanalysis of cryptographic algorithms beyond the
analysis of their mathematical properties. Since the devices running cryptographic primitives
leak a lot of information, they often cannot be seen as a black box anymore. While some
leakage can be prevented by sound implementations, its is sometimes still possible to obtain
secret information by analysing the device’s power consumption, execution time, electromagnetic emanations, . . . These attacks are known as side channel attacks (SCA) and were
introduced by Kocher in [5, 6]. They allow an attacker to recover a secret key, or sections of
a secret key, used in a cryptographic device.
Lots of countermeasures have already been proposed [8] to protect a secret from the device’s
leakage. In most cases, these countermeasures require to alter the device implementation.
Therefore, in case of software implementation, these modifications imply the modification
of the original code which results in an increased complexity, new bugs, . . .
In this paper, we introduce a new approach to implement SCA’s countermeasures using the
Aspect Oriented Programming (AOP) paradigm and present how it can be used to implement
some existing countermeasures.
In section 2 we introduce some countermeasures against SCA. In section 3, we present AOP.
In section 4, we suggest some implementations of countermeasures. Finally, we conclude in
section 5.

2

Side channel attacks and countermeasures

In the early days of modern cryptanalysis, the attacks on cryptographic algorithms were
based on the mathematical properties of the studied schemes. Known as linear cryptanalysis
(discovered in 1992 [9]) and differential cryptanalysis (discovered in the early 90’s [2]), these
attacks lead to the design of “stronger” cyphers such as DES [4] and AES [12, 3, 13].
During the 90’s, a new kind of cryptanalysis appeared [5, 6, 1, 17, 7], known today as side
channel cryptanalysis. It is based on the implementation of the algorithms that exploits
side channel information leakage such as the execution time, the power consumption, the
electromagnetic emanations, . . .
We can find among the existing countermeasures designed to prevent or reduce possible
emission or exploitation of leaded information, the following techniques: masking [8], blinding, random / constant / adaptive idle-wait [11], hiding [8].
Masking and blinding [11] both aim to randomise the value used during the encryption and
decryption process. For the cypher to work with such countermeasures, the latter has, of
course, to be reversible. Nonetheless, those techniques are unable to protect the secret against
high order power analysis [8]. Moreover, in [5] Kocher attacked blinding and showed how
to obtain the secret key’s Hamming weight. Both techniques require the original source code
to be modified in order to perform the required alteration on the used value.
The family of idle-wait countermeasures introduce a delay during the encryption and / or
decryption process.
In [8], Mangard and al. defined hiding techniques in the context of power analysis attacks
as breaking the link between the power consumption of the device and the processed data
value. It can be implemented by random insertion of dummy operations, random insertion
of dummy cycles, skipping clock pulses, randomly changing the clock frequency, multiple
clock domains, . . . Hiding techniques are also useful against timing attacks to prevent an attacker to deduce information about a secret by measuring the execution time of the algorithm.
Unlike masking, hiding does not necessarily requires the modification of the code.

3

About aspects and AOP

An aspect is a program’s piece of behaviour, of logic, tangled across its source code. Due
to such an entanglement, it is ofter hard to detect, maintain or even, to understand. In the
code below, the method checkIntegrity() called at the end of each method could be
considered as an aspect.
CLASS OrderedList:
checkIntegrity():
isOK = true
for each i,j in values:
if i < j:
isOK = isOK AND (values[i] < values[j])
add(element):

values.insert(element)
checkIntegrity()
remove(element):
values.remove(element)
checkIntegrity()
increase(element,value):
values.increase(element, value)
checkIntegrity()
Array values
Such a code makes sense, in fact, the example above is nothing but an improvised example of
the design by contract programming methodology [10] where the invariant of a structure is
verified after the execution of each method of that abstract data type. However, the downside
of such an implementation using that methodology is the obvious “ugliness” of the resulting
code since the aspect is mixed with each method of the class. It violates many programming
principles such as assigning only one purpose to one method.
Thanks to Aspect-oriented programming (AOP), a programming paradigm, it is possible to
isolate the aspects from the rest of the program. The aspects or cross-cutting concerns can
be externalised which cleans the original code. Such a feature is realised by an “aspect
weaver”, a program able to modify the original source code at compile or execution time.
It realises the desired entanglement of code and, depending on the weaver, it can even alter
the code changing the inheritance relationships, by substituting a code for another, . . . All
these features allows for a clearer separation of the code logics, responsibilities, . . . which
then allows for a more flexible separation of the programmers responsibilities and need.
AOP weavers have been implemented for lots of language such as C++, PHP, Delphi, Smalltalk,
Java, . . . In some case, several weavers are available for the same language. The distinction
between one and another is marked by the features they propose and the mandatory requirement to use them.

3.1

A Join Point Model

Join Point A join point is a point of the program that can be influenced by an aspect. It can
be of two types: structural (for instance a class, a method, . . . ) or behavioural (such as the
call to a method, the modification of variable, . . . ).
Pointcut Is a set of logically combined join points. Some weavers, such as AspectJ, allow
to name the pointcuts.
Advice An advice is a piece of code. It is associated to a pointcut. If the condition described by the pointcut is satisfied, then the advice impacts executes itself. For instance, in
AspectJ, the association with a pointcut can be parametrised with keywords such as “before”
and “after”. This allows the programmer to determine exactly when the advice should be
executed.
Inter-type declarations Inter-type declarations allow the programmer to alter the content or
even the inheritance relationships of multiple classes.

Aspects An aspect in AOP is the alter ego of classes in Object Oriented Programming. It
can regroup methods, fields and initialisers in addition to the previously mentioned elements
(pointcuts, advice and inter-type declarations).

4

Implementing countermeasures with AOP

“AspectJ is a seamless aspect-oriented extension to the Java programming language . . .
AspectJ lean modularisation of crosscutting concerns, such as error checking and handling,
synchronisation, context-sensitive behaviour, performance optimisations, monitoring and
logging, debugging support, and multi-object protocols”
(AspectJ’s homepage: eclipse.org/aspectj/)

In this section, we propose what seems to be a novel use for AOP. We will present simple
tips to unveil a new area of AOP that was not referenced nor by [16] nor by [15]. While the
contribution is modest, it seems promising and could lead to an increase of countermeasures
implementations thanks to the tools offered by AOP. We suggest the use of AOP for the
implementation of side channel attacks’ countermeasures.
Most of the countermeasures we evoked in section 2 (blinding, random / constant / adaptive idle-wait, masking, hiding, random insertion of dummy operations, random insertion
of dummy cycles, skipping clock pulses, randomly changing the clock frequency, multiple
clock domains, . . . ) can be implemented using AOP.
For instance, masking a message would consist on placing a pointcut on the encryption
and decryption methods, the value of the message will then be substituted by its blinded
version by the advice. Blinding techniques designed for public cryptography such as the
RSA algorithm, could also be implemented as such except that no pointcut needs to be
placed on the encryption method since the public key is always considered as known by the
attacker.
With a simple sleep() call as advice we can implement the family of idle-wait countermeasures, where the pointcut of such an aspect would designate the call to the encryption
or decryption method. The “random insertion of dummy operations” and hiding techniques
can also be implemented with the same pointcuts but with adequate advices containing the
dummy operations in question.

4.1

A “generic” cryptosystem

With m, the message to encrypt and k the secret key used by the cryptosystem, a cypher
c can be obtained with the operation c = Ekpub (m) and the message is recovered with the
operation c = Dkpriv (m). In case of symmetric cryptography, kpub is only shared between the
emitter and the receiver and it should be possible to recover easily kpriv from kpub . In a public
key cryptosystem, kpub is generally public (i.e. also known by the adversaries) it should
be computationally infeasible to recover kpriv from kpub . In this paper, we consider that the
value of the key influence the excution time of the operations E and/or D. For instance,
this can be the case for the RSA cryptosystem [14]. In such a cryptosystem, the message m

is encrypted by appliyng a modular exponantiation where the exponent is the key k.
QIf the
exponentiation is implemented using a naive algorithm such as computing mk = ki=1 m
and if each multiplication takes the same amount of time, then the execution time of the
operation is directly correlated to the value of the key.

4.2

Timing attacks

Timing attacks, and SCA’s in general, can be used to reveal information about the secret
key. It’s value, it’s hamming weight or even an approximation of that hamming weight by
associating the key to a family of potential keys all having a hamming weight in a finite
range.
Such timing attacks, as it can be guessed from the name are performed by measuring the
executing time of parts or the whole algorithm followed by adequate statistical or machine
learning analysis.

4.3

A countermeasure

In order to counter a timing attack, the first approach could be to add a random delay during
the execution. That way, the measured execution time should be random looking. However,
such a technique could be easily defeated by averaging the time taken to decrypt the same
message with the same key. However, it is far from useless since SCA’s are time and computational resources consuming and using such a countermeasure would force the attacker
to sample more measurements to perform such an attack.
An other countermeasure and probably, a more suitable one, would be to ensure that the algorithm uses always the same amount of time to be executed. With such a countermeasure,
performing statistical analysis of the measured execution time would be pointless since all
the measure would have the exact same value. To implement such a countermeasure, the
first possibility would be the constant idle countermeasure, as described in section 2. The
programmer would have to define a constant t such that t > maxTime, with maxTime the
maximum of time that the algorithm could take to execute itself no matter what messages or
keys are used. Then, the following pseudo-code could be used as an aspect:
start = Current_Time()
c = op(m,k)
stop = CurrentTime()
Sleep(t-(start-stop))
return c

5

Conclusion

We introduce in this paper a new use for aspect oriented programming, the implementation of
SCA’s countermeasures. We presented the notions of side channel cryptanalysis and aspects
and continued with the presentation of aspects in the context of SCA. We show an example
of aspect that could be used in order to get a constant execution time which counter act
against the SCA known as timing attacks. Using AOP in such a context permits an easy
and elegant implementation of countermeasures that are entangled with the execution code
during runtime but separate during the development.
In future work, we intend to test our proposition with an experimentation in which we will
implement countermeasures for a cryptographic algorithm using AOP, gather measurement
and illustrate the successful decline of the success rate of an adequate SCA on that algorithm.

References
[1] D. J. Bernstein, “Cache-timing attacks on AES,” p. 37, 2005. [Online]. Available:
http://cr.yp.to/antiforgery/cachetiming-20050414.pdf
[2] E. Biham and A. Shamir, “Differential cryptanalysis of DES-like cryptosystems,” Journal of Cryptology, vol. 4, no. 1, pp. 3–72, 1991.
[3] J. Daemen and V. Rijmen, “AES submission document on Rijndael (amended),” p. 238,
2003. [Online]. Available: http://csrc.nist.gov/
[4] Federal Information/NIST, “DATA ENCRYPTION STANDARD (DES) (Processing
Standards Publication 46-2),” 1999. [Online]. Available: http://csrc.nist.gov/
[5] P. C. Kocher, “Timing Attacks on Implementations of Diffie-Hellman, RSA, DSS, and
Other Systems,” in CRYPTO’96, ser. Lecture Notes in Computer Science, N. Koblitz,
Ed., vol. 1109. Springer, pp. 104–113, 1996.
[6] P. C. Kocher, J. Jaffe, and B. Jun, “Differential Power Analysis,” in Advances in Cryptology - CRYPTO99, ser. Lecture Notes in Computer Science, M. J. Wiener, Ed., vol.
1666. Springer, pp. 388–397, 1999.
[7] U. Kühn, “Side-Channel Attacks on Textbook RSA and ElGamal Encryption,” in Public
Key Cryptography PKC 2003, ser. Lecture Notes in Computer Science, Y. G. Desmedt,
Ed., vol. 2567. Berlin, Heidelberg: Springer Berlin Heidelberg, pp. 324–336, Dec.
2002.
[8] S. Mangard, M. E. Oswald, and T. Popp, Power Analysis Attacks - Revealing the Secrets
of Smart Cards. Springer, 2007.
[9] M. Matsui and A. Yamagishi, “A New Method for Known Plaintext Attack of FEAL
Cipher,” in Advances in Cryptology EUROCRYPT92, ser. Lecture Notes in Computer

Science, R. A. Rueppel, Ed., vol. 658. Berlin, Heidelberg: Springer Berlin Heidelberg,
pp. 81–91, May 1993.
[10] B. McCafferty, “Design-by-Contract: A Practical Introduction,” 2006. [Online]. Available: http://devlicio.us/blogs/billy_mccafferty/
[11] C. Moreno and M. A. Hasan, “An Adaptive Idle-Wait Countermeasure Against Timing
Attacks on Public-Key Cryptosystems,” pp. 1–14, 2010. [Online]. Available: http:
//www.cacr.math.uwaterloo.ca
[12] National Institute of Standards and Technology (NIST), “AES Algorithm (Rijndael)
Information,” 2001. [Online]. Available: http://csrc.nist.gov/
[13] National Institute of Standards and Technology (U.S. Department of Commerce),
“FIPS PUB 197, Advanced Encryption Standard (AES),” 2001. [Online]. Available:
http://csrc.nist.gov/
[14] R. L. Rivest, A. Shamir, and L. Adleman, “A method for obtaining digital signatures
and public-key cryptosystems,” Commun. ACM, vol. 21, no. 2, pp. 120–126, 1978.
[15] Y. Sertkaya, “Application Areas of Aspect Oriented Programming,” 2009. [Online].
Available: http://www.ibtech.com.tr
[16] Xerox Corporation and Palo Alto Research Center, “Introduction to AspectJ,” 2011.
[Online]. Available: http://www.eclipse.org
[17] B. Yang, K. Wu, and R. Karri, “Scan Based Side Channel Attack on Data Encryption Standard (Cryptology ePrint Archive, Report 2004/083),” pp. 1–6, 2004. [Online].
Available: http://eprint.iacr.org

